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Abstract. Whether driven by security concerns, need for flexibility, deploy-
ment of advanced services or as a simplified outsourcing model, overlaying a 
virtual service topology over the underlying network infrastructure is common.  
To ensure and enforce consistent service quality, fairness and protocol behavior 
it is necessary to measure and monitor these service level topologies.  In this 
paper we present extensible general purpose mechanisms to monitor and meas-
ure characteristics of a service level topology at the nodes of the topology.  The 
mechanisms provide means to dynamically deploy a distributed observation 
function at the nodes of the topology and to collate the observations into a result 
given to the requestor on a subscription channel. These are control plane 
mechanisms, outside of the router datapath, where we assume programmability 
and low cost memory. We give several examples of how to use these mecha-
nisms to compute interesting properties of the topology. 

Keywords: Service aware networking, measurement, service management, 
overlays, VPN.  

1   Introduction 

Whether driven by security concerns, need for flexibility, deployment of advanced 
services or as a simplified outsourcing model, overlaying a virtual service specific 
topology over the underlying network infrastructure is a common solution approach 
for all types of network technologies.  Static service topologies include “private net-
works” built using leased telephony lines to ensure isolation, and Internet “bones” 
based on statically allocated IP-in-IP tunnels such as the MBONE, 6-BONE and the 
A-bone, to provide the illusion of universal deployment over a virtual topology.  More 
dynamic approaches include Virtual Private Network (VPN) services in ATM [1] 
established from dynamically allocated collection of ATM circuits, and Service Level 
Routing (SLR) over the Internet providing non-local redundancy and load balancing 
across a network of service locations [2].  Similarly, application level services, such 
as application layer multicast, build a service specific topology.  Many proposed  
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active networking services explicitly or effectively build an overlay topology.  Recent 
interest in overlay networks can be viewed as an attempt to abstract out both the un-
derlying topology and specific network technology. 

To ensure and enforce consistent service quality, fairness and protocol behavior it 
is necessary to measure and monitor these service level topologies.  The detailed 
technologies used to realize the various virtual topologies differ.  However, signifi-
cant and important commonalities make it desirable to design and implement general 
purpose mechanisms to support the monitoring and measurements and algorithms to 
compute values of common interest, rather than have each technology, service or 
application implement a fraction of such mechanisms. 

End-to-end measurements and edge based solutions [3,4,5,6], requiring no coop-
eration from the core network, have been proposed to infer the service topology for 
multicast and network characteristics from edge observations.  A significant drawback 
of these methods is that they only compute long term averages are inherently error 
prone and do not adapt well to membership changes in the service topology.  We 
believe that rather than employing service ignorant long term observations from the 
edges, effective management of service level virtual topologies requires service spe-
cific observations from inside the service network for timeliness and relevance. 

Commonly, virtual topologies are built from nodes such as boundary nodes where 
functionality beyond basic forwarding is common.  These nodes are prime candi-
dates and targets of active networking technology.  Moreover services based on P2P 
networks, application layer multicast and overlays that are implemented at the appli-
cation layer can reasonably be assumed to have high level of activity and program-
mability.  Adding mechanisms for observations at the nodes of the virtual topology is 
therefore achievable.  

Such general mechanisms must provide a) the right abstractions for results of im-
portance, b) extensibility to support service specific observations, and c) interface that 
makes it easy to employ with a variety of service level topology approaches, such as 
application level overlays, ATM style VPN’s, IP-bones and network layer multicast. 

In this paper we present extensible general purpose mechanisms to monitor and 
measure characteristics of a service level topology at the nodes of the topology.  
These are control plane mechanisms, outside of the router datapath, where we contend 
assumptions of high programmability and low cost memory are valid.  Moreover, we 
present algorithms to collect and use these observations to compute interesting prop-
erties of the topology.  The mechanisms provide means to dynamically deploy a  
distributed observation function at the nodes of the topology and to collate the obser-
vations into a result given to the requestor on a subscription channel.  We give exam-
ples of our use of these mechanisms in managing multicast distribution, as well as in 
an control overlay for router selection in sparsely deployed services.  We furthermore 
discuss the use of our mechanism to collect information for load distribution in net-
work wide service level routing. 

The rest of the paper is organized as follows.  In Section 2 we discuss related work 
and further position our work.  In Section 3 we describe the basic mechanisms, and 
show in Section 4 how we have used them to monitor and manage multicast service 
over a dynamically constructed virtual service topology.  In Section 5 we discuss how 
the same mechanisms are used in general overlay/virtual topologies with two exam-
ples of control level overlays for service aware route selection.  Section 6 contains 
additional discussion.  In Section 7 we conclude. 
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2   Related Work 

Network tomography from end-to-end measurements has been proposed to infer  
service level topology and network characteristics from edge observations [3,4,5,6]. 
An attractive attribute of these methods is that they don’t require any cooperation 
from the core network and therefore work for large scale discovery across multiple 
administrative domains.  However, a major drawback of these methods is that they 
only compute long term averages and are therefore inherently error prone and do not 
adapt well to membership changes.  While valuable as a fallback, effective service 
management requires more detailed and timely observations that can only be obtained 
inside the service network.  

Overlays have been used for monitoring the underlying physical network for path 
outages and periods of reduced performance.  In [7], path restoration in the overlay 
network is done by finding a route for the backup path that minimize the probability 
that the primary and backup overlay paths share a link in the underlying network.  
In [8] aggressive probing between application layer overlay nodes is used to do 
fault detection of Internet paths and recovery is performed by routing by way of the 
overlay nodes instead of the IP routing.  Although using overlays to monitor the 
underlying physical network can be a powerful approach, with our mechanisms we 
are primarily interested in monitoring the overlay and service level topologies 
themselves.  We are not aware of any mechanisms for monitoring general overlay 
and service level topologies. 

Related to the monitoring of general service level topologies is the monitoring of 
multicast.  A number of mechanism and tools for monitoring multicast topologies 
have been enunciated [9] but most of these mechanisms are protocol dependent, in-
flexible and can not easily be generalized to other services or topologies.  The mecha-
nisms presented in this paper on the other hand can be used to monitor more general 
topologies and we give an example of how they have been used to monitor the SLIM 
network layer multicast protocol. 

Our mechanisms inherently implement a control plane that supports many-to-one 
and one-to-many operations for the purposes of measuring and monitoring general 
topologies.  Essentially our mechanism can be viewed as combining active multicast 
and active gather-cast [10] to realize the measurement functions. 

Some of the ideas behind our work are similar to what is presented in [11].  How-
ever, even though all state maintained by our mechanisms is soft and possibly short-
lived it is not self destroying in the same sense as defined in [11]. In contrast the state 
maintained by our mechanisms is explicitly introduced and assumed to exist for a 
substantial amount of time. 

3   Description of the Mechanisms 

The mechanisms perform three main functions: 1) local maintenance and information 
collection from the local service level module, 2) a distribution mechanism to propa-
gate (new query) functions and information from a collection point to the active nodes 
of the topology, and 3) information gather implemented by a protocol that propagates  
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information from leaves in the topology towards a designated root applying a (query 
specific) summation function at each intermediate node.  Fig. 1 depicts the gather and 
distribution mechanisms. 

We refer to the single source tree rooted at the observer as the collection channel.  
Each node in the collection channel, apart from the root, has exactly one upstream 
neighbor and zero or more downstream neighbors.  The local state at a measurement 
node consists of the topology identifier of the channel source, the source specific 
channel identifier (a single source can have multiple collection channels), a down-
stream state per each downstream neighbor and the local topology state from the ser-
vice level module.   

The mechanisms implement the collection and computation of three general base 
attributes that we believe are of sufficient value to most service level topologies, 
namely the number of leaves of a collection channel, the total number of nodes in a 
collection channel and the height (or max depth) of the collection channel.  The 
mechanisms define local collection, sum and distribution operations that can be dy-
namically instantiated on a per service basis or service defined per flow basis.  The 
mechanisms are designed for the control plane and outside of the data forwarding 
path.   

3.1   Local Collection Mechanism 

The information collection mechanism is a module that contains the service specific 
objects for each service level topology the node may be operating.  Each object col-
lects the service specific local state from the topology manager running on the node.  
We define an abstract interface that each service level topology manager implements, 
enabling it to export its local state to the object performing the local information  
collection.   

 Interface local_state;  

 local_state* getLocalState(void); 

 

Fig. 1. The gather and distribution mechanisms 
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The local_state object and the getLocalState function must be imple-
mented as part of an adaptation of our mechanisms for a given topology management 
system. The content of the local_state may vary between topology mechanisms, 
and may for example be different for a network layer multicast topology management, 
than for an application level overlay. 

Our mechanisms support dynamic installation of local information collection mod-
ules on runtime, thus adapting and enhancing the local collection abilities of the node.  
This allows for dynamic installation of objects for new services. 

3.2   Distribution Mechanism 

The distribution mechanism propagates a query object from the root of the collection 
channel towards the leaves.  The root creates a distribution message and sends a copy 
on each interface of the virtual topology where the destination address of the message 
is a collection channel specific identifier C.  The format of the distribution message, 
shown in Fig. 2 lower half, consists of some (topology specific) base values, a type 
identifier, type specific data and the sum and distribution operations for the service 
type.  If a new type identifier is provided the node installs the code for the summation 
and distribution methods.   

 

Fig. 2. The gather and distribute messages respectively 

A node receiving a query object records the source address of the message as the 
root of the collection channel and the destination address as the channel identifier.  
The distribution method specified by the type identifier in the message is then applied 
to the message.  The distribution method may retrieve the local state from the topol-
ogy manager, before producing a new message to be forwarded to each downstream 
neighbor in the virtual topology.  In the simplest case the new message forwarded 
downstream is the same as the arriving one.  In other cases a different message may 
be forwarded to each neighbor. 

From a functional point of view the primary use of the distribution mechanism is to 
allow the collection point to subscribe to the continually updated computation of 
results specified by the query object.  Since the query object is an arbitrary code  
(supported by the execution environment of the topology) the range of queries that 
can be computed is substantial.  A query subscription results in the gather process 
being activated to periodically to compute a distributed time dependent global state 
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estimation at the collection channel root.  A distribution message with a null value for 
the summation operation will cancel the subscription. 

An important use of the distribution mechanism is to distribute information from 
the root of the collection channel to the nodes of the topology.   

3.3   Gather Mechanism 

The gather mechanism propagates information from the leaves of the collection chan-
nel towards the root by periodically sending updates upstream.  At each node the 
gather involves two functions: a) Receiving and processing gather messages from 
downstream, and b) preparing the sending a gather result upstream.  The two func-
tions are performed asynchronously on each channel. 

A gather message received from downstream on a given channel is simply stored 
as part of the channel gather state, and overrides any previous state on that channel 
from the same downstream node.   

To compute the new gather result, for a given channel, the summation function of 
each message type associated with a given channel is invoked, each function produc-
ing a type specific result, that is appended to the message being prepared.  The sum-
mation function uses the downstream gather state for each downstream neighbor and 
the local state from the topology manager. 

The format of the gather message is shown in Fig. 2.  The message consists of 
some topology specific set of base values (leaves, weight and height) at a node and a 
segment for each type of collection function associated with the channel (by a previ-
ous distribute message).  Each service specific segment consists of a service type ID, 
service specific header length and service specific data.   

3.4   Computing the Base Attributes 

The general base attributes computed for each collection channel are the number of 
leaves (l), the total number of nodes (w) and the height (h) of the collection channel.   

The number of leaves can be estimated at the root of a collection channel using the 
gather mechanism.  The base field of the gather message contains a leafcount field 
used by the nodes in the collection channel for this computation.  A leaf node sets the 
value of the leafcount field in the gather message to 1 and sends the gather message 
towards the source as usual.  An upstream node n computes the number of its down-
stream leaves according as the sum of the leafcounts from all its neighboring down-
stream nodes.  More generally the leafcount at a node n is computed according to 

otherwise
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where down(n) is the set of neighboring downstream nodes of n.  This way the leaf-
count at the root, lroot, is simply the current estimate1 of the number of participants in 
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the collection channel.  More generally the leafcount at any intermediate node is the 
number of participants in the subtree rooted at that particular node.   

In a similar manner to the estimating of the number of participants the gather 
mechanism is used to estimate the number of internal nodes in a service level topol-
ogy.  We define the weight of a collection channel as the number of all nodes in the 
channel, both leaves and internal nodes.  The weight at a node n is then given by 
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The height of the collection channel can be computed by finding the subtree with 
the maximum height and adding one to that value.  More generally the height h of any 
node n in the collection channel can be computed according to 
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To reflect the latest changes in the topology, each node periodically sends a gather 
message towards the root of the collection channel containing the latest values for l, w 
and h.  The distribution mechanism can be used to propagate the number of partici-
pants estimate from the root to all nodes in the collection channel.   

3.5   Characteristics and Implementation Assumptions 

An important tradeoff in the realization of the gather mechanism is the length of the 
update period.  A short update period gives better state estimates at the increased cost 
of bandwidth and processing at the nodes.  In general the update period should depend 
on the packet volume of the service being monitored to ensure that the overhead of 
maintaining the gather state is a some small fraction of the volume of the service flow 
(say less than 1%) or overall resources.  The mechanisms support the dynamic adapta-
tion of the refresh period. 

We do not assume reliable delivery of the distribute or the gather messages.  Con-
sequently, message loss may affect the effectiveness of the mechanisms.  As queries 
are effectively subscriptions, repeated transmissions of distribution messages can be 
employed to ensure completeness, potentially resulting in some but inconsequential 
delay in query distribution.  

A more persistent impact is caused by losses of gather messages, resulting in the 
current estimate at the collection point being a random number continually affected 
by losses.  Our approach described above is designed to minimize the impact of a 
single packet loss, as the downstream state remains valid (for some significant time) 
until updated from below.  Thus if an update is not received from a particular subtree 
in round T the update value for that subtree received in round T-1 remains in use.   
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4   Monitoring and Managing SLIM Multicast 

We have used our mechanisms for monitoring and managing SLIM multicast ses-
sions.  The local collection mechanism communicates with the topology management 
module of SLIM.  We use the mechanisms to compute estimates of a number of key 
properties of the multicast topology and monitor changes in these from our service 
management center.  In addition to trigger queries, we utilize the distribution mecha-
nism to trigger the proccess of updating running code in our implementation to en-
hance and update the monitoring abilities of the active nodes. 

4.1   Self Configuring Lightweight Multicast – SLIM 

SLIM [12] is a single source multicast paradigm for the Internet that self-configures 
over the unicast infrastructure by dynamically building network layer IP-in-IP tunnels 
as required.  The SLIM signaling protocol thus constructs and maintains a dynamic 
service level topology for multicast.  A multicast channel in SLIM is identified by the 
pair <S,C> where S is the channel’s source and C is the source specific channel identi-
fier.  To create the single source distribution tree a SLIM client sends a JOIN control 
message towards the source S.  SLIM enabled routers intercept the messages and 
create the appropriate forwarding state in their flow based classifier and construct 
dynamic tunnels if the JOIN message has been forwarded through routers not support-
ing the SLIM protocol.  When the JOIN message reaches the first router that is  
already a node in the distribution tree of <S,C> the new branch is added to the distri-
bution tree and the JOIN message suppressed.  The only multicast specific functions 
of SLIM are the control plane topology management, which operates out of data-path 
and manipulates router classifiers (forwarding table) and tunnel facilities. 

4.2   Implementation 

We have implemented a monitoring system for SLIM based services using our 
mechanisms on the Pronto [13] programmable router using packet processors [14].  
For the purposes of our implementation the Pronto router provides strong separation 
between services and protocols implemented in a user space execution environment 
and the data-path router facilities realized at kernel level.  Data-path packet processors 
furthermore support the composition of paths through the router.  In particular, a path 
can have multiple branches, each branch composed of one or more packet processors.  
Thus branches may differ in functionality.  For our mechanisms this allows us to 
monitor the information volume sent on individual multicast branches by creating 
packet/byte count packet processors for each branch. 

The monitoring mechanisms are implemented as a user-space daemon.  The local 
collection object communicates with the Topology Management (TMP) daemon of 
SLIM to collect the local state information.  We have implemented this through the 
use of shared memory.  The TMP daemon maintains a table in shared memory that 
contains the local state for each active multicast flow.  The local collection object 
creates a read-only instance of the class interfacing the shared memory upon which it 
can invoke a getLocalState method as described in Section 3.1. 
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Each SLIM channel corresponds to a collection channel where the root of the col-
lection channel is the SLIM source, S.  For each collection channel the local topology 
state consists of the number of active downstream branches and the system unique 
identifier of each branch.  The local collection state and the state from each down-
stream node is used to compute the number of leaves, weight and height of each chan-
nel using the gather mechanism.  Each gather message consists of the base values for 
l, w and h and in addition the number of packets and bytes received at the node for the 
flow identified by <S,C>.  The base values at the root of the collection channel can be 
used to estimate the number of multicast receivers (leaves), longest path to a receiver 
(height) and the number of internal nodes in the multicast channel as w – l.  Using the 
byte/packet values in a received gather message a node can estimate the link lossrate 
of each downstream link by comparing the downstream value with the number of 
bytes/packets received. 

An initial distribution message is simply sent on the multicast channel being moni-
tored.  The distribute and gather messages are sent with the router alert IP-option and 
a special protocol ID which results in the active nodes intercepting the messages and 
dispatching them to the module implementing the mechanisms.  The distribution 
mechanism can be used to distribute and update running code in the active nodes.  
Our implementation is in C++.  The C++ code for the local collection, gather and 
distribute objects of the monitoring daemon can be introduced and updated through 
the use of dynamic C++ classes [15]. 

4.3   Bottleneck Discovery – Placement of Active Retransmission 

Using our mechanisms discovering bottleneck links and deploying active retransmis-
sion is relatively easy. Each node transmits upstream the number of packets it re-
ceives on a given channel. By comparing this value to the local observation of packets 
received, the gather computation reveals if excessive losses are occurring on any of 
the downstream links.  If so it deploys active retransmission on that particular link 
(using the Pronto packet processors this is very easy to do on a per branch basis). 

5   Monitoring More General Virtual Topologies 

In this section we give examples of how the mechanisms can be used for general 
service level topologies.  A meshed topology structure does not have a distinguished 
root and has multiple paths between nodes in the topology.  However, from any node 
a virtual topology a well defined (minimum cost) spanning tree will typically exist.  A 
collection point initiates query processing by sending a distribute message over such a 
spanning tree.   

Although a wide range of functions can be computed over general topologies using 
the mechanisms, computing link attributes is more difficult than computing node 
properties, as a spanning tree will visit all nodes but will not traverse all links.  Of 
course this can be overcome, but the mechanisms do not provide explicit support to 
address this issue.   
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5.1   Monitoring SLIM Router Deployment Using a Control Plane Overlay 

As part of our research on multicast we have been offering televisions distribution 
services and teleconferencing experimentation over SLIM multicast for over a year 
now.  Although the number of SLIM-enabled routers is still small their number is 
growing.  To better exploit available SLIM routers, to keep track of their distribution, 
to update the SLIM code, and as part of our ongoing research on advanced group 
management the SLIM protocol now supports a control plane overlay. 

By building a spanning tree from our local SLIM router, we can use our mecha-
nisms over this overlay, to keep track of the number of routers, the diameter and den-
sity of the deployment, as well as to facilitate distribution of code updates.  This is in 
addition and separate from the flow level monitoring described in Section 4. 

5.2   Applications to Service Level Routing 

In [2] Anerousis et al employ a virtual topology of dynamically constructed tunnels to 
route requests to a named service realized by a virtual host that, in theory, provides 
the service. A virtual host has an IP address and appears to the rest of the Internet as a 
regular host. A request from a client is routed to a particular (physical) server by a set 
of service level (application level) nodes.  The routing is determined in real time 
through the service level routing map and may take into consideration user attributes 
such as originating address, and network and server attributes such as load.  Rather 
than relying on modified DNS based redirection schemes at the edges of the network, 
in the service level routing of [2] the service level nodes use service semantics, and 
load and availability attributes to transparently routes service requests to the appropri-
ate servers based on a variety of criteria. 

Requests are routed over a layered virtual topology.  Client requests are routed by 
the IP infrastructure to the service level router (SLR) closest to the client (using stan-
dard destination based routing).  The packets are then directed to an SLR one layer up 
using IP-in-IP tunnels constructed dynamically if needed.  This continues until the 
SLR of a particular hosting site is reached.  The SLR at the hosting site further tunnels 
the packets to the host that is best suited for serving the request. Each server host 
terminates the tunnel and recovers the original datagram exactly as it was sent from 
the client. From the addresses in the original datagram the receiving server process 
learns the client address as well as a the virtual host address. Acting as the virtual 
host, it transmits its replies directly to the requesting user client, using the address of 
the virtual host as its source address, and avoids the service level virtual structure. 
The multiple levels improve scalability and load balancing effectiveness.  

In the service level routing topology the availability and load of the service level 
routers, and the server hosts play a dominant role in providing consistent dependable 
service quality.  Given appropriate policies to determine the local load metrics at the 
SLR’s or the servers, we employ our active mechanisms to propagate and update the 
availability and load information in the SLR topology as follows.  Each lowest layer 
SLR is a collector that initiates a collection channel.  The SLR at each hosting site 
joins the collection channel of each leaf.  At each hosting site the SLR computes a  
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load metric for each virtual host hosted at the site, and propagates using the gather 
mechanism.  Intermediate SLR’s collate the load metrics from below, combine them 
with a network load metric, and compute a load metric for the downstream tree that 
are propagated upstream.  Each lowest layer SLR thereby receives a metric of load 
from each branch that it uses to perform load aware route selection (combined with 
other criteria). 

6   Discussion 

Insensitivity to non-cooperating nodes.  In the heterogeneous Internet assuming 
uniform deployment is unrealistic.  Even under active networking assumptions, ho-
mogeneity cannot be assumed, as nodes may vary in their capabilities, authentication 
policies, and access given to installed services.  While the correct operation of our 
mechanisms does not require uniform cooperation across the virtual topology, the 
effectiveness of the mechanisms is reduced.  As the ratio of non-cooperating nodes in 
the topology increases, it may become attractive to employ some of the techniques of 
[3,4] to infer the properties of the non-participating segments of the virtual topology.  
The same applies if physical topology attributes are of interest as metrics for a virtual 
topology that still consists only of relatively few nodes of the physical topology. 

It is relatively easy to determine the density of the virtual topology over the physi-
cal one, by tracking the TTL count between virtual hops, and summing up all physical 
hops over a given channel.  At a given collector, the density can then be defined as the 
physical hop count over the weight of the tree. 

IP as a service level topology over the transport network.  In traditional network 
operation models the physical network (e.g. the optical transport network) is viewed 
as providing physical transport to a number of service networks running over virtual 
topologies on top.  In this model, IP is just another service constructing a service 
specific virtual topology.  Alternate models assume that the routers manage the 
underlying physical resources [16]. Our mechanisms are agnostic to this and are 
suitable for such an environment by deploying our mechanism in IP routers, and 
could then provide the collection mechanisms described above for the IP network.   

7   Conclusion 

In this paper we have described extensible general purpose mechanisms to monitor 
and measure characteristics of a service level topology at the nodes of the topology.  
The mechanisms provide means to dynamically deploy a distributed observation func-
tion to the nodes of the topology and to collate the observations into a result given to 
the requestor on a subscription channel. The value of the mechanisms is validated by 
their extensive use in our experimentation with multicast.  In addition we have given 
examples from our experimentation with the same mechanisms over general service 
topologies, including overlays for router discovery, and service level routing. 
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