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Abstract. Several emerging application areas require intelligent management of 
distributed data and tasks that encapsulate execution units for collection of 
processors or processor groups. This paper describes an integration of data and 
task parallelism to address the needs of such applications in context of the 
Global Array (GA) programming model. GA provides programming interfaces 
for managing shared arrays based on non-partitioned global address space 
programming model concepts. Compatibility with MPI enables the scientific 
programmer to benefit from performance and productivity advantages of these 
high level programming abstractions using standard programming languages 
and compilers. 
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1   Introduction 

Since the dawn of distributed memory parallel computers, the development of 
application codes for such architectures has been a challenging task. The parallelism 
in the underlying problem needs to be identified and exposed; the data and 
computation then must be partitioned and mapped onto processors to achieve load 
balancing, and finally the interprocessor communication required to exchange the data 
between individual processors has to be carefully orchestrated to avoid deadlocks and 
unnecessary delays. When communication costs cannot be completely eliminated, 
alternative approaches should be taken to minimize the adverse effects of communi-
cation on scalability. To achieve good performance as well as scalability, knowledge 
of the network topology, memory hierarchy, and even some understanding of the 
underlying implementation of communication libraries has been required. Factors 
such as these have made parallel programming a difficult task, leaving it to a limited 
number of expert scientific programmers.  
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Over the last two decades, a number of high level programming languages and 
libraries have been created to address the challenges of the software development for 
scalable architectures. Unfortunately, most of these high-level programming models 
have not been given enough time and/or resources to mature and advance from the 
proof-of-concept to the production stage. There are several reasons contributing to 
this problem, including: immature run-time systems used to implement advanced 
programming models, shortage of funding available to the research community that 
would be required for adequate validation, testing, debugging, and optimizing of 
prototype programming models, constantly evolving and advancing parallel 
architectures, and unrealistic expectations from the users about performance and 
scalability of applications implemented using prototype implementations of novel 
programming models.  

For over a decade, we have been working on the development of the Global Arrays 
(GA) programming toolkit[1]. By working closely with application developers, we 
have been fortunate to be able define, tune, and evaluate the feature set and 
implementation choices for advancing GA. One of the key decisions in development 
of GA was interoperability with the mainstream programming model in scientific 
computing, MPI. GA has enabled scientific programmers to start with the low-level, 
low-productivity standard and use more advanced features of globally addressable 
data structures. The global address space abstractions can greatly improve 
programmer productivity by freeing the programmer from explicitly partitioning data 
and orchestrating the communication required to access the data. They allow focussed 
efforts on other key aspects of parallel computations such as parallelism or load 
balancing. The GA toolkit has in fact been adopted by several very large applications 
and used successfully by scientists without any formal training in parallel computing.  

This paper provides an overview of the integration of data and task parallelism in 
the context of the Global Array programming model. An overview of the GA 
capabilities is provided. An application example is provided to show how these 
capabilities can be used in a real complex scientific application that requires advanced 
management of distributed data and tasks executing on processor groups. 

2   Application Motivations 

Exploiting all available forms of parallelism is becoming increasingly important for 
programming forthcoming high-end systems. Such systems, containing tens or 
hundreds of thousands of processors, present a challenge to many important scientific 
applications. Many applications that require these high-end systems tend to be 
composed of algorithms with variable computation/communication granularity. The 
question on how to partition computational resources and manage them to execute the 
overall application effectively is becoming critical to our ability to take advantage of 
the massively parallel hardware. One strategy to limit the negative effect of Amdahl’s 
law on the overall efficiency and scalability of the application is execute the finer 
granularity algorithms on smaller subsets of processors, where their efficiency and 
speedup are high.  

In many important problem areas such as environmental remediation, drug and 
enzyme design, and development of new energy sources, we need to gain molecular 



22 J. Nieplocha et al. 

level understanding of macroscopic phenomena. The fate of many macroscopic 
processes is often dependent upon intricate details of numerous chemical 
transformations at the microscopic (angstrom) level. Fundamental understanding of 
these phenomena is highly desirable for many large-scale practical applications in 
biology, energy, and climate areas, providing a way for rational control. The immense 
dimensions of this problem make it an ideal candidate for emerging peta and exascale 
computing platforms, but the necessary mathematical and software tools are 
inadequate or virtually nonexistent. The inherent complexity of the problem in con-
junction with management of vast number of computing nodes presents challenges far 
beyond the conventional scientific applications codes. The presence of multiple scales 
requires concurrent parallel engagement and information exchange between different 
computational kernels (e.g. quantum, classical, continuum) with potentially thousands 
or more coupled simulations running at the same time. These simulations will have to 
dynamically managed and reconfigured subject to available computing nodes and 
network bottlenecks including the inherent run-time failures. Given the vast numbers 
of potential scenarios and outcomes, the details of the simulation cannot be 
anticipated ahead of time requiring intelligent software for managing complex data, 
scheduling processor resources and task execution.  

3   Global Arrays 

In the traditional shared-memory programming model, data is located either in 
“private” memory (accessible only by a specific process) or in “global” memory 
(accessible to all processes). In shared-memory systems, global memory is accessed 
in the same manner as local memory, i.e., by load/store operations. The shared-
memory paradigm eliminates the synchronization that is required when message 
passing is used to access non-private data. The Global Arrays toolkit combines the 
best features of the shared and distributed-memory programming models [1]. It 
implements a shared-memory programming model in which data locality is managed 
by the programmer through explicit calls to functions that transfer data between a 
global address space (a distributed array) and local storage. In this respect, the GA 
model has similarities to distributed shared-memory (DSM) models [2, 3] that provide 
an explicit acquire/release protocol. However, the GA model acknowledges that 
remote data is slower to access than is local data and therefore allows data locality to 
be explicitly specified and hence managed. Another advantage is that GA, by 
optimizing and moving only the data requested by the user, avoids issues such as false 
sharing or redundant data transfers present in some DSM solutions. The GA model 
exposes to the programmer the hierarchical memory of modern high-performance 
computer systems, and by recognizing the communication overhead for remote data 
transfer, it promotes data reuse and locality of reference. The GA programming model 
includes as a subset message passing; in particular, the programmer can use full MPI 
functionality on both GA and non-GA data. 

The Global Array toolkit can be used as a distributed array library in an MPI-based 
application or as a complete programming environment based on a shared-memory 
approach. The core capabilities of GA are in the area of management of dense 
distributed arrays and a set of operations for sparse data management is available [1]. 
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The library can be used in C, C++, Fortran 77, Fortran 90 and Python programs. 
The capabilities of the GA toolkit include: 

1. The GA toolkit provides extensive support for controlling array distribution and 
accessing locality information. Global arrays can be created by (1) allowing the 
library to determine array distribution, (2) specifying decomposition only for one 
array dimension and allowing the library to determine the others, (3) specifying 
the distribution block size for all dimensions, or (4) specifying irregular 
distribution as a Cartesian product of irregular distributions for each axis. The 
distribution and locality information is available through library operations that 
(1) specify the array section held by a given process, (2) specify which process 
owns a particular array element, and (3) return a list of processes and the blocks 
of data owned by each process corresponding to a given section of an array. 

Physically distributed data 

Single, shared data structure 

Process Y 
ga_get (a,180, 210, 23,40,buf, 30) 

Process Z 
ga_get (a,175,185,19,70,buf,10) 

Process X 
ga_get (a,100, 200, 17, 20,buf, 100) 

 

Fig. 1. Left: GA manages a distributed array as a single shared data object. As shown, any 
process/task can access the distributed data using global indexing (e.g., using global index 
A(4,3,1)). Right: Any part of the array can be accessed noncollectively as if it is located in 
shared memory (e.g., Process X gets a block of the global array with global indices starting at 
(100,17) and block size=100x3). 

2. The GA toolkit offers communication calls to support for both task and data 
parallelism. Task parallelism is supported through the one-sided (noncollective) 
copy operations that transfer data between global memory (distributed/shared 
array) and local memory. In addition, each process is able to access directly data 
held in a section of a global array that is logically assigned to that process. 
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Atomic operations are provided that can be used to implement synchronization 
and ensure correctness of an accumulate operation (floating-point sum reduction 
that combines local and remote data) executed concurrently by multiple 
processes and targeting overlapping array sections. 

3. The data parallel computing model is supported through the set of collectively-
called functions that operate on either entire arrays or sections of global arrays.  
The set includes BLAS-like operations (copy, additions, transpose, dot products, 
matrix multiplication). Some of them are defined and supported for all array 
dimensions (e.g., addition). Some other operations such as matrix multiplication 
are limited to one- or two-dimensional arrays (however, multiplication is also 
offered on two-dimensional subsections of higher dimensional arrays). The set 
of data parallel operations has been enlarged to support the requirements of 
TAO. The extensions included element-wise operations on arrays (e.g., 
elementwise addition of two arrays, or shifting diagonal).  

4. GA extends its capabilities by offering interfaces to third-party libraries in the 
area of linear algebra through ScaLAPACK) [4] and optimization through TAO 
[5, 6].  

For performance reasons shared memory is used for storing global arrays within 
SMP nodes. Therefore, any process/task can directly access the memory allocated for 
a global array on any other process in the same SMP node. Although every process is 
guaranteed to have fast access to the portion of array it owns, all the other processes 
in the same SMP node are able to access this memory directly, thereby avoiding 
unnecessary copies. In the case of a shared memory system, such as the SGI Altix, a 
process can access data in the entire global array directly. An appropriate interface for 
task mapping to individual SMP nodes of a cluster in the parallel job was introduced 
to enable exploiting the performance advantages of shared memory. 

Exploiting processor groups is becoming increasingly important for programming 
next-generation high-end systems composed of tens or hundreds of thousands of 
processors. To preserve compatibility of GA with MPI, GA follows the MPI approach 
to the processor group management as closely as possible. However, with GA the 
management of shared data rather than the explicit interprocessor communication is 
the main focus area. GA includes calls to create, access, share, and destroy shared 
data in the framework of the processor group management of MPI. For example,  
Fig. 2 illustrates the concept of using shared arrays by processor groups. The three 
processor groups (Group1, Group2, and Group3 in Fig. 2) execute tasks that operate 
on three arrays: A, B, and C. Array A is in the scope of all three processor groups. 
Array B is distributed on processor Group 1. Array C is distributed on processor 
group 3. All arrays can be accessed using collective (individual and multiple arrays) 
and one-sided (non-collective) operations by any processor in the group that owns  
the array.  

The concept of the default processor group is a powerful capability that enables 
rapid development of new group-based codes and simplifies conversion of existing, 
non-group aware codes. Under normal circumstances, the default group for a parallel 
calculation in GA is the MPI world group (contains the complete set of processors), 
but a call is available that can be used to change the default group to a processor 
subgroup. This call must be executed by all processors in the subgroup. Furthermore,  
 



 Integrated Data and Task Management for Scientific Applications 25 

Group1 Group2

Group3

Array B 

Array A 

Array C

 

Fig. 2. An example of multilevel parallelism in Global Arrays 

although it is not required, it is probably a very good idea to make sure that the default 
groups for all processors in the system (i.e. all processors contained in the original 
world group) represent a complete non-overlapping covering of the original world 
group. Once the default group has been set, all operations are implicitly assumed to 
occur on the default processor group unless explicitly stated otherwise. Shared arrays 
are created on the default processor group and global operations by default are 
restricted to the default group. Inquiry functions, such as the number of tasks and the 
task rank, return values relative to the default processor group. 

4   Task Pools 

Task parallelism is a popular technique for expressing parallelism in programs that 
exhibit irregular, sparse, or nested parallelism. Mixed task and data parallelism exists 
naturally in many application programs. Integrating task and data parallelism 
improves application performance in practice, however utilizing it may require 
sophisticated scheduling algorithms and software support [8]. In such programs, static 
partitioning can often lead to load imbalance due to irregularity in the problem spatial 
domain, sparsity in the data, or algorithmic characteristics of the problem where 
computational effort is not directly correlated with the data sizes. By decomposing the 
problem into tasks and dynamically mapping the computation onto available 
resources, these classes of applications are able to achieve scalable performance. In 
addition to overcoming irregularity in the computation, dynamic task scheduling can 
also be used to mitigate irregularity in the hardware that may be introduced through 
heterogeneity among processors or in the memory hierarchy. 

In the early stage of development, GA model was motivated by the needs of 
electronic structure computational chemistry applications that deploy task level 
parallelism. These applications relied on atomic increment of a shared task counter to 
assign dynamically tasks to individual processors. However, the development of more 



26 J. Nieplocha et al. 

complex task management schemes has not been pursued by the application 
developers.  

Recently, we have been designing different task pool management systems 
complementary to the GA model. Some early efforts were pursued in context of the 
Tensor Contraction Engine (TCE) to manage sparse tensor contraction operations 
performed by coupled cluster models for ab initio electronic structure modeling. This 
includes locality-aware load-balancing for in-memory computations [9], transparent 
memory hierarchy management for out-of-core programs [10], and work-stealing 
techniques [11]. All these approaches focused on tasks that are sequentially executed 
on a single processor. We have been working with application developers of quantum 
chemistry codes to define a task management pool suitable for more dynamic 
schemes and applicable to tasks executed on processor groups rather than individual 
processor. Moreover, depending on the problem and molecular properties, tasks can 
vary significantly in their requirements for memory and processor resources.  

The abstraction provided to the user, shown in Fig. 3, enables the specification of a 
set of independent tasks to be executed in parallel. For each such set, all processes 
collectively create a task pool object using the create task pool method. Each task in 
the task pool is identified by the routine to be invoked to process that task, identified 
by a function handle, and the set of locality elements it operates upon. In addition, any 
private data specific to that task can also be specified. Each locality element 
corresponds to a global data region, identified by its global address, size, and its 
access mode. Three access modes are supported. Read, write, and access modes allow 
for put, get, and accumulate of global data. For dense and block-sparse arrays, the 
global address is replaced by the array handle and the specification of the data region 
being accessed. Tasks are added to a task pool using the add task method. The 
creation and addition of tasks to the task pool is done by all processors. Once all the 
tasks have been added to the task pool, the seal task pool method is used to seal  
 

Task A Task B Task C Task D
task pool

Processor
Group 

Manager
Dispatcher

processor
resources

Task A Task CTask B

Task ETask A Task B Task C Task D
task pool

Processor
Group 

Manager
Dispatcher

processor
resources

Task A Task CTask B

Task E

 

Fig. 3. Task Pool Management 
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the work pool. This method is invoked once for a task pool and is used to perform 
start-time optimizations. Subsequently, Dispatcher processes the task pool and calls 
Processor Group Manager to create and appropriately sized processor groups. 
Dispatcher then assigns tasks to the processor groups to process the tasks in the task 
pool. Once a task is finished a processor group can be assigned another task or 
destroyed. A task pool, once created, can be processed multiple times. The cost of 
start-time optimizations, performed once, can thus be amortized over multiple cycles. 

The task pool approach for processor groups appears quite attractive for building 
applications with multi-level parallelism. Decomposition of the problem into tasks to 
be assigned to different processor groups is in particular attractive for massively 
parallel systems and problems that include some parts that lack sufficient parallelism 
to be executed on all the processors the application is using.  

Our approach for integrating task and data parallelism has several performance 
benefits in practice. Earlier efforts [12, 13] have pursued similar goals. However they 
are either compile-based approach or not suited for irregular computations. Moreover, 
these approaches do not offer much control to the user. For example, they are more 
biased to task parallelism and offer less support for data parallelism, or vice versa. 
Some of the earlier approaches are based on MPI processor group model, which 
imposes additional constraints on the task parallelism as outlined in Section 4.1. In 
addition, our approach uses global address space model which offers significant 
productivity advantages in the data management area. 

4.1   Processor Group Management 

One of the design obstacles involved overcoming the limitations of the MPI processor 
group management. Under MPI all the processors in the parent group have to 
participate in the subgroup creation process. This constraint makes it impossible to 
create and destroy on-demand processor groups to match requirements of tasks on top 
of the queue. We designed a more flexible group management system and integrated 
it with ARMCI runtime-system that GA uses [7]. ARMCI in particular implements a 
basic set of collective communication calls on processor groups. The subgroup 
creation process is coordinated between processors that form a subgroup. However, 
this coordination can be implicit and is implemented without use of collective 
operations. The only assumption is that all the processors in the subgroup must be 
aware of the group membership.  

5   Application Example 

An important representative problem where the issues outlined in Section 2 start to 
play an important role can be found in dynamical simulation of soft matter system 
consisting of collection of loosely bound molecules (e.g. liquid water). Examples of 
such systems can be found in wide range of applications related to environmental 
remediation, catalysis, biology, and other areas. To provide a realistic description of 
these systems requires consideration of relatively large fragments (more than 103 
atoms) that, combined with periodic boundary conditions, give an insight into bulk 
behavior which is most relevant to practical applications. Until recently problems of  
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Fig. 5. Task graph for fragment based QM approach illustrated for a system containing 4 
molecules 

this size could only be described by classical molecular mechanics based on empirical 
pair potentials. In many cases however a quantum-mechanical based description 
would be quite beneficial providing validation for classical models as well as a 
description of electronic structure properties. Given that a direct quantum-mechanical 
based description would be unreasonable for these large systems, alternative 
approaches have been developed that combine both quantum mechanical and classical 
methods. Among them is a fragment based quantum mechanical description which 
utilizes a cluster-like many-body expansions where the short range quantum 
mechanical effects are evaluated on the quantum mechanical level while long-range 
electrostatic effects are handled classically [14]. For example, in the second order 
(binary) fragment expansion the total energy of the system is represented by  
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is given by the sum of the gas phase Hamiltonian 
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To facilitate the calculations the electrostatic potential can be approximated by the 
effective electrostatic charges fit to reproduce the “true” electric field on a grid point 
surrounding the system.  
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The calculation in the fragment-based approach proceeds according to the following 
scheme, see Fig. 4. 

1. For each monomer in the system the Schrodinger equation for the monomer 
and new charges Qa are calculated.  

2. Step 1 is repeated until self-consistency is reached where charges Qa and 
correspondingly energies Ei are no longer changing.  

3. For each dimer in the system the Schrodinger equation is solved with other 
molecules represented by point charges calculated in steps 1-2. 

Steps 1 and 2 are ideally suited for exploiting the parallel task pools approach. On 
one hand the monomer calculations appear fully parallel, but there is nontrivial 
nonlinear coupling through the electrostatic charges that they generate. 

6   Experimental Results 

The experiment evaluation was performed on a Quadrics cluster with dual 1.5GHz 
Itanium nodes running Linux kernel 2.6.11.  

The example system considered in this work consists of 256 water molecules 
enclosed in a ~20A cubic box. Only the monomer part of the calculation was 
considered at this point. After the initialization step where the coordinates of 
monomer units and surrounding charges are assembled, the quantum calculations of 
each monomer unit are executed independently subject to available processor pool. 
We performed the entire self-consistent loop until charges on all the monomers have 
converged. This involves one-sided communication of the charges from the processor 
group to a global charge array which is monitored for convergence. The performance 
of our scheme is shown in Fig. 4, labeled task-pool. In this case the processor groups 
were uniformly sized and included two processors. For comparison, we evaluated the 
performance of the application, with each monomer calculation being performed by 
all the processors collectively (MPI_COMM_WORLD), denoted do-all in the figure. 
As our data illustrates this approach does not scale due to inherent limitation in the  
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Fig. 6. Execution time for the monomer QM calculations 

scalability of the quantum calculation. We observe almost linear speedup with the 
number of processors in our task pool-based implementation. 

7   Conclusions and Future Work 

We described an integrated data and task management system in context of the Global 
Arrays toolkit that supports a global address space programming model. Our task 
management system can handle variable sized processor groups. This capability was 
used for a quantum mechanical application with complex data and task management 
requirements. The experimental results demonstrate very good scaling. Our plans for 
future work include more experimental validation with other applications, and adding 
locality optimization to the task pool management, and implementing a distributed 
version of the task pool Dispatcher to handle very large numbers of processors.  
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