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Abstract. Decision making in complex, multi agent and dynamic environments 
such as Rescue Simulation is a challenging problem in Artificial Intelligence. 
Uncertainty, noisy input data and stochastic behavior which is a common 
difficulty of real time environment makes decision making more complicated in 
such environments. Our approach to solve the bottleneck of dynamicity and 
variety of conditions in such situations is reinforcement learning. Classic 
reinforcement learning methods usually work with state and action value 
functions and temporal difference updates. Using function approximation is an 
alternative method to hold state and action value functions directly. Many 
Reinforcement learning methods in continuous action and state spaces 
implement function approximation and TD updates such as TD, LSTD, iLSTD, 
etc. A new approach to online reinforcement learning in continuous action or 
state spaces is presented in this paper which doesn’t work with TD updates. We 
have named it Parametric Reinforcement Learning. This method is utilized in 
Robocup Rescue Simulation / Police Force agent’s decision making process and 
the perfect results of this utilization have been shown in this paper. Our 
simulation results show that this method increases the speed of learning and 
simplicity of use. It has also very low memory usage and very low costing 
computation time. 

Keywords: Reinforcement Learning, Multi Agent Coordination, Decision 
Making. 

1   Introduction 

Rescue simulation environment as a disaster space and a branch of RoboCup 
competitions, models a city after an earthquake occurrence. Its main purpose is to 
provide emergency decisions supported by integration of disaster information, 
prediction, planning, and human interface. In such a multi agent system, the 
coordination between heterogeneous agents is the main problem. 

Reinforcement Learning (RL) is one of the most powerful strategies in dynamic 
and time variant environments. Adaptation with changes according to the results of 
actions is the basic property of RL which is needed in these situations. RL-based 
techniques with an adaptive behavior use interactions with the system to optimize the 
policy used to generate the decisions.  
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RL has many outstanding characteristics in using a feedback to improve the policy in 
discrete spaces. However, in continuous spaces, RL still has some drawbacks in 
adapting to huge state space. The most famous RL methods like Q-learning and Sarsa 
are defined for discrete spaces and their traditional methods are not practical in 
continuous ones [8-10]. 

The best solution in such a complex system is to use learning methods which 
would solve the curse of dimensionality as the main challenge in continuous and large 
discrete spaces. In this paper we represent a simple approach which is very low 
costing in computation time and memory needs.  

In this method, like other on policy RL methods which use function approximation, 
there is a Function Approximator (FA) which presents the Q-values and works as the 
behavior generation policy. After taking an action, using the observed reward, the 
policy (FA) is updated using an innovative update process. 

Our test bed for evaluating the ability of this method was Rescue Simulation. We 
evaluated our learning method by comparing it with our earlier algorithm. The latter 
was our team (MRL) algorithm which we used it in RoboCup2006. The better 
operation of the new system compared with the MRL algorithm -which was the first 
team in RoboCup Bremen 2006- shows the performance of the new RL algorithm. 
We have also won the championship of Robocup 2007 US’s agent competitions using 
this method in Police Force agent’s decision making process. We have named this 
method Parametric Reinforcement Learning (PRL) which is useful in continuous 
spaces and discrete with huge action/state spaces. 

We arranged this paper as follows: In section 2, a summarized review of RL is 
presented in continuous spaces. Section 3 explains about RoboCup and Rescue 
Simulation as the test bed for PRL. The results of this implementation are shown in 
section 4. Finally, section 5 concludes this paper. 

2   Reinforcement Learning in Continuous Spaces  

2.1   Continuous Reinforcement Learning 

In systems having continuous state and action spaces, the value function must operate 
with real-valued variables representing states and actions, which means that it should 
be able to represent the value for infinite states and action pairs. Choosing the value 
function’s structure is a real challenge. RL methods should use memory resources 
efficiently, support learning without too much computational burden and generalize 
the immediate outcome of specific state-action combinations to other regions of the 
state and action spaces [7]. 

Function Approximation provides the estimations of the expected returns of every 
state-action pair for an agent. FAs are useful because they can generalize the expected 
return of state-action pairs that the agent actually experiences to other regions of the 
state-action space. In this way, the agent can estimate the expected return of state-
action pairs that it has never experienced before. 

However, note that a FA may not be able to accurately represent the Q-function for 
the entire state and action space due to its finite resources [6].  
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2.2   Our Approach: Parametric Reinforcement Learning 

2.2.1   Action Evaluation Function (AEF) 
Action Evaluation Function is the implementation of a linear FA in PRL. This is a 
linear combination of some parameters which affect the importance of an action. In 
fact, the aim of the learning is discovering the importance of each parameter 
comparing with other ones. In other words finding a sub-optimal AEF is the objective 

of our learning process. AEF is denoted by ),( ii asV . The importance of parameter 
)( ik sP  is determined by its coefficient kα shown in (1). In this formula n  is the 

number of parameters in AEF which are chosen by the designer of an implementation. 
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2.2.2   Update Process 
After the reward is computed by the “Rewarder”, parameters are changed in order to 
gain better rewards in the similar states i.e. moving AEF toward an optimal policy. 
The update process is described in (2): 
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In this formula γ is the learning factor, and the sign function prevents diverging 
coefficients when the value becomes negative and R is the observed reward. This 
definition for updating is inspired from Takagi-Sugeno coefficients in fuzzy  
Q-learning algorithm. To make this issue more obvious, assume that the value is 
positive, and then every reward should be divided linearly according to the effect of 
the parameter and its related coefficient in the decision i.e. )( ikk sPα . The bigger is 

the )( ikk sPα  the more portion of the reward it takes. 

2.2.3   Descriptions of PRL 
PRL is used in actor-critic configuration as. It is an on-policy Reinforcement Learning 
for continuous action or state spaces and discrete problems with huge action or state 
spaces. On-policy characteristic of PRL leads to a fast learning method. Actions can 
be generated using greedy or ε -soft methods with AEF. 

To initialize the AEF some notifications are required: 

1. Each 
kP  must be normalized to have similar initial effects on the value 

function. Otherwise, from the beginning bigger parameters will effect the 
decisions more and this will make the learning process instable. 

2. Considering an initial knowledge (policy) which is close to the optimal 
policy, will speed up the learning process. The nearer the initial policy to the 
optimal policy, the faster the learning process converges to the desired area.  

Since we do not know about the optimal policy in different problems, it is reasonable 
to initialize AEF with a policy which is not far from any other possible policy. In such 
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a policy, importance of the parameters should be equal and this can be represented 
with each 

kα  set to 1.   

3   RoboCup and Rescue Simulation 

Our main reasons for choosing RoboCup Rescue Simulation as a test bed are:  

1. The ability of evaluating system in its perfect manner is with participating in 
RoboCup competitions. When the algorithm is better than 19 other teams’ 
who were working on AI, there is no doubt about its performance. 

2. RoboCup Rescue is used throughout the international research community as 
a platform for testing aspects of integrated information fusion and agent 
systems.  

3. The RoboCup Rescue scenario is based on real-world scenarios, with 
detailed simulators modeling different parts of the system.  

4. RoboCup Rescue is particularly pertinent to exploring coordination at 
different levels of granularity, and coordination processes which interact 
with each other. It models different scenarios which are well suited to a 
combination of local and global coordination. 

In the rescue simulation environment, a map is simulated 72 hours after an earthquake 
occurrence in 300 time steps. In this simulation the buildings collapse which causes 
some ignitions, obstruct the roads and injure the people. There are three groups of 
rescuers. The fire brigades try to put out the fire, ambulances can rescue injured 
people from damaged buildings and Police Force (PF) agents should clear the blocked 
roads and make them passable for others. 

The quality of these agents operations are evaluated by the score which its formula 
is computed by (3). 
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Where UBA is the total unburned area, TBA is the total buildings area, NAH is the 
number of alive humanoids, LHP is the summation of living humanoid’s HPs 
(showing the health of people with an integer number) and THP is the total HP of all 
humanoids at the beginning of the simulation.  

4   Simulation Results 

4.1   Definition of the Problem 

As mentioned in chapter 3, Police Force (PF) agent’s goal is to open blockades for 
other agents. At the beginning of the simulation, if fire sites are not reachable for the 
fire brigades because of some blocked roads, the fire will spread out quickly and will 
not be controllable which would lead to worse results. If blocked roads which are 
blocking buried civilian buildings are not opened quickly enough, they will die and 
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the score will decrease. Hence, in maps with heavy blockades the role of the PF agent, 
especially their earliest actions and adapting their strategies to the map condition 
would become too important to the final result of the simulation. Because the agents 
do not know anything about the condition of map at the beginning steps, pre-designed 
decision makers can not solve the problem effectively, so learning during operation 
can help the agents to promote their action selectors. 
The descriptions and assumptions of the PRL method, which we have implemented, 
are presented below: 

Action space is split to areas that we call paths. Paths are made of one or more 
roads having no junctions. In VC map we have about 400 paths in each cycle to 
choose from. 

In this problem, AEF is a function of many parameters. These parameters are from 
three different groups. The first group is distance containing distances of the path to 
the police force, the nearest burning building and the nearest refuge. The second 
group is the buried humans including a number of the civilians, the fire brigades, the 
police forces and the ambulance team agents buried in the buildings connected to the 
path. The third and forth sets are reported blockades and majority factor of the path. 
Reported blockade parameter of a path increases when an agent requests PF agents to 
open it. 

Rewards are only positive and are computed according to the number of agents 
encountered the target, the number of agents that have requested opening of the target 
and some other factors. 

All methods implement the same agents as MRL agents except the PF agents. The 
only difference between 1_α  and PRL methods is the target selection policy of PF, 

and all other factors are exactly the same.  
Greedy behavior generation policy is used. 

4.2   Results 

We tested three different methods in two different maps with heavy blockades and 
many fire sites. Both maps are based on “Virtual City” map with different distribution 
of civilians, agents and ignition points. The first method is the implementation of 
police force agent of the RoboCup Rescue 2006 Bremen’s champion: MRL. The 
second method 1_α  implements no learning with AEF’s 

iα s set to 1 which is the 

initializing policy of AEF in learning methods. The third method is PRL in which γ  

shows the learning speed constant. 
Table 1 shows that police force agents in PRL 05.0=γ , on average will lead to 

better results than MRL and 1_α  police forces. Results show that the big learning 

rates are more risky, they could lead to best results but they also might lead to a poor 
result which again shows the trade-off between the accuracy and the speed of 
learning. Police forces in PRL 05.0=γ  have the most stable behavior of all (smallest 

variance) and PRL 2.0=γ  has the best average score of all. Table 2 shows the same 

facts in a different condition.  
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Table 1. Results for implementing 3 methods in VC map Runs 

MRL 1_α  2.0=γ  05.0=γ  Method 

90.48 93.95 100.76 93.13 

95.78 90.68 89.87 98.20 

95.47 84.69 93.14 97.28 

95.05 96.08 91.26 96.17 

91.20 83.58 98.01 93.86 

93.96 85.12 100.61 98.87 

91.89 96.22 98.41 94.20 

91.71 95.28 99.60 96.10 

90.39 95.71 99.65 93.74 

82.65 83.55 98.83 92.03 

93.07 95.71 92.74 96.80 

93.63 90.46 99.78 94.95 

93.44 90.65 90.71 96.86 

90.52 97.07 91.83 96.32 

92.23 99.05 102.70 93.03 

Scores 

92.09 91.85 96.52 95.43 Mean 

10.03 28.61 19.09 4.16 2σ (Var) 

The mean values for Table 2 are 92.1, 90.7 and 94.8 for MRL, 1_α and 05.0=γ  

respectively. The variance values for the mentioned methods are 4.9, 31.5 and 3.1 and 
these values show the same characteristics that the results from Table 1 show i.e. PRL 
is the most robust and satisfactory method and 1_α is the worst. 

Police Forces work in different areas of the map. Each area has different 
conditions. As it is expectable, learning from different conditions will lead to different 
learned policies. For example, an area might have fire in it and other ones might have 
not, an area might have lots of buried civilians while another area may have several 
agents locked in blockades. This issue is depicted in Fig. 1. We have empirically 
learned that cooperation of agents having their own achieved knowledge will solve 
the problem more effectively. 

Since in these simulations the learning speed is of a major concern, we should use 
a fast and accurate learning method, which should work properly in such complex and 
time-critical situations. The presented algorithm has these properties. 
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Table 2. Results for implementing 3 methods in VC3 map 

Method Scores 

MRL 93.1 91.8 91.6 89.5 92.6 91.6 91.4 95.2 88.7 95.9 

1_α  95.7 87.0 86.2 96.9 96.1 93.2 86.7 95.4 80.1 90.0 

05.0=γ  96.1 96.8 95.1 96.1 96.2 92.7 93.5 91.3 95.6 95.0 

 
Fig. 1. Variations of learned policies for 4 PF agents acting in 4 different partitions 

5   Conclusion 

Reinforcement Learning as a powerful solution to the unknown dynamic multi agent 
systems [13-15], is the focus of this paper. Although RL has many advantages which 
make it a favorite method in a complex environment, it has some drawbacks 
especially in continuous spaces or discrete ones with a large action or state space. In 
this paper, we presented a useful method which is inspired from a linear Function 
Approximation and an innovative updating technique. We named this method 
Parametric Reinforcement Learning (PRL). Our method was evaluated in a very 
challenging problem (Robocup Rescue Simulation). Excellent results of utilizing PRL 
in these cases show its capabilities in intricate situations. Low usage of memory and 
simplicity of implementation are two additional advantages of this technique. Its only 
drawback is that it is suboptimal which is inevitable in environments with curse of 
dimensionality. Applying PRL in many other complicated continuous space problems 
can solve their difficulties too. Perhaps extending it to the nonlinear function 
approximation can reduce its distance to the optimal solution. It is obvious that this 
will take more time for the agents to learn and it is not suitable for time-critical 
situations like rescue simulation.  
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