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Abstract. The detection and exploitation of different kinds of para-
llelism, task parallelism and data parallelism often leads to efficient pa-
rallel programs. This paper presents a simulation environment to pre-
dict the best mapping for the execution of message-passing applications
on distributed systems. Using this environment, we evaluate the perfor-
mance of an image processing application for the different parallelizing
alternatives, and we propose the ways to improve its performance.

1 Introduction

Several applications from scientific computing enclose different kinds of potential
parallelism: task parallelism and data parallelism [1] [2]. The exploitation of
parallelism is specially important in clusters of distributed machines that remain
a challenging environment in which to achieve a good performance. One reason of
this is the difficulty of predicting the performance of an application for different
mappings.

For instance, in image processing, an application that is composed of a chain
of parallel tasks which act on a stream of input data sets, can be mapped onto
a parallel machine on several ways. Figure 1 shows an application with four
tasks and several combinations of data and task parallel mappings using four
processors:

– Task parallel mapping (Figure 1(b)). Each processor executes a subset of
application tasks. Then all the images are processed by all the processors.
This kind of mapping requires an automatic mechanism to assign tasks to
processors.

– Pure data parallel mapping (Figure 1(c)), where all the tasks execute on all
processors. Then, in this case, the stream of images is divided into a set of
substreams, where each substream is processed in one processor.
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Fig. 1. (a) Parallel application. (b) Task parallel mapping. (c) Data parallel mapping.
(d) Mix of task and data parallel mapping.

– Mix of task and data parallel mapping (Figure 1(d)). Replicated copies of a
task parallel mapped application are assigned on different sets of processors.

The goal of this research is to present a simulation environment to predict the
best mapping for parallel applications. This approach assumes that the execution
behaviour of the program is not strongly dependent on the properties of the input
data. With this environment we evaluated the execution of an image processing
application called BASIZ (Bright and Saturated Image Zones) in a cluster of
PC’s. The results show that the mixed task and data parallel mapping is the
most convenient for minimizing the latency of each processed image, while an
execution based on a pure data parallel mapping is the best solution to achieve
a good rate in the throughput.

The remaining sections are organized as following. Section 2 exposes the si-
mulation environment. Section 3 presents the analysis of performance evaluation
carried out using this environment for BASIZ application. Finally, Section 4
outlines the main conclusions.

2 Simulation Environment

In this section we present the simulation environment used in our approach,
that is based on the tool called ESPPADA [3], and it is designed to provide
automatic support for mapping evaluation. ESPPADA simulates the execution of
message-passing applications on distributed systems. The input of the simulator
is the task-dependency model of the application, that captures for each task
the computation phases where the task performs sequential computation and
the communication events with their adjacent tasks. The simulator can operate
with applications defined with arbitrary task interaction pattern. This allows
the evaluation of different implementations for the program in order to identify
the most efficient one.

The underlying system is modelled by defining the characteristics of the nodes
and the interconnection network. The user has the ability to define a specific
processing speed for each node and different parameters for the interconnection
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network. The execution simulation of a program is carried out with a specific
allocation of tasks to processors. The following automatic mapping strategies are
included based on different task graph models [4]: (a) the ETF heuristic based
on the classical TPG graph, (b) the CREMA heuristic based on the classical
TIG model and, (c) the MATE heuristic which is based on a new task graph
model, proposed by the authors, called TTIG [5].

As a case study, we now develop the task-dependency model of the BASIZ
application. This is a C+PVM application that performs the detection of the
zones with most brightness and colour intensity within a given image. The pro-
gram behaviour of BASIZ was automatically synthesized with the tool AMEEDA
[4]. This behaviour was obtained by a tracing mechanism when running the
application on a single processor and for a single image. Figure 2 shows the
task-dependency model that was obtained for BASIZ, that is composed of 21
tasks (T0,..,T20) that are arranged in a pipeline structure with seven steps. The
highest-cost computation phase was represented with a cost of 1000 computation
units, and the remaining of computation phases had assigned a cost relative to
this. The communication costs are expressed in Kbytes.

Fig. 2. Task-dependency model of BASIZ application.

3 Performance Evaluation

In this section, we present the usability of the simulation environment, to carry
out performance evaluation of parallel applications under different mapping al-
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ternatives. The task assignment corresponding to task and mixed parallel map-
pings were carried out with the MATE strategy reported in [5]. This experimen-
tation process was performed with the application BASIZ.

The performance evaluation was carried out when the BASIZ application
was executed by varying the number of frames of the stream of images and the
number of processors. The distribution of frames was based on a cyclic fashion.

Since the application processes a stream of images, there are two distinct
criteria for judging the quality of a mapping: latency and throughput. The la-
tency is the time taken to process an individual image, while the throughput is
the aggregate rate at which the images are processed. We first verified that the
task-dependency model of BASIZ is representative of its behaviour by running
the application for 80 and 160 frames in a cluster of PC’s with different mapping
alternatives. We could see that the predicted values of latency and throughput
that were obtained by executing the task-dependency model in ESPPADA are
very close to the measured when executing the application in the real platform.

To carry out a more extended evaluation of performance, based on these
measures of quality, we focus on the study of the two following aspects: (a) sca-
lability of performance measures when the problem size is augmented and, (b)
identifying possible improvements of the application that better exploit paral-
lelism.

3.1 Study of Scalability

The study of the application’s scalability was carried out with the task-
dependency model of BASIZ, by simulating its execution for a stream of images
with 1280 frames. In this simulation, we used a number of processors varying
from 16 to 128 and the two following mapping alternatives: (a) data parallel
mapping and, (b) mixed task and data parallel mapping with groups of 8 pro-
cessors. Pure task parallel mapping was not used, since the number of application
tasks is not sufficient to require the use of all the processors. Figure 3 shows the
latency and the throughput obtained in these conditions.

Fig. 3. Scalability of latency and throughput.

As can be observed, both measures become stable when the application is
executed with more than 32 processors. This is due to different reasons, depen-
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ding on the mapping. In the case of data parallel mapping, minimum latency is
determined by the time needed to process an image through the internal pipe of
BASIZ that corresponds to the sum of the cost of all the application tasks. When
the number of processors is augmented, a smaller number of frames is distributed
to each processor and the time to receive each frame increases. Thus, the pipes
process only one frame at a time and, as a consequence, the frames are processed
at the maximum rate. for this reason, latency and throughput have the same
value from 32 to 128 processors, and these values cannot be improved when
executing in a data parallel fashion.

In the case of mixed task and data-parallel mapping, each processor executes
only the tasks it has assigned. The minimum latency for this mapping is deter-
mined by the critical path of the application (i.e. the path with greatest sum of
computation and communication costs). Therefore, it can be observed that the
mixed parallelism is able to reduce minimum latency with respect to the data
parallel mapping, when this minimum is achieved, the throughput also becomes
constant.

3.2 Improving Performance

In order to improve performance, it is not possible to have better results for the
throughput. In the case of latency, this can be improved only with mixed parallel
mapping by reducing the critical path of the application and being able to have
a more balanced distribution of tasks. This was achieved by splitting the tasks
with the greatest execution cost (tasks T4,..,T12 in the task-dependency model
of Figure 2) into three balanced tasks each. Figure 4(a) shows how the latency is
reduced with respect to the other mappings, when executing the modified model,
which is labeled as Bal.Mix.P.

Fig. 4. (a) Diminution of latency for the balanced model of BASIZ. (b) Internal uti-
lization of processors for different mappings.

For all these executions on the simulator, we studied the manner in which the
processors work internally on all the mapping solutions. Figure 4(b) shows the
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medium waiting time and medium processing time for each mapping, varying the
number of processors. It can be observed that when the number of processors is
increased, the waiting time for data and mixed parallel mappings also increases.
For data parallel mapping, this can be explained because the frames need more
time to be delivered to each processor. In the case of mixed parallel mapping, the
tasks of the blurring process (tasks T4,..,T12) yield an unbalanced distribution
that forces certain processors to wait while other processors are executing these
tasks. The proposed solution of splitting these hard-cost tasks avoids this unba-
lanced distribution and reduces the length of the critical path. As a consequence,
it is able to reduce medium waiting time in all cases.

4 Conclusions

The simultaneous exploitation of task and data parallelism can lead to signi-
ficantly faster programs than the sole exploitation of data parallelism. In this
work, we have presented a simulation environment that performs the execution
of parallel applications to predict the best mapping alternatives, based on task
parallelism, data parallelism and a combination of both. A mapping evaluation
process was carried out for an image processing application called BASIZ, com-
posed of different tasks that are arranged in a pipeline structure.

We studied the scalability of latency and throughput for BASIZ. We have
shown that the mixed task and data parallel mapping is the best one to minimize
the latency. Additionally, we have shown that the application does not scale
when more than 32 processors are used. In order to improve latency, a new
implementation alternative was proposed. The effectiveness of this alternative
was evaluated in the developed environment, and it has shown to produce better
performance results.
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