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Abstract. Digital identities and profiles are valuable assets: they are
more and more relevant to allow people to access services and informa-
tion on the Internet. They need to be secured and protected. Unfor-
tunately people have little control over the destiny of this information
once it has been disclosed to third parties. People rely on enterprises
and organizations for its management. In most cases this is a matter
of trust. This paper describes an approach to make organizations more
accountable, provide strong but not impregnable privacy enforcement
mechanisms and allow users to be more involved in the management
of the privacy of their confidential information. As part of our ongoing
research, we introduce a technical solution based on “sticky” privacy
policies and tracing services that leverages Identifier-based Encryption
(IBE) along with trusted platform technologies such as TCPA (TCG)
and Tagged Operating Systems. Work is in progress to prototype this
solution.

1 Introduction

Digital identities and profiles represent and model characteristics and attributes
of people: they can include valuable data, such as personal details, social de-
tails, financial and business information. They are increasingly relevant to en-
able Internet transactions and interactions among people and service providers,
enterprises and government institutions.

Digital identities and profile information are precious to organisations: they
can be used to improve and customise services and provide strategic and market-
ing information. On the other hand, misuses and unauthorised leakages of this
information can violate people’s privacy, cause frauds and encourage spamming.

People perceive and address security and privacy issues related to their dig-
ital identities in different ways, ranging from completely ignoring them (and
indiscriminately disclosing their personal data) to being so concerned to prevent
them from using any Internet and web-based application.

Identity and privacy management solutions are going to play a key role in
protecting identities and profiles, creating more awareness, enforcing good man-
agement practices and accountability, helping to detect criminal activities and
supporting forensic analysis. These solutions need to simplify users’ experience
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so that people can have a better experience in dealing with the management of
the privacy of their confidential data. When people are not willing to be involved
in the active protection and management of their digital assets, trusted entities
could do this on their behalf and could provide people with easy-to-use tools to
monitor the situation.

This paper presents an approach to make organizations more accountable,
provide strong but not impregnable privacy enforcement mechanisms and al-
low people (or third parties acting on their behalf) to be more involved in the
management of the privacy of their personal information. As part of our ongoing
research, we introduce a technical solution based on “sticky” privacy policies and
tracing services that leverages Identifier-based Encryption (IBE) [1,2,3], TCPA
[4] and Tagged OS [5] technologies. Work is in progress to prototype this solution.

2 Addressed Problems

This paper focuses on the problems of enforcing privacy, making organizations
more accountable when dealing with confidential data and allowing people to be
more involved in the management of the privacy of their data.

In order to describe the involved issues, we refer to an e-commerce scenario.
In no way are the aspects we highlight limited to this sector, as they are common
to financial, government and enterprise areas.

Fig. 1 shows a scenario where users deal with electronic transactions that
span across multiple e-commerce sites:
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 Fig. 1. A Multiparty Transaction

In this scenario a person initially provides their digital identity and profile
information to an e-commerce site in order to access their web services, possibly



148 Marco Casassa Mont, Siani Pearson, and Pete Bramhall

after accepting (or negotiating) a set of privacy and data protection policies.
Then the user logs in and interacts with these services. It might happen that
other web sites or organizations need to be involved: the e-commerce site might
have to disclose personal data to third parties (such as suppliers, information
providers, governments and financial institutions, etc.) in order to fulfill the spe-
cific transaction. The involved parties might have no prior agreements with the
user or they might not belong to the same web of trust. Users might be conscious
of this or they might be oblivious of this as the e-commerce site mediates for the
required interactions.

Little has been done so far to directly involve users, or entities acting on
their behalf, in the management of their privacy, especially when multiparty
interactions and transactions take place.

Users lack control over their personal information after the initial disclosures.
Other involved parties (such as delegates, e-commerce sites or enterprises) also
lack control over the confidential information they manage on behalf of their
customers, in particular when they disclose it to other organisations. Once data
is disclosed it can be misuses by any of the involved parties. It is hard to make
organizations accountable of their behaviours.

3 Related Work

A great deal of work has been done in this area to provide a legislative framework.
Organizations that deal with people’s personal and confidential data interpret
existing laws and deploy ad-hoc solutions to address privacy management and
data protection.

However, privacy and data protection laws are hard to enforce, especially
when personal information spreads across boundaries. Complexity arises due to
the fact that these laws can differ quite substantially depending on geographical
aspects. For example in the US privacy laws restrict what the government and
organisations in specific sectors (such as health care and financial services) can do
with personal data but they introduce few restrictions on trading of personally
identifiable information by private enterprises. In the European Union, people
can consent to have their personally identifiable information used for commercial
purposes but the default is to protect that information and not allow it to be
used indiscriminately for marketing purposes.

In general, users have little understanding or knowledge of these laws and
their implications. There is a shortage of tools and mechanisms that allow users
- or trusted entities acting on their behalf - to explicitly define their own privacy
policies and check if they are fulfilled.

Mechanisms such as W3C’s Platform for Privacy Preferences (P3P) [6] allow
users to define simple privacy policies but only for point-to-point interactions.
There is little control over the subsequent fulfillment of these policies.

Liberty Alliance [7] and Microsoft [8] efforts in federated identity manage-
ment are (for the time being) based on a closed web of trusts. Identity providers
must be part of trusted clubs and be compliant with predefined privacy policies.
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This approach limits scalability and flexibility of the allowed interactions and
transactions.

Relevant work towards a more fine-grained control over the “privacy man-
agement” of personal information has been described by [9,10]. In paper [9] the
authors define a privacy control language that includes user consent, obliga-
tions and distributed administration to describe privacy policies, referred to as
“sticky policies”. In paper [10] the authors describe a platform for enterprise pri-
vacy practices (E-P3P). When submitting data to an enterprise, a user consents
to the applicable privacy policies along with selected opt-in and opt-out choices.
Privacy policies are associated to users’ data and drive access control decisions
and privacy enforcement at the enterprise site. A privacy language, EPAL [11],
derived by this initial work, has been submitted to W3C for its standardisation.

Papers [9,10] and the EPAL proposal do not describe how the “stickiness”
of privacy policies (i.e. the strong association of privacy policies to confiden-
tial data) is going to be achieved, after the disclosure of confidential data and
when this data is exchanged across enterprise boundaries. Users need to trust
the enterprise when disclosing their data. Leakages of personal and confiden-
tial information might still happen, despite data protection laws and privacy
policies, because of lack of security or the dishonesty of some of the involved
intermediaries.

In general, it is hard to provide strong mechanisms to enforce privacy, es-
pecially in multiparty contexts: once disclosed, confidential data can potentially
be misused by any of the involved parties. A step forward in addressing this
problem consists in making the involved parties more accountable and mitigate
the risks by providing fine-grained mechanisms to enforce privacy aspects at
different levels of abstraction, including application, platform and OS levels.

4 Proposed Approach

This section introduces a model to address part of the problems described in
section 2 and provides a technical solution based on this model.

Specifically, we describe our work on “sticky” privacy policies, i.e. privacy
policies strongly associated to personal data; on mechanisms for their strong
but not impregnable enforcement; and on mechanisms for making the involved
parties more accountable. We leverage some of the aspects described in [9,10].

We are aware that once confidential data is disclosed (and it is in clear), it
can potentially be misused. It is very hard to fully prevent this: our proposed
approach does not solve this problem. Nevertheless we believe that the provision
of accountability mechanisms along with the usage of trusted platforms can
mitigate some of the involved risks.

Work is in progress both in terms of research and development of a prototype.

4.1 Privacy and Accountability Model

The privacy and accountability model proposed in this paper includes the fol-
lowing key aspects:
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– Confidentiality: obfuscation of confidential (personal) information before
its transmission to an uncontrolled host, to protect its content;

– Strong association of privacy policies to confidential data: associ-
ation of “tamper resistant” privacy policies to obfuscated data, defined by
users or trusted entities acting on their behalf. The “stickiness” of these
policies is guaranteed at least till the first disclosure of the confidential data.
Any tampering with these policies will prevent the access to the content of
obfuscated data;

– Policy compliance check: disclosures of confidential data are subordinated
to the fulfillment of privacy policies’ constraints. A strong but not impreg-
nable policy evaluation and enforcement mechanisms is provided by Tracing
and Auditing Authorities (trusted by the users) and trusted platforms;

– Accountability management: auditing and tracing of disclosures of con-
fidential data via Tracing and Auditing Authorities;

– User involvement: active involvement of users (if desired) during the pro-
cess of defining privacy policies and disclosing their confidential data.

Fig. 2 maps this model in the e-commerce scenario described in the previous
section.
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 Fig. 2. Proposed Privacy and Accountability Model

In our model users make use of graphical tools (1) to: locally author their pri-
vacy policies in a fine-grained way; obfuscate their confidential data by directly
using these policies; stick (strongly associate) these policies to the obfuscated
data.
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Users can have an active role in choosing the Tracing and Auditing Author-
ities (TAA) they trust. Part of the negotiation process between a user and the
data receiver (i.e. an e-commerce site, an enterprise, etc.) consists in choosing
TAA trusted by both parties. In absence of an agreement the interaction might
not take place.

Some of the above activities can be automated, by using predefined policy
templates, scripts and opt-in/opt-out selections: alternatively they can be dele-
gated to third parties, trusted by users.

Digital packages (2) containing obfuscated data along with their privacy poli-
cies are created at the user’s site and provided to requestors (for example e-
commerce sites). These digital packages might contain a superset of the required
information, to reduce the number of users’ interactions. Selective disclosure [12]
of (any part of) their contents will be authorised depending on needs.

A requestor (3) has to interact to the TAA to retrieve the decryption keys
to access (de-obfuscate) the confidential data. In doing this the requestor has to
provide information and credentials as described by the privacy policies.

The owner of the confidential information can be actively involved in the
disclosure process (5) by asking for their authorizations or by sending notifica-
tions, according to the agreed privacy policies. In our model nothing prevents
the owner of confidential information from being a TAA.

The release of decryption keys (6) by the TAA to access the obfuscated
data to a requestor only happens after the requestor demonstrates it can satisfy
the associated privacy policies. The TAA can checks (4) for the integrity and
trustworthiness of the requestor’s credentials and verify some integrity aspects
of their IT environment (via trusted platforms), i.e. whether they are, or are
not, in accordance with privacy policies. More details on the mechanisms are
provided in the next section.

Multiple TAAs can be used in the above process in order to minimise the
risks due to the reliance on only a third party.

The TAA (7) logs and audits the disclosures of confidential data every time it
is directly involved in the issuance of IBE decryption keys. This is certainly going
to happen the very first time the (obfuscated) digital package is transmitted by
the user to the receiver (as only the TAA can provide the decryption key).

Unfortunately, once confidential information is disclosed to a requestor, it
can be potentially misused without the TAA having a chance to intervene.

Despite this, we believe that the log and audit of initial disclosures increase
the accountability of the requestors by creating evidence about their knowledge
of users’ confidential data. It is in the interest of an honest requestor to send
the obfuscated data package to a third party (8) (for example during a multi-
party interaction) instead of clear-text data, by using the same process described
above. However, unwanted disclosures can happen because of security problems,
mistakes or hacking activities. In case of “dishonest” receivers the evidence col-
lected by the TAA can possibly be used for forensic analysis, to pin down their
responsibilities.
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The usage of trusted platforms at the receiver’s site can help to reduce the
involved risks by allowing the TAA to check for aspects related to the integrity
of the receiver’s environments (prior to the disclosure of confidential data) and
enforcing part of the privacy policies directly at the platform and OS levels.
More details on the mechanisms are provided in the next section.

It is important to notice that our model is orthogonal to authentication mech-
anisms: it does not provide an authentication mechanism but it can be jointly used
with any of the existing mechanisms. If authentication is required by the remote
party, once users are authenticated, they can provide their confidential informa-
tion, as described in our model. The main goal of our approach is to protect the
privacy of confidential information as specified by privacy policies, and create
audit trails of its disclosures.

4.2 Technical Aspects

This section describes a technical implementation of the above model. It lever-
ages three key technologies:

– Identifier-based Encryption (IBE) [1,2,3]: it is an emerging cryptographic
schema where any kind of string - including a name, a role, terms and con-
ditions, etc. - can be used as encryption key. The generation of the corre-
sponding IBE decryption key can be postponed in time. A Trust Authority
(TA) generates this decryption key on the fly, under specific circumstances.
More than one trust authority can be used, if required, to address trust
management issues.

– Trusted Computing Platform Alliance (TCPA, now TCG) technology [4,13]:
it provides hardware mechanisms and tools to check the integrity of computer
platforms and their installed software.

– Tagged Operating System technology [5]: it provides trusted operating sys-
tem (OS) mechanisms and tools to associate low level privacy labels to data
and directly enforce and manage them at the OS level. The “stickiness” of
a label to the content, not to the content holder, such as a file, is an im-
portant feature as it ensures that even when the data is copied around, the
label follows it as well. In the operating system each privacy label is directly
matched to a set of rules (low level policies) that express requirements for
how data with that label can be used. These rules dictate how the labelled
data should be handled by applications. The advantage of having this type of
privacy policy enforcement mechanism lies in that controls apply uniformly
across different applications and cannot easily be subverted by them.

In our approach privacy policies are represented as “IBE encryption keys”.
The “Tracing and Auditing Authority” is basically a function provided by a
“Trust Authority”.

IBE encryption keys can define any kind of privacy constraints or terms
and conditions, at different levels of abstractions (including the application and
platform levels). At the very base an IBE encryption key is a string: it is self-
explanatory and it is directly used to encrypt confidential data.
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An IBE encryption key does stick with the encrypted data. Any alteration
or tampering of this string will make impossible for the Trust Authority to
generate the correct IBE decryption key. In this perspective, privacy policies are
effectively “sticky” privacy policies, strongly associated to confidential data.

No secret needs to be generated and exchanged between users and the re-
ceivers of their confidential information. The Trust Authority (TA) will generate
the IBE decryption key on the fly, only when required and only if the privacy
policies’ constraints are met.

The remaining part of this section describes architectural aspects and pro-
vides more details on specific aspects.

Fig. 3 shows the architecture of a system implementing our model.

Fig. 3. High Level Architecture

Messaging protocols (1)-(4) are carried out in order, and involve transfer of
the information indicated in the directions shown by the arrows.

Identity or profile information is encrypted with privacy policies (1), before
its transmission to third parties, by web browser plug-ins or trusted applications.
These policies are used as IBE encryption keys and might include:

– References to logical names of identity and profile attribute(s);
– Disclosure constraints;
– Actions (i.e. notification of the owner in case of multiparty disclosure);
– Expiration dates, etc.

To obtain a valid IBE decryption key (2), the receiver needs to interact with
the TA(s) indicated by the privacy policies. In doing this, the receiver has to
provide information and credentials (including authentication credentials, busi-
ness related information, company/individual policy related to data disclosure,
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usage and storage, software state, platform configuration etc.) as described by
these policies.

A TA will issue a decryption key (4) if it acknowledges the compliance with
the privacy policies. Before doing this it might interact with the information
owner (3) to ask for his/her authorization or to send a notification. The TA
traces and stores the information exchanged during these interactions in audit
trails, as evidence for future contentions or forensic analysis.

More details follow on how privacy policies (IBE encryption keys) are used
and authored; how a strong but not impregnable enforcement of privacy policies
can be provided by the TA and trusted platforms; how multiple TAs can be in-
volved; how information owners can themselves act as a TA; how non-compliance
can be tracked.

Properties of “Sticky” Privacy Policies. Users’ confidential information
is exchanged by means of data packages containing encrypted data and their
associated privacy policies. A simple example of such a data package is shown
in fig. 4. Privacy policies can specify two categories of constraints:

– “soft” constraints: they are enforced via Trust Authorities (TAs). They
can potentially be violated, once users’ information has been disclosed. The
involved risks are mitigated (and accountability underpinned) by TAs’ trac-
ing and auditing mechanisms.

– “strong” constraints: they are strongly enforced by trusted platform
mechanisms such as the TCPA integrity checking mechanisms and tagged
OSs. They are harder to violate, if the integrity and policy conformance of
the hosting environment have been verified.

The importance of user’s data dictates which “mixture” of the two categories
of constraints needs to be used.

In fig. 4 example, the data package contains only a confidential attribute (for
example a credit card number). The associated privacy policy contains:

– An encrypted “identifier” of the owner. This can be any type of information,
including the owner’s e-mail address, URL, etc. Note that a “reference name”
(a pseudonym, for example) has been used as an IBE encryption key to
encrypt the owner identifier. Only the competent Trust Authority will be
able to retrieve the owner’s identifier and use it (for example, to notify the
owner of a disclosure or ask for their authorization).

– The name of the attached confidential attribute.
– An expiration date: date after which the Trust Authority will not issue any-

more the decryption key.
– Multiple type of constraints and actions: It can be any kind of constraint or

obligation to be satisfied by the receiver. In the above example the requestor
has to use a trusted platform, strongly authenticate to the Trust Authority
(for example by using PKI-based X.509 identity certificates [14]) and declare
the intended usage of the attribute. An additional constraint involves the
notification of the owner in case of disclosure.
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<data package>
<data component>  // Identity and profile - attribute 1
<sticky policy> // disclosure policy – IBE encryption key                                             

<attribute>
name of the identity or profile attribute

</attribute>       
<Trust Authority>

address and location of the Trust Authority
</Trust Authority>
<owner>  
//reference name – IBE  encryption key

<reference name> pseudonym1 </reference name>       
//encrypted call back address by using user’s reference name                                                
<owner’s details>

encrypted call back address 
<owner’s details>                                                      

</owner>                                               
<validity> expiration date </validity>
<constraint>                                                    

X.509_authentication_required
</constraint>
<constraint>

allow_sharing_of_data
</constraint>
<constraint>   // Simple constraint on remote platform 

required_remote_TCPA_trusted_platform
</constraint>
<action>                                              

notify_owner
</action>

</sticky policy>
<encrypted data>

encrypted attribute value,  using the above policy as IBE encryption key
</encrypted data>

</data component>

</data package>

Fig. 4. Example of “Sticky” Privacy Policies

Privacy policies can be used to allow a selective disclosure of aggregations and
combinations of confidential information; they can be associated in a fine-grained
way to any kind of attributes. To each sub privacy policy can be associated a
correspondent IBE decryption key.

They can be composed and extended in a very flexible way. We use an XML-
based representation as a matter of convenience. Emerging languages and data
formats, such as signed XML and SAML, can be used. Any kind of constraint,
obligation and permission can be added (including logical statements), as long
as they are programmatically interpretable and the Trust Authority (TA) and
the receivers’ systems understand its semantics.

The receiver of the encrypted information (for example an identity provider
or an e-commerce site) can programmatically interpret the associated disclosure
policies by means of a policy engine.
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We are currently working to refine key aspects of our privacy policies, includ-
ing hierarchies of policies, composition of policies and their mapping at different
levels of abstraction (service, application, system and OS).

Policy Authoring. It must be simple for users, or trusted entities acting on
their behalf, to author privacy policies. We envisage the usage of policy templates
containing hierarchies of privacy policies along with instructions on how to refine
their components. Fig. 5 shows these aspects.
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Fig. 5. Privacy Policy Templates and Authoring

Privacy policies defined at different hierarchical points (within policy tem-
plates) might have different “level of refinements” of their components, including
their constraints, actions, etc. For example privacy policy P.2.1 might contain
more specific and restrictive constraints than P.2.

Policy templates define categories (classes) of privacy policies. They are inter-
preted and managed by a policy-authoring tool. This tool interacts with people
via intuitive GUI by asking simple questions: it also makes use of contextual
information to make decisions.

Privacy policies can be refined and composed, within and across templates,
depending on needs. Preliminary work in this area is described by [15]. Privacy
policies (IBE encryption keys) are associated to user’s personal data, to be ob-
fuscated. Policy authoring, data encryption and data packaging functionalities
can be supplied by integrated applications, such as web browser add-ins.

Policy Enforcement by Trusted Platforms. TCPA integrity checking mech-
anisms [4] can be used to check that a platform is a trusted computing platform,
that the software state of this platform is conformant with constraints defined
by privacy policies and that the platform implements defined privacy manage-
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ment mechanisms. This could be provided by using similar mechanisms within
Microsoft’s NGSCB (Palladium) [16].

In case trusted computing platforms are available, cross integrity checks can
be performed on the platforms by the involved parties. For example, the TA can
check the integrity of the receiver’s computing platform and allow the TA(’s)
platform to be checked out by the user and/or the recipient of the data.

To be effective, this process requires that at least all the systems involved in
the management of confidential data (at the receiver site) are trusted platforms
and that they satisfy the privacy polices. This can be a strong requirement for
the time being, as trusted platforms are not ubiquitous. In addition not all these
systems are going to be externally exposed, so their integrity cannot be directly
verified (for example by the TA).

This is currently an open issue investigated by HP laboratories. Tagged oper-
ating systems can be jointly used with TCPA platforms to address part of these
issues.

Tagged operating systems (OSs), such as [5], increase security and trust by
tagging confidential data (for example, as specified by privacy policies) and exe-
cuting associated rules at the OS level. The rules are enforced through the policy
modules designed as an add-in mechanism within the operating system.

Rules can define constraints on the usage of this data (for example by dis-
allowing it to be copied) and restricting its transmission to other platforms (for
example by only allowing the transmission to predefined IP addresses).

This enforcement is invisible to both applications and users. As applications
have no access to the tags and associated rules, the information owners are as-
sured that their data is protected even if computer systems are infected with
malicious code, or penetrated by intruders. The technology required to imple-
ment the above solution is currently available at HP Laboratories [5].

If tagged OSs are jointly used with TCPA platforms, their integrity can be
checked upfront. Tags and rules (i.e. aspects of privacy policies) could be set by
external entities, for example by the TA, to ensure that confidential information
is not propagate on platforms that are not compliant with privacy policies.

Policy Enforcement by Trust Authorities. The TA interprets privacy poli-
cies via a policy engine and makes sure that the associated constraints are sat-
isfied before generating and issuing the IBE decryption key. This mechanism
provides a “soft” enforcement of the privacy policies as it relies on (needs to
trust) the receiver to take care of confidential information, once it is in clear.

If the data is disclosed by the receiver to a third party using the mechanisms
described in this paper (which of course, it might not be – it could be given to
a third party by many different means), the TA could check that this disclosure
has been carried out according to the specification of the (original) disclosure
policy, and both refuse to release the decryption key to any third party and
report the receiver’s behaviour in some appropriate way.

As described in the previous section, the TA can leverage TCPA and tagged
OSs to ensure that part of the policy enforcement can be done upfront, before
any confidential data is disclosed, as specified by privacy policies.
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It is important to notice that only a widespread usage of trusted platforms
can enable the checks and the enforcement of privacy policies as described in this
section. In general, it is going to be very hard to completely prevent a receiver
from misusing confidential data. There will always be a requirement for some
degrees of trust somewhere in the system. Hence the importance of having trust
authorities that can audit and trace at least the initial disclosures of confidential
data and can create evidence to be used in courts of laws and for forensic analysis.

Accountability Management. Receivers of personal and confidential infor-
mation need to be compliant with privacy policies, as defined by the information
owners. They need to make the required steps in order to demonstrate their com-
pliance to the relevant TAs.

If the receiver discloses data in a way that is not contemplated by the pri-
vacy policies, there is an audit trail (at the TA(s) site(s)) showing that they
interpreted these policies and provided information and credentials as required
by them.

In case of identity or profile thefts, the audit information can be used to pin
down a list of potential “offenders” and carry on forensic analysis. The tracing
and auditing of disclosures makes the information receivers more accountable.

Multiple TAs. To enable an electronic transaction involving user’s confidential
data, the receiver might send obfuscated data or any portion of it to another
third party, for example a service provider. It might decide to encrypt portions
of this data by using additional policies. This third party has to interact again
with a TA as described above.

The receiver may have to use multiple TAs in order to access the data. For
example, one TA might be competent with respect to security platforms and
other might be competent in privacy, so it would make sense for both to carry
out checks before allowing an entity to access data. In this case, the user might
encrypt the data using a disclosure policy that specifies that it is necessary to
use two (or more) sub IBE decryption keys in order to decrypt the data, and
each of the TAs would provide one of these keys. Multiple keys might be needed
to decrypt the same piece of data, or different data fields might be encrypted
using different keys.

There is another case where multiple TAs might be needed: when data is
forwarded from the receiver on to another entity. Here, there are two different
types of case: either the receiver uses the same TA, in which case it could just
send on the encrypted message it received from the original sender (or, if de-
sired, it could use a different disclosure policy and therefore obtain a different
encryption); or it uses a different TA, in which case the third party would have
to apply to that TA to get the decryption key, etc., as described above.

The IBE encryption schema supports the management of encryption keys
where the correspondent decryption keys are the result of the composition of
sub-decryption keys obtained by multiple TAs.

Owners of identity and profile information can run their own TA services to
have first hand understanding of what happens to their information and make
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ultimate decisions. Alternatively, users can periodically interact with the TA to
monitor the disclosure state of their confidential information.

5 Discussion

The idea of using third parties to mediate the access to confidential information
is not new. There are well-known related issues, including why a person or an
organisation should trust a third party. Multiple approaches have been analysed
and described in the literature, including branding, certifications and seals, pres-
ence on the market and historical information. This (fundamental) aspect is not
covered in this paper as it is out of its scope. From our perspective enterprises
and organisations that are trusted in the real world can be trust authorities.

Multiple Trust Authorities can be involved in order to minimise the risk
of having to rely only on an entity. In our specific case, multiple Tracing and
Auditing Authorities could be used in the process of issuing IBE decryption keys:
information owners can run their trust authorities. Multiple IBE sub-decryption
keys can be recombined into an IBE encryption key.

The usage of cryptography and, specifically, encryption mechanisms to pre-
serve the confidentiality of personal data is also common practice.

We believe that the value we bring in this area is in the mechanisms we
provide to associate “sticky” privacy policies to confidential data via the IBE
technology; the active interaction model adopted to force requestors to be traced
(audited), at least at the very first disclosure; the TCPA technology used to check
the integrity of remote IT environments along with the enforcement of (part of)
privacy policies via tagged OSs.

It is important to notice that once confidential information has been disclosed
to a requestor and it is in clear text (at the requestor site), it can be potentially
misused. The usage of trusted computing platforms and tagged OSs can reduce
the involved risks by doing preemptive trust and security checks along with
enforcement of policies at the OS level. In addition, in case of leakages and
misbehaviors, the tracing and auditing information collected by TAs can be
used for forensic analysis to pin down responsibilities.

In terms of obfuscation of users’ data, traditional RSA cryptography (based
on public/private keys), PKCS7 enveloping techniques and PKI [14] can be used
to provide functionalities similar to IBE. For example the Trust Authority might
have a X.509 identity certificate: this certificate can be used to encrypt a sym-
metric key, generated by the user. This symmetric key can be used to encrypt
users’ confidential information along with a hash value derived from the associ-
ated privacy policies.

IBE technology simplifies the management of obfuscated data at the client
site and pushes the complexity to the enterprise (remote) site. This removes a
major practical burden. In case of multiple TAs, we believe that our approach
based on IBE is simpler than analogous approach based on RSA (public key)
technology, because of the easiness by which multiple IBE sub-decryption keys
can be combined in the IBE decryption key.
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The Trust Authority (Tracing and Auditing Authority) is the right place
to manage accountability, by tracing and auditing disclosures. Requestor – at
least the ones having an obfuscated data package – do need to interact with the
Trust Authority to obtain an IBE decryption key. They need to provide their
contextual credentials, as mandated by the privacy policies: this information is
logged and can be used as evidence to make them accountable. The auditing and
tracing effort is effective also to audit users’ behaviors, as the Trust Authority
is a trusted bridge between users and receivers.

Current literature, including [9,10], recommends that enterprises define their
own privacy and security policies, in a way that it is compliant with laws and
legislation. To programmatically deal with these policies they need policy engines
integrated with traditional authentication and access control components. The
model and technical solution described in this paper are complementary to the
above aspects.

6 Current and Future Work

IBE and TCPA technologies are currently available at HP Laboratories and on
the market. In particular the Trusted Systems Laboratory (HP Laboratories,
Bristol) has implemented an optimised version of the IBE code that provides
IBE cryptography functions with a performance comparable to RSA-based code.
TCPA chips and PCs are available on the market.

We have simple implementations of most of the components required by our
technical solution, including a Trusted Authority (TA) service, IBE algorithms to
support multiple TAs, an add-in to author privacy policies and a policy driven
(and context aware) authorization engine [17]. Work is in progress to build a
non-repudiable logging and auditing system [18].

We also have a working prototype of the tagged OS [5] to enforce (parts of)
privacy policies directly at the OS level.

Our aim is to refine our model and learn by building and deploying the system
in a real-life environment.

7 Conclusions

It is important to protect and preserve people’s privacy on the Internet, against
unwanted and unauthorised disclosure of their confidential data. Despite laws,
legislations and technical attempts to solve this problem, at the moment there
are no solutions to address the whole set of involved issues.

In this paper we specifically address three important issues: letting users (or
trusted entities acting on their behalf) be more involved in the management of
the privacy of their personal data; making organisations more accountable of
their behaviours, whilst dealing with users’ confidential data; provide strong but
not impregnable privacy enforcement mechanisms.

Our research is in progress. We introduced and described a model based on
“sticky” privacy policies, i.e. “tamper resistant” privacy policies strictly associ-
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ated to obfuscated confidential data, along with trusted tracing services (trust
authorities) that check and audit data disclosures. We described a technical so-
lution where IBE technology coupled with TCPA and tagged OSs are used to
address the above problems and reduce the involved risks.

These core technologies are available at the HP Laboratories, Bristol, along
with simple implementations of most of the required solution components. Work
is in progress to prototype our solution.

References

1. D. Boneh, M. Franklin: Identity-based Encryption from the Weil Pairing. In:
Crypto 2001. (2001)

2. L. Chen, K. Harrison, A. Moss, D. Soldera, N. P. Smart: Certification of Public
Keys within an Identity Based System. In: Proc. 8th ACM Conference on Com-
puter and Communications Security. LNCS, Springer-Verlag (2002) 332–333

3. C. Cocks: An Identity Based Encryption Scheme based on Quadratic Residues.
Technical report, Communications Electronics Security Group (CESG), UK (2001)

4. TCPA: Trusted Computing Platform Alliance Main Specification v1.1.
http://www.trustedcomputing.org (2001)

5. Y. Beres, C. I. Dalton: Dynamic Label Binding at Runtime. In: Proceeding of
New Security Paradigms Workshop, August 2003. (2003)

6. W3C: The Platform for Privacy Preferences 1.0 specification (P3P 1.0).
http://www.w3.org/tr/p3p (2002)

7. Liberty Alliance: Liberty Alliance Project.
http://www.projectliberty.org/ (2002)

8. Microsoft: Microsoft .NET Passport.
http://www.microsoft.com/netservices/passport/ (2002)

9. G. Karjoth, M. Hunter: Privacy Policy Model for Enterprises, IBM Research,
Zurich. In: 15th IEEE Computer Foundations Workshop. (2002)

10. G. Karjoth, M. Schunter, M. Waidner: Platform for Enterprise Privacy Practices:
Privacy-enabled Management of Customer Data. In: 2nd Workshop on Privacy
Enhancing Technologies. LNCS, Springer-Verlag (2002)

11. P. Ashley, S. Hada, G. Karjoth, C. Powers, M. Schunter: Enterprise Privacy Au-
thorization Language (EPAL). Technical report, IBM (2003)

12. S. Pearson: A Trusted Mechanism for User Self-Profiling in E-Commerce. Selected
Papers from Special Track on Privacy and Protection with Multi-Agent Systems,
LNAI journal, Springer (2003)

13. S. Pearson (ed.): Trusted Computing Platforms. Prentice Hall (2002)
14. R. Housley, W. Ford, W. Polk, D. Solo: RFC2459: Internet X.509 Public Key

Infrastructure Certificate and CRL profile. Technical report, IETF (1999)
15. M. Casassa Mont, A. Baldwin, C. Goh: POWER Prototype: Towards Integrated

Policy-based Management. In: NOMS 2000. (2000)
16. Microsoft: Microsoft NGSCB: Next Generation Secure Computing Base, Technical

FAQ (2003)
17. M. Casassa Mont, R. Brown: PASTELS project: Trust Management, Monitoring

and Policy-driven Authorization Framework for E-Services in an Internet based
B2B environment. Technical report, HP Labs, HPL-2001-28 (2001)

18. A. Baldwin, S. Shiu: Enabling Shared Audit Data. In: Proceedings of the 6th
Information Security Conference. LNCS, Springer-Verlag (2003)


	1 Introduction
	2 Addressed Problems
	3 Related Work
	4 Proposed Approach
	4.1 Privacy and Accountability Model
	4.2 Technical Aspects

	5 Discussion
	6 Current and Future Work
	7 Conclusions
	References



