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Abstract. Handwritten text recognition is one of the most difficult
problems in the field of pattern recognition. Recently, a number of clas-
sifier creation and combination methods, known as ensemble methods,
have been proposed in the field of machine learning. They have shown
improved recognition performance over single classifiers. In this paper a
number of ensemble methods for handwritten word recognition are de-
scribed, experimentally evaluated, and compared to each other. Those
methods include classical, general purpose ensemble methods as well as
novel ensemble methods specifically developed by the authors for hand-
written word recognition. The aim of the paper is to investigate the
potential of ensemble methods for improving the performance of hand-
writing recognition systems. The base recognition systems used in this
paper are hidden Markov model classifiers.

Keywords: ensemble methods, handwritten word recognition, hidden
Markov model (HMM).

1 Introduction

The field of off-line handwriting recognition has been a topic of intensive research
for many years. First only the recognition of isolated handwritten characters was
investigated [26], but later whole words [25] were addressed. Most of the systems
reported in the literature until today consider constrained recognition problems
based on vocabularies from specific domains, e.g. the recognition of handwrit-
ten check amounts [13] or postal addresses [15]. Free handwriting recognition,
without domain specific constraints and large vocabularies, was addressed only
recently in a few papers [16, 22]. The recognition rate of such systems is still low,
and there is a need to improve it.

The combination of multiple classifiers was shown to be suitable for improving
the recognition performance in difficult classification problems [18, 27]. Also in
handwriting recognition, classifier combination has been applied. Examples are
given in [20, 28]. Recently new ensemble creation methods have been proposed
in the field of machine learning, which generate an ensemble of classifiers from a
single classifier [3]. Given a single classifier, the base classifier, a set of classifiers
can be generated by changing the training set [2], the input features [12], the

A. Fred et al. (Eds.): SSPR&SPR 2004, LNCS 3138, pp. 583–591, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



584 Simon Günter and Horst Bunke

input data by injecting randomness [4], or the parameters and the architecture
of the classifier [23]. Examples of widely used methods that change the training
set are Bagging [2] and AdaBoost [5]. Random subspace method [12] is a well-
known approach based on changing the input features. A summary of ensemble
methods is provided in [3].

Although the popularity of multiple classifier systems in handwritten recog-
nition has grown significantly, not much work on the use of ensemble methods for
handwritten word recognition has been reported in the literature. This issue was
recently addressed by the authors in a few papers [6, 7, 9–11]. In [6] ensemble
methods using several prototypes were introduced. In [7] new boosting algo-
rithms based on AdaBoost [5] were proposed. Ensemble methods using feature
selection algorithms were introduced in [9] while a special combination scheme
was described in [10]. Results of classical ensemble methods were reported in
[11]. In the present paper we introduce a novel ensemble method and compare
the most promising ensemble methods among each other, using a uniform frame-
work for experimental evaluation. In contrast with earlier work reported by the
authors, a more sophisticated base classifier is used. Also a new ensemble method
is proposed (Subsection 3.2).

The rest of this paper is organized as follows. The base classifiers for hand-
written word recognition used in the experiments are presented in Section 2. In
Section 3, the ensemble methods evaluated in this paper are described. Then, in
Section 4, experimental results of the ensemble methods with optimal parameter
values are given. Finally, some conclusions are drawn in Section 5.

2 Handwritten Word Recognizers

The handwritten word recognizers used in this paper are similar to the one
described in [22]. We assume that each handwritten word input to the recognizers
has been normalized with respect to slant, skew, baseline location and height (for
details of the normalization procedures see [22]). A sliding window of one pixel
width is moved from left to right over the word and nine geometric features are
extracted at each position of the window. Thus an input word is converted into
a sequence of feature vectors in a 9-dimensional feature space. The geometric
features used in the system include the fraction of black pixels in the window,
the center of gravity, and the second order moment. These features characterize
the window from the global point of view. The other features give additional
information. They represent the position of the upper- and lowermost pixel, the
contour direction at the position of the upper- and lowermost pixel, the number
of black-to-white transitions in the window, and the fraction of black pixels
between the upper- and lowermost black pixel.

For each uppercase and lowercase character, an HMM is build. For all HMMs
the linear topology is used, i.e. there are only two transitions per state, one to
itself and one to the next state. The character models are concatenated to word
models. There is exactly one model for each word from the underlying dictionary.
This approach makes it possible to share training data across different words.
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Two different versions of the classifier described in the previous two para-
graphs, called C1 and C2 in the following, are employed in this paper. For clas-
sifier C1 a fixed number of 14 states per HMM were used and the distributions
of the features in each state of an HMM were modeled by single Gaussians.
Four iterations of the Baum-Welch algorithm [24] were used for the training of
the classifier. The number of states per HMM and the number of training it-
erations are optimal values (as determined by means of a validation set) under
the assumption that the same number of states is needed for each individual
character.

Classifier C2 is a significantly refined version of classifier C1. The number
of states of the HMMs were optimized by the Quantile method [30] for each
character individually. As a result, each individual character model has a differ-
ent number of states. In addition the distributions of the features in each state
of an HMM were modeled by Gaussian mixtures instead of single Gaussians.
The training method of classifier C2 was optimized on a validation set, using an
optimization strategy described in [8].

3 Ensemble Methods

In this section the ensemble methods used in the experiments are described.
The ensemble methods are divided in four categories: classical ensemble methods,
partitions based ensemble method, novel boosting algorithms, and feature search
ensemble method.

3.1 Classical Ensemble Methods

Two classical ensemble methods, AdaBoost and random subspace method were
investigated in the experiments.

AdaBoost [5] modifies the original training set for the creation of the en-
semble. Each classifier is trained on a different training set of the same size as the
original training set. The main idea of AdaBoost is to concentrate the training
on “difficult” patterns. The classical AdaBoost algorithm can only be used for
two-class problems, but AdaBoost.M1 [5], a simple extension of AdaBoost, can
cope with multi-class problems. Consequently, AdaBoost.M1 was applied in the
experiments.

In the random subspace method [12] the individual classifiers use only a
subset of all features for training and testing. The size of the subsets is fixed and
the features are randomly chosen from the set of all features. In the experiments
of this paper, 6 out of 9 features were selected, i.e. the fixed feature set size is 6.

The classical ensemble Bagging [2] was also tested. As it produced inferior
results, no description and no results of Bagging are given in this paper.

3.2 Partitions Based Ensemble Method

The basic algorithm of the partitions based ensemble methods can be described
as follows. First, the whole training set is split into several partitions. Then each
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classifier is trained on all patterns of one of these partitions. This means that
if the training set is split in n partitions, n different classifiers are obtained.
There are two key parameters of this ensemble method. The first parameter is
the algorithm actually applied to perform the partitioning, and the second is the
number of partitions

For the experiments the partitioning was based on a clustering of the words
according to their writing style. The whole training set was first clustered into
groups of words with similar writing style where each group forms a partition.
This was done by extracting some features of the handwritten text and applying
the k-means clustering algorithm [14]. As we are using the IAM database [21], we
always have complete pages of handwritten text, produced by the same writer,
at our disposal (compare Section 4). Therefore the features were extracted from
a whole page and all words of a page belong to the same cluster. The two features
used for the clustering are the following:

– Words per component: The average number of words per connected compo-
nent is calculated where small components are removed by a filtering pro-
cedure. A value of one of this feature corresponds to a complete cursive
handwriting, i.e. the case where one connected component always represents
exactly one word. By contrast, words consisting of isolated hand-printed
characters have significantly lower values.

– Character width: The average width of the characters, in terms of pixels, is
calculated. To this aim the lines of the pages are segmented in words using
the procedure presented in [29]. The character width is then calculated as
the sum of the lengths of the words of a page divided by the number of
characters.

Both features were linearly normalized so that the mean of the features was 0
and the standard deviation was 1.

The influence of the second parameter, the number n of partitions, is as
follows. The higher the number of n is, the more similar are the writing stiles of
the words of the same cluster. On the other hand, the average training set size
decreases linearly with the number of clusters. As the performance of a system
normally increases with the size of the training set, a rather high number of
clusters will lead to classifiers with low performance. Usually, n is a parameter
the optimal value of which needs to be experimentally determined.

3.3 Novel Boosting Algorithms

As mentioned before, the original AdaBoost algorithm only works for two-class
problems. AdaBoost.M1 [5] is a straightforward extension that basically regards
the multi-class problem as a two-class problem with the two classes “correct” and
“not correct”. However, by doing this, we loose a great deal of information. In
[7] three ensemble methods were introduced which are based on AdaBoost.M1,
but which take all classes into account. The simple probabilistic boosting (SPB)
defines the selection probability of a training pattern as a linear function of the
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likelihood of the misclassification of this pattern by the ensemble consisting of
all already created classifiers. The effort based boosting (EBB) only trains with
training elements for which the inclusion of instances of these elements leads,
with a certain likelihood, to their correct recognition. Thus training elements
which are always misclassified, even when including many of their instances in
the training set, are not used for the training. The simple probabilistic boosting
with effort (SPBE) is a combination of SPB and EBB. For more details of the
three novel boosting algorithms we refer to [7].

3.4 Feature Search Ensemble Method

The feature search ensemble method described in this subsection was first in-
troduced in [9]. The key idea of the method is not to select feature subsets for
the individual classifiers of the ensemble randomly, as it is done in the random
subspace methods [12], but to repeatedly apply an algorithm that selects a well
performing features subset. In principle any known algorithm for feature selec-
tion can be used. In the ensemble method presented in this paper, a feature
search starting with the empty set of features and a feature search starting with
the full set of features were applied alternatively.

Similarly to most feature selection algorithms, the method applied in this
paper tries to maximize the value of an objective function f . For a single clas-
sifier system this objective function is simply the classifier’s performance on a
validation set. However, in the present case we want to maximize the perfor-
mance of the whole ensemble. Therefore the objective function f measures the
performance of the ensemble consisting of all classifiers which were already cre-
ated and the classifier which is actually considered. The measurement of f is
performed on a separate validation set. Ideally f also incorporates an estima-
tion of the potential for improvement when adding more classifiers. In [9] two
different objective functions were defined.

4 Experiments

For isolated character and digit recognition, a number of commonly used data-
bases exist. However, for the task considered in this paper, there exists only one
suitable database to the knowledge of the authors, holding a sufficiently large
number of words produced by different writers [21]. Consequently this database
was used in the experiments.

Two sets of experiments were done. The first set of experiments were con-
ducted in order to evaluate the ensemble methods for a rather simple, straight-
forward base classifier. In these experiments the base classifiers C1 was used.
In the second set of experiments the highly optimized classifier C2 was used as
the base classifier. For the experiments of the second set the optimal number of
classifiers was determined in a separate experiment.

To combine the individual classifiers of the ensembles the following combi-
nation schemes were applied:
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1. Voting scheme (voting): Only the top choice of each classifier is considered.
The word class that is most often on the first rank is the output of the
combined classifier. Ties are broken by means of the maximum rule (max)
or the median rule (med), which are only applied to the competing word
classes.

2. Performance weighted voting (perf weight): Here we consider again the top
class of each classifier. In contrast with regular voting, a weight is assigned
to each classifier. The output of the combined classifier is the word class
that received the largest sum of weights. The weight of a classifier is the
performance of this classifier on the training set.

3. Weighted voting using optimized weights (ga weight): This scheme is similar
to perf weight, but optimal weights are used which are calculated by a genetic
algorithm based on the results of the classifiers achieved on the training set
[19].

4. Special combination scheme for HMM-based recognizers (special): This com-
bination was introduced in [10]. It integrates all HMMs of the different clas-
sifiers that correspond to the same character into a single HMM.

In the first set of experiments a data set of 10,927 words with a vocabulary of
size 2,296 was used. That is, a classification problem with 2,296 different classes
was considered. The total number of writers who contributed to this set is 81. A
training set containing 9,861 words and a test set containing 1,066 words were
chosen in such a way that none of the writers of the test set were represented in
the training set. Thus the experiments are writer independent. For the feature
search ensemble method the training set was randomly split in a training set
of 8,795 words and a validation set of 1,066 words. For this set of experiments
the base classifier C1, as described in Section 2, was used. The recognition rate
of the base classifier C1 was 66.23 %. The results of the ensemble methods are
shown in Table 1. The name of the ensemble method is indicated in the column
ensemble method. Please note that parameters of some ensemble methods were
varied and only the results of the ensemble methods using the best parameter
values, i.e. those which lead to the highest recognition rates on the test set, are
shown. These parameter values are also given in the column ensemble method.
(See [7, 9] for details of these parameters). In column cn the number of classifiers
in the ensemble is given. The column combination scheme gives the scheme for
which the highest recognition rate is obtained. The obtained recognition rate is
finally shown in the last column.

Table 1 shows that the recognition rate of the base classifier was increased by
2.88 % up to 5.81 %. The table furthermore shows that the ensemble methods
of all categories are able to significantly improve the performance of the base
classifier. We note that the classical ensemble methods were outperformed by all
other ensemble methods specially developed by the authors for the domain of
handwriting recognition.

In the second set of experiments a larger training set of 18,920 words and
a larger test set of 3,264 words were used. The vocabulary of the experiments
contains 3,997 words, i.e. a classification problem with 3,997 different classes is
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Table 1. Best results of the ensemble methods for base classifier C1. The performance
of C1 is 66.23 %.

ensemble method cn combination scheme rec. rate.

classical:AdaBoost 14 perf weight 69.11 %

classical: random subspace method 25 ga weight 69.35 %

partitions based 5 special 70.83 %

boosting: EBB, α = 1.5 10 ga weight 69.82 %

feature search, f2 10 vote best med 72.04 %

Table 2. Best results of the ensemble methods for base classifier C2. The performance
of C2 is 80.36 %.

ensemble method cn combination scheme rec. rate.

classical: AdaBoost 14 vote max 82.02 %

classical: random subspace method 25 vote med 80.76 %

partitions based 3 special 81.07 %

boosting: SPBE, e3 14 vote max 82.69 %

feature search, f2 13 vote med 82.69 %

considered. The set of writers of the training set and the set of writers of the
test set are disjoint, so the experiments are again writer independent. The total
number of writers who contributed to this data set is 153. For the feature search
ensemble method the training set was randomly split three times in a training
set of 17,920 words and a validation set of 1,000 words. The recognition rate of a
system was calculated by averaging over the system’s recognition rates obtained
for each of the three splits. The base classifier C2, as described in Section 2, is
used. The recognition rate of the base classifier was 80.36 %.

The results of the second set of experiments are shown in Table 2 where the
same notation as in Table 1 is used.

The recognition rate of the base classifier was increased by 0.4 % up to 2.33
%. This again shows that the ensemble methods of all categories are able to
improve the performance of the base classifier. The random subspace method
obtained only moderate improvements. The partitions based ensemble method
did not perform as well as the classical method AdaBoost in this case. But
both the boosting and the feature search ensemble methods were better than
AdaBoost.

5 Conclusions

In this paper classical ensemble methods and novel ensemble methods specially
developed for the domain of handwriting recognition were compared to each
other. Two series of experiments were conducted. In the first series a rather
simple and straightforward base classifier was used, while the base classifier of
the second series was highly optimized. The results show that in both cases the
performance of the base classifier can be significantly improved through the use
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of ensemble methods. The ensemble methods developed specifically for the task
of handwriting recognition obtained either better results than the classical ones
or produced much smaller ensembles. A possible future work is the evaluation of
ensemble methods which use several base classifiers with different architectures.
By applying an ensemble method on each base classifier and fusing the ensembles
the performance may be increased even more. This was already confirmed in
some earlier works for the case of two base classifiers. It may be promising to
extend this approach to the case of more than two base classifiers.
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