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Abstract. In this paper, we report on parallelization of the EM cluster-
ing algorithm using the FREERIDE middleware developed in our prior
work. FREERIDE is based upon the observation that the processing
structure of a large number of data mining algorithms involves gener-
alized reductions. FREERIDE offers a high-level interface and support
both distributed memory and shared memory parallelization, besides ef-
ficient execution on disk-resident datasets. We show how the main pro-
cessing loops in both the E and M steps of the EM algorithm essentially
involve a generalized reduction, and therefore, the algorithm can be par-
allelized using FREERIDE.

1 Introduction

As the amount of data available for analysis has been increasing rapidly, scalabil-
ity of data mining implementations has become an important issue. For dealing
with large datasets, it’s important to both parallelize the algorithms, and imple-
ment them to execute efficiently on disk-resident datasets. However, developing
applications that can execute in parallel as well as efficiently process disk-resident
data sets is a difficult task.

In our prior work, we have developed a middleware called FREERIDE
(FRamework for Rapid Implementation of Datamining Engines) [4–6]. It has
been used successfully for a number of common mining algorithms, including
apriori and FP-tree based association-mining, k-means clustering, decision tree
construction, k-nearest neighbor search, as well as a scientific feature extraction
algorithm. FREERIDE is based upon an observation that the structure of paral-
lel algorithms for the above problems essentially involves a generalized reduction.
Besides allowing parallelization on both distributed memory and shared memory
settings, FREERIDE allows efficient execution on disk-resident interface.

This paper focuses on the use of FREERIDE for creating a parallel and
scalable implementation of the Expectation Maximization (EM) clustering al-
gorithm. EM is a popular technique for clustering and has been widely used
in machine learning and computer vision communities [2, 9, 8]. We show how
each iteration of EM essentially involves two generalized reduction loops. We
describe how FREERIDE can be used for parallelizing EM on cluster of SMPs
and executing it efficiently on disk-resident datasets. Our implementation is ex-
perimentally evaluated on a cluster of SMPs, using several different datasets.
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Input: k, # of clusters, Y = {y1 . . . yn} set of n p − dimensional points,
ε, a tolerance for loglikelihood, maxiterations, maximum number of iterations.

Output: C, R, W, the matrices containing the updated mixture parameters.
X, a matrix with cluster membership probabilities.

Initialize: Set initial values for C, R, and W (random or approximate solutions)

WHILE: δ(llh) > ε and maxiterations has not been reached
DO E and M steps
E step
C′ = R′ = W ′ = llh = 0
for i = 1 to n

sumpi = 0
for j = 1 to k

δij = (yi − Cj)
tR−1(yi − Cj)

pij =
wj

(2π)p/2|R|1/2 exp(− 1
2
δij)

sumpi = sumpi + pij

endfor
xi = pi/sumpi , llh = llh + ln(sumpi)
C′ = C′ + yix

t
i , W ′ = W ′ + xi

endfor
M step
for j = 1 to k

Cj = C′
j/Wj

for i = 1 to n R′ = R′ + (yi − Cj)xij(yi − Cj)
t endfor

endfor
R = R′/n , W = W ′/n

Fig. 1. Sequential Pseudo-code for the Expectation Maximization Algorithm

As compared to other efforts that reported parallelization of EM algorithm [3,
7, 1], this paper makes the following two important contributions. First, we com-
bine both distributed memory and shared memory parallelization, and support
execution on disk-resident datasets. Second, we show that EM can be paral-
lelized using a middleware that has been used for a number of other data mining
algorithms.

2 The EM Clustering Algorithm

This section gives a brief overview of the Expectation Maximization (EM) clus-
tering algorithm. The EM algorithm was first introduced in the seminal pa-
per [2]. EM is a distance-based based algorithm that assumes the data set can
be modeled as a linear combination of multivariate normal distributions. There
are several advantages to using EM for clustering data: it has a strong statistical
basis, it is robust to noisy data, it can accept the desired number of clusters as
input, it provides a cluster membership probability per point, it can handle high
dimensionality and it converges fast given a good initialization [8].

The pseudo-code for EM algorithm is presented in Figure 1. Complete details
of the statistical basis and the algorithm itself can be found in [2, 9, 8]. The goal
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of the EM algorithm is to estimate the means C, the covariances R and the
mixture weights W of a Guassian probability function [8]. The algorithm works
by successfully improving the solution found so far. The algorithm stops when the
quality of the current solution becomes stable; this measured by a monotonically
increasing statistical quantity called loglikelihood.

3 FREERIDE Middleware and Parallelization Techniques

This section gives a brief background on the functionality and interface of the
FREERIDE system [4–6].

The FREERIDE (Framework for Rapid Implementation of Datamining En-
gines) is based on the observation that a number of popular data mining algo-
rithms share a relatively similar structure. Their common processing structure
is essentially that of generalized reductions. During each phase of the algorithm,
the computation involves reading the data instances in an arbitrary order, pro-
cessing each data instance, and updating elements of a reduction object using
associative and commutative operators.

In a distributed memory setting, such algorithms can be parallelized by di-
viding the data items among the processors and replicating the reduction object.
Each node can process the data items it owns to perform a local reduction. Af-
ter local reduction on all processors, a global reduction can be performed. In a
shared memory setting, parallelization can be done by assigning different data
items to different threads. The main challenge in maintaining the correctness
is avoiding race conditions when different threads may be trying to update the
same element of the reduction object. We have developed a number of techniques
for avoiding such race conditions, particularly focusing on the memory hierarchy
impact of the use of locking. However, if the size of the reduction object is rela-
tively small, race conditions can be avoided by simply replicating the reduction
object.

Our middleware incorporates techniques for both distributed memory and
shared memory parallelization and offers a high-level programming interface. For
distributed memory parallelization, the interface requires the programmers to
specify pairs of local and global reduction functions, and an iterator that invokes
these and checks for termination conditions. For shared memory parallelization,
the programmers are required to identify the reduction object, and also the
updates to those, and also specify a way in which different copies of the reduction
object could be merged together.

A particular feature of the system is the support for efficiently processing
disk-resident datasets. This is done by aggressively using asynchronous opera-
tions for reading chunks or disk-blocks from the dataset.

In the past, FREERIDE has been used for a number of well-known data min-
ing algorithms, including apriori and FP-tree based association mining, k-means
clustering, decision tree construction, nearest neighbor search, and a scientific
feature mining application. The details of the functionality and results from
evaluation of the system are available in our earlier publications [4–6].
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4 Parallelizing EM with FREERIDE

In this section, we describe the parallelization of EM using FREERIDE. For
using FREERIDE, an application must comprise of one or more steps involving
generalized reductions. Therefore, we initially discuss how the EM algorithm
meets this requirement.

As stated previously, FREERIDE supports both distributed memory and
shared memory parallelization, while also enabling scaling to disk-resident data-
sets. Our discussion will initially focus on distributed memory parallelization,
and will then subsequently describe shared memory parallelization and scaling
to disk resident datasets.

4.1 EM Algorithm and Generalized Reductions

Consider the sequential EM algorithm shown in Figure 1. Here n is the number
of points or data instances, p is the number of dimensions, and k is the number
of clusters that are desired. Let us consider the arrays that are involved. Y is
a n × p array that is input to the algorithm. There are four output arrays, C,
R, W and X , whose sizes are p × k, p × p, k × 1, and n × k, respectively. The
algorithm also involves three temporary arrays, C′, R′, and W ′. They have the
same sizes as C, R, and W , respectively.

Let us consider the parallelization of this algorithm. The input array Y and
the output array X can be partitioned between the nodes. Based upon these
partitions, the loops iterating over the data instances can be parallelized. Both
the E and M steps involve such loops. Based upon the computations performed
in these loops, we can see that no communication is required for the arrays X
and Y . However, the arrays C, R, W , C′, R′, W ′ cannot be partitioned, but
instead should be replicated on all processors. However, now the question is, can
we correctly update these arrays when the loops are executed in parallel.

In the E step, C′ and W ′ are the two arrays that are updated. It can be
easily seen that these updates are done using an associative and commutative
operation (addition). Also, the scalar llh is also updated using an associative
and commutative operation. Therefore, the E step is essentially a generalized
reduction.

Now, consider the nested loop involved in the M step. The array C is com-
puted from the arrays C′ and W . If these two arrays are replicated on each node,
then the computation for C can be performed on each node. Again, we can see
that the array R′ is updated using associative and commutative operations.
Thus, this loop is also a generalized reduction.

To summarize, the parallel loops in the EM algorithm match the structure
of generalized reductions and FREERIDE is well suited for parallelizing this
algorithm.

4.2 Distributed Memory Parallelization

In view of the discussion above, it is easy to see how the EM algorithm can be
parallelized on distributed memory machines.
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The input data instances (the array Y ) are distributed between the nodes.
The arrays C, R, and W , whose initial values are provided by the user, are
replicated on all nodes. The arrays C′, R′, W ′ are allocated and initialized on
all nodes. The E step is carried out on all nodes, using the set of data instances
they have. After such local processing, a global combination is done. In this
step, all nodes communicate their values of C′, W ′, and llh to one node, which
aggregates these values and broadcasts them to all nodes.

Next, each node computes a new value of C, using the updated value of C′

and W . Note that W has not been modified since the start of this iteration, so all
nodes have the same and correct value. Then, the nested loop is again executed
on each node’s data instances. Another round of global combination is done to
compute the final value of R′.

Finally, each node computes a new value of R and W . Thus, at the end of
the M step, each node has an updated value of C, R, W , and llh. Using llh, each
node independently decides if another iteration is needed. If another iteration is
needed, the values of C, R, and W are used in E and M steps.

The above steps can be implemented easily using the FREERIDE interface.
Two different local processing functions are created, corresponding to the pro-
cessing in E and M steps, respectively. There is one global combination function
associated with each of these. The global function associated with the E step is
responsible for aggregating C′, W ′, and llh. Similarly, the global function associ-
ated with the M step is responsible for aggregating R′. The iterator is responsible
for checking the terminal conditions, and performing all computations that are
replicated on all the nodes.

4.3 Shared Memory Parallelization

If multiple CPUs are available within a node, each of these can be used for local
processing. A set of data instances can be assigned to each thread, which can
perform the computation associated with these data instances. The main chal-
lenge in maintaining correctness arises because of race conditions when multiple
threads may try to update the same array (C′ and W ′ for E step, and R′ for the
M step).

In our prior work, we have reported on a number of techniques for avoiding
race conditions that are implemented within the FREERIDE framework [5, 6].
One of the techniques is full replication, where the updated arrays or data-
structures are replicated. Another set of techniques is based upon the use of
locking.

The size of the arrays that are updated by different threads is quite small
in the case of EM algorithm, unless both the number of dimensions and the
number of clusters is quite large. Therefore, full replication can work without
a significant memory overhead and is used by our implementation. In using
this technique, a separate copy of updated arrays is allocated and initialized for
each thread. Each thread can update its copy without any possibility of race
conditions. Before global combination, the different copies are aggregated.
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4.4 Scaling to Disk-Resident Datasets

The existing support in FREERIDE can be used for scaling the EM algorithm
to large datasets that do not fit into main memory. The data instances are
divided into chunks. The middleware provides support for reading these chunks
using asychronous operations, and applying the local processing function on each
chunk.

5 Experimental Results

In this section, we evaluate the performance of our EM implementation. We
conducted a number of experiments with the following two goals: 1) Studying of
parallel scalability of our implementation, in both distributed and shared mem-
ory settings, and 2) Evaluating the scalability with increasing dataset size, i.e.,
does the execution time remain proportional to the dataset size as the dataset
becomes disk resident.

Our experiments were conducted on a cluster of 700 MHz Pentium machines.
The nodes in the cluster are connected through Myrinet LANai 7.0. The memory
on each node is 1GB, but contention for main memory space from other pro-
cesses was created, to make sure that the datasets were disk resident. We used
3 datasets each one containing a different number of 10-dimensional points. The
datasets were: 1) A 253 MB dataset, containing 3.3 ∗ 106 points to be clustered,
2) A 498 MB dataset, containing 6.2 ∗ 106 points to be clustered, and 3) A 996
MB dataset, containing 12.5 ∗ 106points to be clustered.

Each one of there datasets was partitioned into 8192 chunks, thus leaving the
number of chunks across the dataset the same, but growing the chunk size.
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Fig. 2. Shared and distributed memory
parallel performance on a small dataset
(253 MB)
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Fig. 3. Shared and distributed mem-
ory parallel performance on a medium
dataset (498MB)

Let us consider speed-ups achieved through distributed memory paralleliza-
tion on the smallest dataset first (Dataset size = 253MB, results summaraized
in Figure 2). We report the speedup by increasing the number of nodes, but
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keeping the number of threads fixed. On 2 nodes the speed-ups were 1.76 for 1
thread, 1.79 for 2 threads, 1.84 for 3 threads, and 1.89 for 4 threads. On 4 nodes
the speed-ups were 3.47 for 1 thread, 3.36 for 2 threads, 3.45 for 3 threads, and
3.54 for 4 threads. On 8 nodes the speed-ups were 6.00 for 1 thread, 6.44 for 2
threads, 6.65 for 3 threads and 6.53 for 4 threads. The results are not quite lin-
ear, but yet speed-ups are significant, achieving parallel efficiency between 75%
and 85%. Now, we focus on speed-ups achieved through shared memory paral-
lelization on the same dataset (253MB). With 2 threads running, the speed-ups
were 1.96 for 1 node, 1.99 for 2 nodes, 1.90 for 4 nodes, and 2.10 on 8 nodes.
With 3 threads running, the speed-ups were 2.88 on 1 node, 3.01 on 2 nodes,
2.86 on 4 nodes, and 3.19 on 8 nodes. The speedups are linear (and in some
cases super-linear), because the reduction object is small enough to be cached
in some of the instances. With 4 threads running the speed-ups were 2.94 for 1
node, 3.16 for 2 nodes, 2.99 for 4 nodes, and 3.20 for 8 nodes. Thus, adding the
4th thread doesn’t result in additional speed-ups.

The results from the 498 MB dataset are summarized in Figure 3). On 2
nodes, the speed-ups were 1.80 for 1 thread, 1.79 for 2 threads, 1.84 for 3 threads,
and 1.91 for 4 threads. On 4 nodes the speed-ups were 3.47 for 1 thread, 3.37
for 2 threads, 3.46 for 3 threads, and 3.50 for 4 threads. On 8 nodes the speed-
ups were 6.02 for 1 thread, 6.46 for 2 threads, 6.65 for 3 threads and 6.46 for
4 threads. With 2 threads running, the speed-ups were 1.96 for 1 node, 1.95
for 2 nodes, 1.89 for 4 nodes, and 2.11 on 8 nodes. With 3 threads running,
the speed-ups were 2.92 on 1 node, 2.98 on 2 nodes, 2.91 on 4 nodes, and 3.22
on 8 nodes. Once again, the 4th thread creates CPU contention and, therefore,
doesn’t result in any additional significant speed-up.
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Fig. 4. Shared and distributed memory parallel performance on a large dataset
(996MB)

The results from the largest dataset are summarized in Figure 4. On 2 nodes
the speed-ups were 1.76 for 1 thread, 1.79 for 2 threads, 1.84 for 3 threads, and
1.89 for 4 threads. On 4 nodes the speed-ups were 3.47 for 1 thread, 3.37 for 2
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threads, 3.45 for 3 threads, and 3.54 for 4 threads. On 8 nodes the speed-ups were
6.00 for 1 thread, 6.44 for 2 threads, 6.65 for 3 threads and 6.53 for 4 threads.
With 2 threads running, the speed-ups were 1.96 for 1 node, 1.99 for 2 nodes,
1.90 for 4 nodes, and 2.10 on 8 nodes. With 3 threads running, the speed-ups
were 2.87 on 1 node, 3.01 on 2 nodes, 2.86 on 4 nodes, and 3.18 on 8 nodes.

These experiments demonstrate that in the shared memory parallelization
setting our implementation scales well up to 3 threads on 4 CPU machines.
Also, as the size of a dataset has grown, the execution time has grown in a
manner proportional to the dataset size, so the implementation scales well with
increased dataset size, which is very important for a data intensive application.
Lastly, the above experiments also demonstrate that a significant (although not
strictly linear) speed-up is achieved by our implementation when parallelized in
the distributed memory setting. In a cluster with 8 nodes, the parallel efficiency
varied between 75 and 85 percent.

6 Conclusions

We have reported on parallelization of the EM clustering algorithm using the
FREERIDE middleware developed in our prior work. We have shown how the
main processing loops in both the E and M steps of the EM algorithm essentially
involve a generalized reduction, and therefore, the algorithm can be parallelized
using FREERIDE. As compared to other efforts that reported parallelization of
EM algorithm, this paper has made two important contributions. First, we com-
bine both distributed memory and shared memory parallelization, and support
execution on disk-resident datasets. Second, we show that EM can be paral-
lelized using a middleware that has been used for a number of other data mining
algorithms.
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