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Abstract. Large scale Grid applications are often composed a distributed col-
lection of parallel simulation codes, instrument monitors, data miners, rendering 
and visualization tools. For example, consider a severe storm prediction system 
driven by a grid of weather sensors. Typically these applications are very com-
plex to build, so users interact with them through a Grid portal front end. This 
talk outlines an approach based on a web service component architecture for 
building these applications and portal interfaces. We illustrate how the tradi-
tional parallel application can be wrapped by a web service factory and inte-
grated into complex workflows. Additional issues that are addressed include: 
grid security, web service tools and workflow composition tools. The talk will 
try to outline several important classes of unsolved problems and possible new 
research directions for building grid applications. 

1   Introduction 

This talk will consider  the basic problem of building Grid applications by composing 
web services and  CCA components in a dynamic,  distributed environment. There are 
three basic issues that we address. First we consider the way the user accesses the 
Grid applications. It is our experience that this is best accomplished with a web portal 
that can provide the user with a secure framework for accessing all his or her applica-
tions and services. The design of such a portal is non-trivial and plays a central role in 
the overall security architecture of the Grid. The second important problem is to pro-
vide a way for the user to encapsulate legacy applications  as Grid services that can be  
securely accessed by remote, authorized clients. Finally we consider the problem of 
integrating dynamic workflow with the static composition model of component 
frameworks like the Common Component Architecture. In this extended abstract we 
briefly consider  each of these problems. 

2   The Portal 

There is a four layer model that can best illustrate the role of the portal in its relation 
to the user and Grid/web services. At the bottom layer we have the physical resources 
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that comprise the Grid fabric. At the layer above that we have a core service frame-
work like WSRF or OGSI, which provides the common language to talk about the 
real and virtual resources of the Grid. Above that we have the Open Grid Service 
Architecture , which is s set of specifications for the common Grid services that appli-
cations use. Finally the Portal Server provides the gateway for the user. The portal 
server provides the environment in which the user ‘s “grid context” is established. 
This server is based on emerging standards [11] and is available from OGCE [15] or 
the GridSphere [14] project. 
 

 
Fig. 1. Users access the portal via a standard web browsers. The portal server becomes the 
proxy for the user in his or her interactions with the Grid. 

The OGCE and GridSphere portal servers are each based on the concept of  “port-
lets”, which are portal components that each provide a specialized capability, such as 
access to some service. For example, the OGSA Data Access and Integration service 
is a Grid service to access databases and metadata services. Figure 2 illustrates the 
portlet that is presented to the user from the portal server. 

Users access the portal via a web browser over https, so they can be assured their 
interaction with the portal server are secure. The portal server fetches and hold the 
user’s proxy credentials , so that it can act on the user behalf for the duration of the 
session. An important special case where the portal acts as the agent for the user while 
interacting with the Grid, is when a Grid service must project a user interface to the 
user. The way this is accomplished is illustrated in Figure 3.  

The user first makes a request  to the portal server to load the interface for the pro-
tected Grid Service. The portal server then calls the service in question using the 
user’s credentials  and asks for the service interface. The Grid service stores this inter-
face as a standard  service resource. It may be an HTML form document or it may be 
an applet. The portal delivers this interface back to the user. The user uses the inter-
face to formulate a query for the remote service and sends that back to the portal 
server which tunnels it to the service. 
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Fig. 2. The OGSA DAI portlet allows user to pose queries to Grid data services. 

Fig. 3. Using the portal server to tunnel service requests to the back-end Grid services. 

It should be noted that this model is very similar to WSRP [12], but it places the 
emphasis on security and using the built-in capability of WSRF or OGSI. WSRP is an 
OASIS standard for building Remote Portlets for Web Services. Our approach, which 
is based on dynamically loading interfaces into the portal server has some advantages. 
First, it allows the service to define the interface in the same way that a web site de-
fines the way it presents itself to users. But, most important, loading the interface first 
into the portal server, allows that interface to share the users portal context informa-
tion. This context information includes security credentials, such as proxy certificates 
and capability tokens.  

It is also possible for the portal to generate an interface for simple web services 
automatically. Octav Chipara and Aleksander Slominski developed Xydra Ontobrew 
[21], (see figure 4 and 5) which can dynamically load a WSDL file that defines a web 
service and generate an interactive interface for it. While it does not work in cases 
where message have extremely complex types, it works in those cases where the ser-
vice may be designed for human interaction. 
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Fig. 4. OntoBrew is a portal component that automatically generates a human interface for a 
web service, given its WSDL definition. In this case we see the California Highway Traffic 
Information Service. 

 

 

Fig. 5. The result of the query to the traffic service for information about Highway 101. 

 
We find the portal layer is one of the most important parts of the Grid system be-

cause it is where the user meets the Grid services. If it is not designed well, the users 
will not use the Grid at all. There must be a clear advantage to using the portal over 
dealing with the Grid in terms of basic distributed computing primitives. In fact, for 
scientific users, they will use the portal only if it has something that can be accessed 
with three or fewer mouse clicks and is something that they can access no other way.  
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Fig. 6. The application factory model. The factory presents a user interface to the user through 
the portal that allows the user to supply any configuration parameters needed by the application 
prior to its execution.  

3   Incorporating Legacy Applications Using a Factory Service 

Legacy applications are an important part of almost all large scale Grid application. 
The challenge for legacies is to incorporate them as components into larger work-
flows and composed applications. One solution is to provide a Factory service, as 
illustrated in Figure 6, that is capable of launching instances of the application based  
on parameters supplied to the factory by the user.  

There are two significant issues that are important here. The first is that it is most 
application scientists are not trained in writing web services and  a mechanism is 
needed to help them do this. Fortunately, it is possible to write a factory generator  
that can live within the portal server  and can be used to create a factory on behalf of 
the application programmer. What the programmer must provide is a simple xml 
document that describes the application and its configuration parameters  and how it 
is launched. From this information we can automatically generate a factory service for 
the application.  

The second issue is solving the problem of how to authorize other users to use a 
factory service. Unlike most services, which run as “root”, the factory service runs 
with the identity of the application program that created it. The solution we use is to 
allow the owner of the factory service to create capability tokens which allow certain 
users, or groups of users access to the factory. These tokens are simple xml docu-
ments that are signed by the owner  of the service stating that the intended user  shall 
have the authorization to interact with the owner’s  factory.  

As shown in Figure 7,  these capabilities can be stored in a separate capability store 
and a user’s capabilities can be fetched by the portal each time the user logs into the 
portal. The ability to encapsulate an application, and provide secure access and au-
thorization to it, is very similar in spirit to the original Netsolve and Ninf projects [4, 
13], which pioneered the concept of viewing an application as a service. 
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Fig. 7. Users access the portal via a standard web browsers. The portal server becomes the 
proxy for the user in his or her interactions with the Grid. 

4   Workflow and Component Composition 

There are a host of good workflow tools for scientific Grid applications including 
Dagman [5],  ICENI [8], Triana [18], Keppler and Ptolemy II [17],  Taverna and Gri-
dAnt [19]. On the industrial side there is BPEL4WS [3]. In addition there are compo-
nent based software systems like CCA [2, 16, 23]. In the presentation we will focus 
on two aspects of doing workflow in Grid systems. First we will illustrate a large and 
complex example motivated by mesoscale storm simulation [6] and  then we will 
discuss the interesting challenges of compiling very high level graphical specifica-
tions into one or more of the languages  listed above. 

There are a host of open problems for research in Grid Programming in general. 
(See [22] for a good overview). In the area of component based systems, there are two 
general models: dataflow based composition (Triana and Ptolemy are good examples 
of this), in which as stream of data is pushed from a source port to a destination port 
and remote procedure call (RPC) based systems like CCA a source invokes a function 
on the remote side and waits for a response. In both cases, the underlying assumption 
is that a source and destination port are both live partners in a data exchange. Work-
flow systems sequence activities and the connection between component services may 
only be a causal dependence. However this is not always the case. Modern web ser-
vices allows us to send a message to one service and ask that the reply be sent to dif-
ferent service. This is possible because most web services operate on a message level 
rather than RPC. However, CCA can be implemented using web services (see 
XCAT3 [23]) and we can build workflows that incorporate both models. 

Most of the tools for Grid workflow assume that the user wants to build the work-
flow as a simple graph of service component. However, this compact graph model is 
not always appropriate. This may be the case when the workflow is simply too large 
and complex to effectively “program” it as a graph. (However, some tools allow one 
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to turn a Graph into a new first-class component or service, which can then be in-
cluded as a node in another graph (a workflow of workflows). This technique allows 
graphs of arbitrary complexity to be constructed). But size complexity is not the only 
problem. It may be the case that the workflow is driven by events that determine its 
structure. It may also be the case that the workflow structure is defined by processes 
that are negotiated at runtime. For example, suppose one component service must be 
replaced by another and that new service requires other new services to be connected 
into the picture. These new services may also require a different organization of the 
upstream components of the workflow. Or, for example, a workflow may be able to 
dynamically optimize its structure when it sees that a component service is not 
needed. While applications of workflows of this complexity may appear to be science 
fiction at the present time, the application of Grids to autonomic systems may require 
this level of intelligence and adaptability.  

Finally, the static graph model may fail as a means to characterize the workflow in 
the case that the graph is implicit as in the case when the workflow is expressed as a 
set of desired outcomes that can be satisfied by a number of different workflow en-
actments. For example, a data query may be satisfied moving a large data set across 
country or it may be cheaper to recreate the data in a local environment. This is a 
simple example of the Griphyn virtual data concept. 

For larger systems, or for workflows of most complex dynamically structured type, 
something that resembles a complete programming language is required. BPEL4WS 
is the leading candidate for a “complete programming language” for workflows. In 
fact, BPEL provides two usage patterns for expressing workflow behaviors. The first 
usage pattern is based on the concept of an abstract process which represents a role, 
such as “buyer” or “seller” in a business process and the “graph” based language to 
describe their interaction. These interactions are defined by partner links and BPEL 
provides the language to describe the public aspects of the protocol used in the inter-
action between these partners. The other usage pattern of BPEL involves the “alge-
braic” language needed to define the logic and state of an executable process in terms 
of web service resources and XML data, and tools to deal with exceptions and fail-
ures. 

There are a number of significant general issues for workflow authoring and en-
actment in Grid systems. Many of these point to general research problems for the 
future.  

One area that has received little attention in the current Grid workflow projects is 
the issue of security. It is dangerous to trust a complex workflow enactment to assure 
that resources are protected. To what extent is a single user’s identity/authority suffi-
cient to authroize a complex workflow enactment that may require a large set of ca-
pabilities to complete a set of distributed tasks?   

Another interesting area of research involves the way in which we can use a work-
flow document as part of the scientific provenance of a computational experiment?  
Under what conditions can we publish a workflow script as a document that can be 
used by others to verify a scientific claim?  If the workflow was triggered by se-
quences of external events, can the monitoring of the workflow capture these events 
well enough so that the enactment can be repeated?  

There are many other interesting questions. Can we build systems that allow work-
flows to automatically do incremental self-optimization? Can we automatically dis-
cover new properties and services of a Grid that enable such self-optimization?  If 
there is time, we will address additional issues in the final presentation.  
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