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Abstract. The mobile, wireless, and self-organizing features of ad hoc 
networks pose many challenges with respect to continuous availability 
and accessibility of data. In such a dynamic environment, there are many 
advantages in replicating a data item so there are multiple copies, includ
ing reduced response times and higher data availability. Also, if done 
efficiently, replication can help reduce energy usage. In this paper, we 
propose the Expanding Ring replication strategy for pull-based informa
tion dissemination environments. One of our primary objectives is the 
development of a lightweight scheme for mobile nodes. We evaluate the 
performance of our scheme with respect to a number of parameters and 
compare it to a system without replication. Our results show a reduction 
in the average response times and the message processing overhead on 
nodes. The scheme also does weil when both, the overall willingness of 
nodes to cache data and their individual caching capabilities vary. 

1 Introduction 

There has been considerable recent interest in the area of information dissemina
tion in a wireless mobile environment. These environments are characterized by 
the presence of an information server that, through a public wireless access point, 
delivers useful information to a population of interested mobile clients. This in
formation can be delivered in two ways: 1) a "push-based" approach where the 
server periodically broadcasts data items and client nodes access this data by 
monitaring the broadcast channel and waiting until the next broadcast of the 
data item, and 2) "pull-based" access methods where mobile nodes query the 
server for data they need. Since both push-based and pull-based systems have 
their own pros and cons, an efficient, integrated push-pull environment may be 
a better solution. Suchsystems have been explored previously [2], [7]. 

Previous work has addressed pieces of the problern but never in the context 
of or for the applications we consider. Research efforts in the past have mainly 
focused on push-based information delivery in a wireless mobile environment. 
The "Broadcast Disks" approach by Acharya et. al. [1], on-line scheduling al
gorithms by Vaidya and Hameed [8], [12], and caching strategies proposed by 
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Hara [9] explore push-based systems in detail. Little work has been donein pull
based mobile environments. Also, the focus has mainly been on the scheduling 
of data items to broadcast in pull-based broadcast systems. Some of the work 
in pull-based systems include Aksoy et. al.'s scheduling algorithm for large scale 
on-demand broadcasting [3], [4], and Karakaya and Ulusoy's [11] scheduling al
gorithm based on an approximate version of the Langest W ait First heuristic. 
Replication schemes for ad hoc networks have been proposed before by Hara 
[10], and Chen and Nahrstedt [6]. However, these schemes are mainly directed 
towards replication within a group of mobile hosts. Replication of the requested 
data items in a pull-based environment has not been significantly explored. 

In this paper, we propose the Expanding Ring replication scheme to replicate 
content in a mobile ad hoc network in the presence of a pull-based information 
delivery environment. It is worthwhile to mention that although our method is 
pull-based, the replication strategy is orthogonal to a system where a server is 
periodically broadcasting content. Hence, our solution can be deployed alongside 
a push-based system. Given the energy constraints in a mobile ad hoc network, 
our focus has been on developing aschemethat reduces the burden on a mobile 
node. Our proposed strategy is elegant and lightweight. The decision to replicate 
data is handled entirely by the server, thus relieving the nodes of this overhead. 
In our scheme, the server replicates in-demand data in a unique fashion that 
increases the likelihood of a node finding the required content within its neigh
borhood. The analysis and simulation results show that our scheme considerably 
reduces the energy spent by nodes in terms of the messages processed. 

The remainder of the paper is organized as follows. In Section 2 we discuss 
the motivation behind our scheme. The system design and the replication strat
egy are discussed in Section 3. We present the simulation results of our scheme 
in Section 4 and concluding remarks and directions for future work in Section 5. 

2 Motivation 

The motivation behind our work is developing a lightweight replication scheme 
for a class of application environments that, we believe, will play a major role 
in the future. These are environments that consist of a server delivering publicly 
accessible and useful information. A few examples of these include: 

- Public Transportation Areas: We are already seeing access points being 
deployed at airports and subway stations that serve information such as up
to-date schedules, last-minuteticket deals, hotel reservations, and car rental 
information. In addition, because travellers spend a significant amount of 
time waiting at such places, headline news updates, entertainment news, or 
similar data may beinhigh demand. 
Large Events: In the future, large sporting events such as the Olympic 
games will see the deployment of access points that deliver information 
such as up-to-date games schedules, real-time scores, medals tally, inter
esting trivia about the games and so on. Visitors carrying mobile devices 
can then request this information from the server. 
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We now present a formal analysis of a scheme with no replication, i.e., where 
each request travels to the server. The motivation for our scheme is the poor 
performance of this system with respect to the overhead on nodes. 

2.1 Analysis of Zero Replication 

In this section, we analyze a purely pull-based system with no replication of 
content in the network. We irrtend to show that such a model is not very effi.cient 
and can be improved by replicating content in the network. We also show that 
even when content is replicated in the network so that a fraction of content 
requests are satisfied by other nodes multiple hops away, there is considerable 
energy overhead on nodes in the network. 

Say n items of data, d1 ,d2 , ... ,dn are being served by the information server. 
Consider a m-node one-hop network that generates M requests, k1, k2 , . .. ,km 
(M = 'L/J'=1 k1) for content di in time period T. Here k1 is the number of 
requests generated by node j for di in timeT. Say the server is an average of H 
hops away from this one-hop network. The requests then have to travel H hops 
to be fulfilled. This implies that an average of 2 * H * M extra messages will be 
processed by the intermediate nodes for all the requests to be satisfied. Thus, 
the energy consumption overhead, Onorep, on intermediate nodes for a single 
data item in terms of the additional messages processed per unit time, per hop 
of requests generated is: 

2x HxM 
Onorep = M Padd = T (1) 

As an example, let H = 3, M = 25 generated by m 6 nodes in the one
hop network, and T = 1 min. Substituting these values in the above equation 
we can see that 150 extra messages are processed in the intermediate hops for 
25 content requests, i.e., 6 times more messages are processed in the network 
for requests generated just 3 hops away from the server. When applied to all 
the requests generated in the entire network for all the data items, we can see 
the large amount of energy consumed (in terms of the messages processed) in 
processing extra messages. 

In the above analysis, we looked at the case where each request travels to 
the central server. This is an extreme option. A better scheme would be where 
some of the requests are satisfied by intermediate nodes rather than the requests 
travelling all the way to the server. Say M' out of M messages are satisfied by 
intermediate nodes and say they take an average of H' hops to find the cached 
data. In such a scenario, 2 * H * ( M-M') messages are processed by intermediate 
nodes for requests going all the way to the server and 2 * H' * M' messages are 
processed by intermediate nodes for all other requests. The energy consumption 
overhead, Opartialrep, now in terms of additional messages processed per unit 
time, per hop is: 

0 . - MP' - 2 X H' X M' + 2 X H X (M- M') 
parttalrep - add - T (2) 
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Substituting the same set of values as before with H' = 1, we see that the nuro
ber of additional messages processed are 90, or almost 4 times the number of 
content requests generated. We can see that even if all the requests did not travel 
to the server, we could still have a significant message processing overhead on 
the intermediate nodes. This can discourage node participation in the network. 

Our goal in this paper is to present our replication strategy, which replicates 
data in a manner such that requests are satisfied within a node's one-hop net
work. This considerably reduces the energy spent by nodes in processing content 
requests and their responses for other nodes. 

3 Expanding Ring Replication Scheme Design 

In this section, we first describe the core for our replication scheme. The data 
accessibility mechanism used to access information in the network is then dis
cussed. Finally, our proposed replication scheme is described in Section 3.3. 

3.1 Data Agent 

Our scheme involves the presence of an agent on each mobile device, called the 
Data Agent. The data agent performs tasks related to the exchange of data 
between mobile devices. These include support for the replication scheme, man
agement of data stored on the device, and resource monitaring to determine 
whether the device can participate in the replication mechanism. We term the 
information delivered by the server as remote data items. The data agent marks 
these items acquired from the server as one of the following two types: Shared 
Remote and Non-shared Remote data items. Shared remote data items are re
mote data items that are made available for sharing with other nodes. The node 
may have acquired these for its own purposes or may hold them as a result of 
replication. A node services requests for any shared remote data items. If the 
node lacks the resources to fulfill requests, the agent marks them as non-shared. 

3.2 Data Accessibility 

In our scheme, each node advertises to its neighbors only the kind of information 
it needs or in which it is interested. These advertisements, called interest adver
tisements, essentially contain a description of the information required. Once an 
interest advertisement is created, it is broadcast to all nodes within a distance 
of one hop. Neighboring nodes do not further broadcast the interest advertise
ment. This is to prevent a flood of broadcast requests in the network as well as 
a potential flood of responses. If any of the neighboring nodes has a copy of the 
requested information, it unicasts the data item back to the advertising node. 
The data agent on the advertising node sets a timeout period referred to as the 
ad response time for the request to be satisfied by its neighbors. If t he request is 
not satisfied within this time period, the node initiates an information request 
to the server with the original version of the requested information. 
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One obvious question that could arise is why the advertisement is not forwarded 
to nodes beyond the one hop neighborhood. The rationale behind this is to re
duce the energy expended by nodes, as well as the network traffic load. Since the 
request is not forwarded beyond the node's neighborhood, considerable energy 
is saved by other nodes in the network since they do not have to expend their 
battery power processing interest advertisements for nodes that may be several 
hops away. For example, consider a network of 3 hops. If each of thesehops has 
about 5 nodes, then an interest advertisement, when forwarded to nodes beyond 
one hop, is processed by 12 nodes. On the other hand, only 6 nodes ( 4 neighbors 
+ 2 additional nodes) will process the advertisement if it is broadcast only within 
the neighborhood and if not found, requested from the server. Also, nodes may 
shy away from responding to advertisements not from their neighbors due to a 
number of reasons such as selfishness, unwillingness to cooperate, or disinterest 
towards requests from non-neighbors. Hence, we do not forward the request by 
broadcasting it multiple hops. This also reduces the amount of network traffic. 

3.3 Expanding Ring Replication Mechanism 

In the previous section we discussed the data accessibility mechanism where the 
node initiates a content request to the server if it does not find a data item within 
its one-hop neighborhood. In our replication scheme, the data server monitors 
demand for each data item and replicates it in the network when demand crosses 
a certain threshold. The data server keeps track of the demand for each data 
item by measuring the frequency of requests for various data items. If n is the 
number of data requests it receives for a data item di in time T, then t he access 
frequency Ii for di is njT. This time period, T, is called the Window Period. If 
fi exceeds a threshold value, Ai, set by the server for di, then the server decides 
to replicate the data on one or more capable nodes in the network. An obvi
ous question here is the accuracy of this method in estimating content access 
frequencies. For example, if a number of mobile hosts request a data item such 
that the item is eventually replicated near them and then do not request it again 
from the server since it is cached nearby, how does the server know whether the 
items are not being requested or are serviced by nearby nodes? We argue that if 
such a situation arises, it would be a success of the replication scheme. Also, if 
requests are not being generated for an item, then the server need not replicate 
such data items as they are either already replicated or are not being requested. 

In the above discussion, we used the t erm capable node. Here, the capability 
of a node is a measure of a node's ability to service requests for the replicat ed 
data items. The data agent on the node computes the capability by applying a ca
pability function. The capability function considers parameters such as available 
memory space, remairring battery power, and processing power[6]. We assume 
that such a function exists and it gives a good measure of the node's ability to 
cache data and service requests. 

Node capability is an issue that has been ignored for the most part by re
search efforts in the past. In this paper, we designate a percentage of the nodes 
initially as capable nodes. Only these nodes have the ability to cache replicated 
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data items and respond to advertisements for the same. Furthermore, in our 
simulations we also vary this set of capable nodes. After each window period, we 
toggle the capabilities of a fraction of the nodes in the network. Thus, some frac
tion of the capable nodes are turned into incapable nodes and an equal number of 
incapable nodes are made capable. This ensures a practical, dynamic simulation 
environment. 

Our replication strategy to some extent resembles the expanding ring mul
ticast query technique that is based on a Time-To-Live (TTL) search. In our 
scheme, the data server maintains a set of hop count values, Si, for each data 
item, di. These hop count values represent the number of hops from the server 
where the data should be replicated. For example, the set of hop count values 
could be: Si = 1, 3, 5, etc. Each time the access frequency for a data item exceeds 
the threshold, the server selects the current set of hop count values for the data 
item. The server then attempts to replicate the data item on capable nodes in 
each of the hops in the set. Upon successfully replicating data, the server sets 
the values in the set, Si, to the alternatehops which will now be: Si = 2, 4, 6, etc. 

The difference between successive hop count values is no less than two hops, 
i.e., data is not replicated on nodes nearer than alternatehops from each other. 
Typically, the transmission range of a wireless access card is around 150 feet 
in an indoors/crowded environment. Thus, if data is cached on a host, devices 
within a 300 feet diameter have access to it. This is the primary reason why the 
server picks alternate hops. The replication scheme is illustrated in Figure 1a. 

To replicate the data in the network, the server probes the nodes h E Shops 
into the network, soliciting their capabilities to replicate the data item. This is 
clone by the server through broadcast of a small probe packet with the current 
set of hops, S, included in the packet. The TTL value of the probe packet is set 
to the maximum of the hop numbers in the current set, i.e., TTL = max(h1), 

where ht E S. To reduce the broadcast traffic generated, the server does not 
broadcast a separate probe packet for every data item. Meta-data information 
about multiple data items is included in a single probe packet. Intermediate 
nodes decrease the TTL value by one and further broadcast the packet. This is 
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depicted in Figure 1b. Since the probe packet is broadcast by the server and the 
nodes, the possibility of duplicate probes reaching a node arises. We detect du
plicate probe packets using sequence numbers and ignore them. When the probe 
packet reaches a host h E S hops away, the data agent on the host computes the 
capability of the mobile device to replicate a data item. If the device is capa
ble, the data agent replies back to the server, sending a probe acknowledgement 
packet. The probe acknowledgement packet contains the list of items the node is 
interested in or has the memory space to cache. The server then directly unicasts 
the data items to the hosts from which it receives a probe acknowledgement as 
shown in Figure 1b. The data agent on the mobile host then marks the data 
item as shared replicated and services any requests for the data item. 

3.4 Formal Analysis 

Consider the same parameters used in Section 2.1. For content to be available 
to the nodes in the one-hop network, it has to be replicated by the server on 
at least one of the nodes in the one-hop network. To replicate the content, the 
server probes nodes h hops away soliciting their capabilities. The capable nodes 
then reply back to the server indicating their interests of data items to cache. 
The server then directly sends the data items to the capable nodes. Since the 
one-hop network under consideration is an average H hops away from the server, 
the number of probe messages processed by intermediate nodes will be H * m 
in the worst case, i.e. , if each of the m nodes in the one-hop network receives a 
probe packet on a different route. In the best case, all the nodes in t he one-hop 
network may receive the probe packet on the same route; the number of messages 
processed by intermediate nodes in that case will be only H. In our analysis, 
we consider the worst case to demonstrate the effectiveness of the scheme. Say 
1/p of the nodes are capable of caching the replicated data. The number of 
messages then processed by intermediate nodes to transmit replies to the server 
and content from the server will be 2 x 1/p x m x H in the worst case. The 
number of additional messages then processed by intermediate nodes per unit 
time, per one-hop network, is 

M P" _ H x m + 2 x 1/p x m x H 
add- T (3) 

As before, let H = 3 hops and m = 6 nodes. Let the percentage of capable nodes 
be 50%, i.e., 1/p = 1/2. We then have MP~~d = 36 messages by intermediate 
nodes in the network. This is the overhead that t he replication scheme has on 
intermediate nodes in the worst case. As we see, this is only one fifth of the 
overhead of the pure pull-based replication-less model and close to one third of 
the overhead of the improved replication model. We can imagine that this value 
would be considerably smaller in a better case where each node does not receive 
a probe packet on a different route, i.e., where some of the routes overlap. 

Let r be the rate of replication, i.e., the number of times the server picks 
a set of hops h1 , h2 , . •. , hz for replication in time T. The general equation for 
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the overhead imposed by our scheme per unit time in terms of the messages 
processed by network nodes is, 

Mp" _ 2:~:i m x (hi + 2 x hi x 1/p) 
add- r X T (4) 

Note here that the index, i, increments in steps of 2. We can see from the above 
equation that the scheme is independent of the demand for the data item, i.e., 
the number of content requests generated in each hop of the network. Although 
the scheme depends on the number of nodes per hop of the network, we argue 
that the scheme will work better even in case of high-density networks. This is 
because in a high density network, the number of content requests generated will 
also be high and this will impact t he performance of schemes that depend on 
requests going to the server or being forwarded on multiple hops in the network. 

Our simulation results, which we now discuss, show that such a strategy 
efficiently replicates data in the network by gradually replicating the data in the 
network as the demand for data increases. 

4 Evaluation 

4.1 Simulation Model 

We use the GloMoSim discrete event simulator to evaluate the performance of 
our proposed scheme. Our simulation environment is shown in Table 1, which 
shows a listing of the simulation parameters, the range of values t ested, and the 
nominal value for each parameter when not varied. To model data requests by 
mobile hosts, each node throughout the simulation period generates random re
quests for data items with a random delay between any two subsequent requests. 
The random delay is the Inter-request time shown in Table 1. The server eval
uates the access frequency for each data item once in every Window Period. In 
our simulations we model data requests as an approximate Zipf distribution [5]. 
We have three categories of data items: highly popular data items, moderately 
popular, and less popular data items. The probability of arequest for a data item 
depends on the category to which it belongs and therefore to its popularity. All 
categories have an equal number of data items and the probability of occurrence 
of a data item within a category is uniformly random. We also vary the cache 
size of each node in the simulations to model the capability of a node. The cache 
size i.e., the number of replicated data items a node can hold, is modelled in 
terms of a fraction of the total number of items that the server delivers. In our 
simulations, we also vary the total number of nodes in the network that are 
capable of participating in the replication mechanism from a low 25% to a high 
of 75% of the total number of nodes. 

4.2 R esponse Time Simulation Results 

We first examine the effect of the number of nodes in the network on the data 
request response time. The Response Time, Rt, is measured as the time delay 
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Table 1. Simulation parameters and values 

!Parameter I Range of values simulated I Nominal value 

Network area 500mx500m, lOOOmxlOOOm, 1000mxl OOOm 
1500mx1500m 

Simulation time 1200s - 1800s 1800s 
Mobility model - Random waypoint 
Mobility 0-10mjs, 30s pause time 0-5m/ s, 30s pause time 
Nurober of Nodes 10-100 60 
Percentage of capable nodes 25-75% 50% 
Nurober of data items 10-50 15 
Cache Size 10%-100% of total items 30% of total items 
Inter-request time - 20-40s 
Ad-response time - 100ms 
Window period - 60s 
Nurober of Seed values - 5 

experienced by a node to receive a data item from the time it issues an interest 
advertisement. Thus, Rt = Tdata_received- Tinterestad_broadcast· 

The average of the response times of all requests made within the simulation 
period is plotted agairrst the number of nodes in the network. The graph of the 
simulation results is shown in Figure 2. From Figure 2 we can see that when 
there is no data replication, the average response time increases as the number 
of nodes in the network increases. This is because the increased number of data 
requests results in Ionger response times at the server. In our scheme, for a 
small number of nodes in the network, the average response time is higher than 
without replication. This is because of two reasons: (1) there are not sufficient 
nodes in the network to replicate data, and (2) the node density is very low 
and hence the probability of a node finding content within its neighborhood is 
greatly reduced. Since the node initially does a local one hop broadcast to search 
for content in its neighborhood but does not find it, this additional time results 
in higher average response times for fewer nodes. However, as the number of 
nodes in the network increase, we see that the average response times decrease 
appropriately. Due to a higher number of nodes in the network, the number of 
content requests rises. This results in the access frequency crossing the threshold 
at the server more often. The server then frequently attempts to replicate data 
in the network. As the number of data item copies increases in the network, 
more requests are satisfied within one hop of a node's range resulting in shorter 
response times. 

4.3 Message Processing Overhead Simulation Results 

In this section we evaluate the performance of our scheme with respect to the 
overhead it imposes on nodes in the network. We measure this overhead in terms 
of the number of extra messages processed by the nodes, as explained earlier in 
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the formal analysis of the scheme. We vary the number of nodes in the network 
and measure the additional messages processed in each case. This also gives us 
an indication of the scalability of our scheme with respect to the population of 
hosts in the network. The graph depicting this is shown in Figure 3. 

We can see from the graph that without replication, there is a steep linear 
rise in the number of messages processed as the network gets more dense. In our 
scheme, although there is a rise in the overhead, there is a significant difference 
between the extra messages processed in our scheme and one without replication. 
From the graph we can see that even in a dense network of 100 nodes, the number 
of additional messages processed in our scheme is on the order of 11,000 whereas 
without replication, the number is on the order of 19, 000 messages. Thus there 
is a considerable decrease in the overall energy usage in terms of the additional 
messages processed in the network with our scheme. 

4.4 Capable Node Percentage Simulation Results 

We now evaluate the performance of our scheme when the actual number of 
capable devices can vary. To test this aspect, in each simulation run, only a 
percentage of the total number of nodes are capable. Therefore, when the server 
probes nodes h hops away, only some of the nodes respond to the probe packet. 
We evaluate this aspect with respect to the one-hop hit percentage, i.e., the 
fraction of the total number of times that a requested data item is found in a 
node's neighborhood or is present in the node's cache as a result of replication. 
The results of the simulation are shown in Figure 4. 

It is clear from the graph that as the percentage of nodes capable and willing 
to cache data items increases, the hit ratio increases significantly. Also, as the 
number of nodes in the network increases, the one-hop hit ratio increases. From 
the graph we can also see that beyond a point (50% nodes capable), the increase 
in the one-hop hit ratio is not as rapid. This is because even if a higher number 
of nodes are capable of caching the data, only one of a nodes' neighbors needs 
to cache the data item for a node requesting a data item to find it within its 
neighborhood. Thus, we argue that the scheme will work well even if less than 
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100% of nodes in the network are capable of participating in the replication 
scheme. 

4.5 Cache Size Simulation Results 

Since a mobile device in general has less memory, we evaluate the effect of the 
cache size on the one-hop hit ratio. We vary the number of data items that a node 
is capable of caching in its shared replicated segment in terms of the percentage 
of the total number of data items offered by the server. The graph depicting the 
simulation result for one-hop hit percentage is shown in Figure 5. We can see 
that initially as t he cache size increases, the one-hop hit ratio increases as more 
data items can be cached on a node and hence a greater number of requests are 
satisfied within a node's neighborhood. However, increasing the cache size be
yond a point does not make a significant difference in the hit percentage because 
it then depends on the data items requested, i.e., the data request distribution 
pattern. Since the popular data items may have been already cached on one or 
more neighboring nodes, even if the cache size is increased, no major improve
ment is noticed. Hence, our scheme does not require an excessively large cache 
size. It depends on the cache size only to an extent where some nodes in each 
neighborhood can, in a combined manner, cache a few data items. The server 
replicates data items on these nodes based on their demand such that requests 
are satisfied within the one-hop neighborhood of a node. Also, since the server 
replicates a data item on multiple capable nodes in a hop, the caching capacity 
of a single node does not significantly affect the scheme. 

5 Conclusions and Future Work 

In this paper, we have proposed a lightweight replication mechanism for ad hoc 
networks by utilizing the communication channel in a pull based information 
delivery system. Since connectivity can be intermittent in such an environment, 
a node's best source for the data it needs may indeed be the nodes in its neigh
borhood. Thus, a mechanism that replicates data in a manner such that the 
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likelihood of finding data within the neighborhood is high, can effectively reduce 
the response time as well as the network traffic generated due to data requests. 

The simulation results show that our scheme performs well in a variety of 
scenarios. Ta summarize, the features of our replication scheme are, 1) it is scal
able with respect to the number of nodes in the network, 2) it is lightweight 
in terms of message processing overhead for the mobile device, 3) it does not 
depend excessively on the percentage of capable mobile devices in the network, 
and 4) it does not depend on a singlemobile device's cache size to a large extent. 

In our scheme we assume that if a node has the resources to cache a data 
item and service requests for it, then the node behaves as a cooperative member 
in the network. This unfortunately may not be true in a real ad hoc network 
setting. Hence, if an incentive scheme can be added to the system so that a node 
is encouraged to cache data items and share them with others, the effectiveness 
of the replication scheme can be greatly increased. 
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