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Abstract. In this paper we present a method for extracting relevant
words from a document taking into account linguistic information. Form
a set of words manually labelled as relevant or not and with the aid of a
Machine Learning algorithm, we build a classifier which is able to decide
which words from a unseen document must be regarded as relevant. This
system is compared with some classical methods (based just on statistical
information).

1 Introduction and Previous Work

One of the main processes in Information Retrieval (IR) and Text Categorisa-
tion (TC) is that of transforming documents into a form suitable for automatic
processing. The most used representation consists of identifying each document
with a vector whose components measure the importance of the different words.
This representation is known as bag of words (see [1]). It is interesting to study
methods for the removal of non-informative features. This paper explores the
use of linguistic knowledge in this process.

A widely adopted approach to feature reduction consists of ordering the
words according to a measure of their relevance and selecting those with the
highest score. For instance, one can count the total number of appearances (tf)
of each word in the corpus and then keep only the most frequent words. The
dispersion of the word in the corpus can also be considered with tfxidf defined
by tfxidf = tf log( N

df ) where N is the total number of documents and df is the
number of different documents in which the word appears. If the corpus is a set
of categorised documents the distribution of a word over the different categories
can be considered. This is the case of information gain (IG) [2].

All these approaches have in common the use of mainly statistical informa-
tion. However, including the syntactic and grammatical function of the words
and the location in which they appear, may help to successfully determine the
importance of the words in the documents. Some authors [3,4] do use some lexical
information, but usually only a quite restricted one.
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2 The System and the Experiments

Our system builds a binary classifier to decide whether a word can be regarded as
a descriptive term for a certain document or not. This inductive process starts
from a set of attributes of a set of words that have been previously classified
either as descriptive or not. In this work we use two Machine Learning (ML)
systems to perform this task: Arni-rules [5] and C4.5-rules [6].

Each word is represented by a set of attributes which provide linguistic in-
formation of such word in the context of each document under study. Linguistic
information is divided into POS-tagging information, representing the lex-
ical functions that a word can play in a document (obtained with Eric Brill’s
tagger [7]); and term location, including information about the position of the
word in the document (the word appears in the title, at the beginning of the
document,...). The values of these attributes can be boolean or numerical. The
influence of word frequency (tf ) is also taken into account.

The attributes of a word in the different documents need to be aggregated.
We have adopted two different methods to perform this task. The first one
consists of adding the values of the attributes. We will call tf-agg this type of
aggregation. The second one involves performing the tf-agg and then multiplying
it by log( N

df ). This kind of aggregation will be called tfxidf-agg.
The experiments have been conducted with two corpora: Reuters-21578,

which contains short news related to economy published by Reuters during 1987;
and Ohsumed.91, which covers all references from 270 medical journals of 1991.
We have used all the documents of the categories Alum and Cocoa from Reuters-
21578 and 60 documents of the category C06 from Ohsumed.91.

3 Results

To quantify the performance we use precision and recall. Precision (P ) is the
percentage of words classified as descriptive which really are, and recall (R) is
the percentage of descriptive terms recognized by the system. They are combined
by means of F1 (cf. [8]) defined by F1 = 1

1
2P + 1

2R

. The experiments are performed
using stratified cross validation with 10 folds and 5 repetitions.

In Tables 1, 2 and 3 we present the averaged F1 obtained in the experi-
ments. Results both without stemming (WS) and with stemming (S) according
to Porter [9] are reported. We denote POS-tagging attributes by “L”, boolean
term location attributes by “B” and numeric term location attributes by “N”.

The general trends in the three categories and with both systems are similar.
First of all, it is clear, with few exceptions, that the use of stemming results
in an improvement. On the other hand, the tfxidf-agg shows, in general, better
results than the tf one. The combination of POS-tagging and term location
seems to improve the performance in many cases, while the inclusion of tf has
little impact (in many cases the result is exactly the same). In addition, although
the results of Cocoa, Alum and C06 follow the same trend, the F1 of the first
two is remarkably lower, possibly due to an overfitting problem.
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Table 1. Resulting F1 (in %) in Alum

Arni-rules C4.5-rules
Attributes tf -agg. tfxidf -agg. tf -agg. tfxidf -agg.

WS S WS S WS S WS S
L 40.16 42.40 43.40 44.83 44.87 34.27 43.83 50.34

L+Tf 40.16 45.54 43.40 47.51 44.87 32.49 43.83 49.54
L+B 34.72 41.33 35.33 39.94 41.22 46.01 38.36 51.23

L+B+Tf 34.72 42.65 35.33 40.87 41.61 44.29 39.19 49.85
L+N 39.20 42.74 40.55 38.70 39.85 40.82 37.10 45.94

L+N+Tf 39.20 43.54 40.55 40.08 39.78 38.91 37.11 44.99

Table 2. Resulting F1 (in %) in Cocoa

Arni-rules C4.5-rules
Attributes tf -agg. tfxidf -agg. tf -agg. tfxidf -agg.

WS S WS S WS S WS S
L 16.67 23.82 18.00 21.14 13.10 15.33 24.94 19.17

L+Tf 13.79 23.11 14.97 22.75 13.31 16.40 24.46 16.20
L+B 20.93 23.36 27.74 27.46 26.42 27.86 30.14 28.57

L+B+Tf 20.69 22.48 26.15 28.39 26.27 19.07 28.72 27.27
L+N 21.32 27.60 25.25 26.98 11.63 23.81 22.42 22.38

L+N+Tf 21.88 26.65 25.71 26.60 12.77 17.96 21.92 19.81

The proposed method is compared with 3 measures of word relevance: tf ,
tfxidf and IG. Using them, we rank the words and calculate the resulting F1
when the words with highest values are considered as descriptive terms. The
results are presented in Table 4, where the filtering level indicates the percentage
of words that are supposed to be non-informative. The filtering level obtained
with our system ranges from 75% to 90% in Alum, from 90% to 98% in Cocoa
and from 70% to 88% in C06, so only the corresponding levels are presented.

If we use both POS-tagging and term location data, stemming is performed,
the aggregation is tfxidf-agg and the ML system is C4.5-rules, then the perfor-
mance of the system is better than that of the traditional measures at all the com-
parable filtering levels. Namely, we obtain F1 = 51.31% (filtering level of 75.39%)
in Alum, F1 = 28.57% (filtering level of 93.01%) in Cocoa and F1 = 56.97% (fil-
tering level of 77.47%) in C06. For other choices of parameters the results are
also better than those of the traditional measures for most filtering levels.

4 Concluding Remarks and Future Work

We have presented a system for the extraction of informative words from a docu-
ment which takes into account POS-tagging, term location and statistical infor-
mation. When comparing the results obtained by traditional filtering measures
with those got with a good selection of parameters in our system we find that
our method performs better. Additionally, with this system it is not necessary
to select the filtering level since it is automatically obtained.

However, some overfitting problems must be solved. Hence it is necessary to
study which is the most appropriate number of examples. As an extension of this
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Table 3. Resulting F1 (in %) in C06

Attributes tf -agg. tfxidf -agg. tf -agg. tfxidf -agg.
Arni-rules C4.5-rules

WS S WS S WS S WS S
L 48.57 48.05 41.97 54.35 34.64 47.83 51.65 59.96

L+Tf 48.81 48.91 42.31 53.99 34.64 51.38 51.62 59.22
L+B 48.57 53.46 50.10 54.57 49.27 55.47 49.45 56.97

L+B+Tf 48.57 53.60 49.99 55.01 49.02 54.29 49.84 57.49
L+N 54.08 58.32 53.60 59.30 57.14 60.57 57.34 62.19

L+N+Tf 54.60 58.73 54.16 58.76 57.14 61.14 57.24 62.62

Table 4. F1 (in %) of tf , tfxidf and IG

Category Filtering Level tf tfxidf IG
Alum 75% 41.28 44.04 32.99

80% 39.29 39.29 32.65
85% 35.53 36.68 32.66
90% 33.44 33.44 28.20

Cocoa 90% 22.29 24.80 19.10
95% 21.20 20.60 16.00

C06 70% 40.21 53.12 33.80
75% 45.78 48.19 30.45
80% 39.86 44.90 27.85
85% 32.98 39.63 24.20
90% 25.93 31.89 18.78

work, we are also interested in studying the impact of considering syntactical
information of the words. We would also like to check whether extracting words
with the system proposed improves the overall performance of TC.
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