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Abstract. With the increase of digital media databases, the need for
methods that can allow the user to efficiently peruse them has risen dra-
matically. This paper studies how to explore image datasets more effi-
ciently in online content-based image retrieval (CBIR). We present a new
approach for exploratory CBIR that is dynamic, robust and gives a good
coverage of the search space, while maintaining a high retrieval precision.
Our method uses deep similarity-based learning to find a new represen-
tation of the image space. With this metric, it finds the central point of
interest and clusters its local region to present the user with represen-
tative images within the vicinity of their target search. This clustering
provides a more varied training set for the next iteration, allowing the
location of relevant features faster. Additionally, relearning a representa-
tion of the user’s search interest in each round enables the system to find
other non-local regions of interest in the search space, thus preventing
the user from getting stuck in a context trap. We test our method in a
simulated online setting, taking into consideration the accuracy, coverage
and flexibility of adapting to changes in the user’s interest.

Keywords: Content based image retrieval (CBIR) · Deep neural net-
works · Vector space models · Interactive information retrieval ·
Exploratory search

1 Introduction

Actively learning the user’s search target is an important aspect of content-based
image retrieval techniques (CBIR) [11]. Traditionally, image retrieval techniques
were dependent on meta-data or otherwise restrictive features, which limited
the possible directions of search. In recent years, there has been an interest in
developing methods that dynamically react to changes in the semantic target
search of the user. A related issue is system responsiveness both in terms of
processing time and the amount of user feedback required for the system to
converge to the user’s search target.

There are many scenarios which would benefit from a highly dynamic and
fast image retrieval systems, which can adjust to changes in what the user’s
ideal target image is. For example, an artist or journalist browsing stock photos.
They might be looking for an image with a particular mood, which cannot be
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easily captured with tags, and they will only know they have found the right
images once they see it. This would require the system to be able to learn
specific features from the data throughout a given search session even though
they may not have been in the original training set. Another case could be a
doctor searching through a medical image database for images similar to an
image of their patients condition.

In each scenario, the system has to be responsive and answer to the needs
of the user immediately, providing relevant search results after a few training
examples [32]. Furthermore, the user might not be sure what they are looking
for at the beginning of the search session, but are refining their target as they see
more images from a given dataset. Covering the various types of images present
in a given dataset in a fair manner is important to avoid the context trap [17],
where the user “gets stuck” in a single location in the search space. Sometimes
the user may simply wish to browse the contents of the database, knowing their
target only once they see it.

With these challenges in mind, we introduce a framework for exploratory
CBIR that tackles all the above challenges. Our system flexibly relearns the
relevant features from a simple binary feedback within a few search iterations,
while balancing a good coverage of the database and maintaining high accuracy.
Furthermore, the suggested framework allows the user to peruse images from
unannotated databases. We also propose a metric to measure the coverage of
the search space suitable for datasets of any size.

Our architecture utilizes pre-extracted features from deep neural networks,
on top of which we learn a new distance representation of the images based
on the user’s relevance feedback. For the distance measure, we use the Siamese
architecture, which was originally used for face verification [5]. The method then
uses these distances to find interesting regions in the data set, identifying an
efficient ranking for each image to help the user to learn what is available. These
regions are found by clustering the images in the new representation and then
choosing central images from each cluster to represent all the images in a given
region. When the user chooses an image from one of these regions, the search
may proceed faster towards the images most relevant to the task at hand.

2 Related Work

The first CBIR experiments date back to 1992 [16]. Since then, a variety of fea-
ture descriptors or local representations have been used for image representation,
such as color, edge, texture and GIST [21], as well as local feature representa-
tions, such as the bag-of-words models [31] in conjunction with local feature
descriptors (e.g. SIFT [20]). However, using such low-level feature representa-
tion may not be always optimal for more complex image retrieval tasks due
to the semantic gap between such features and high-level human perception.
Hence, in recent years there has been an increased interest in developing simi-
larity measures specifically for such low-level feature image representation [3] as
well as enhancing the feature representation in distance metric learning [28].
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Over the past decade deep neural networks have been successfully utilized in
CBIR tasks, bringing strong feature representations to the field [22]. For example,
learning deep hierarchies that formulate short binary codes for image data sets
that allow fast retrieval was considered on two occasions: by using autoencoders
to automatically formulate a structure for the data [19], or creating hash codes
based on deep semantic ranking [33]. While both methods are fast, neither is
flexible enough to learn the image target based on the small amount of user’s
relevance feedback. Wan et al. [28] is the first study to apply deep learning to
learn a similarity measure between images in a CBIR setting. The method relies
on metric learning methods to learn the similarity between images. Their initial
results show a potential for using deep similarity measures in image retrieval
tasks.

Unfortunately, no consideration was given to the time requirements of the
learning task, which is an important aspect of online interactive retrieval sys-
tems. A comprehensive case-study of deep learning in CBIR was conducted in
2014 [29]. Many state-of-the-art techniques were utilized in four different image
retrieval tasks, showing the usability of convolutional networks in CBIR. These
methodologies are similar to our baseline setups, utilizing similar feature repre-
sentations and ranking principles.

Exploratory search for image retrieval is a field of research that has seen more
activity in recent years [8,10,12–14,18,27]. There are a number of approaches
comparable to our work. AIDE [6] is a framework for generic information retrieval
settings in metric environments, which is also applicable for image retrieval. The
method employs several exploration phases for even sampling of the search space,
giving a good overview of the present items. In iconic images [1] a framework
was proposed that shows clusters of images to the user. This setup finds images
that represent existing categories in the search space by finding most salient and
complete examples of possible targets. In [2] a kernel based method was suggested
for image set exploration, which allowed users to utilize image representation,
summarization and visualization. Although relevant to our work, their method
focused solely on browsing the system. CLUE [4] is a framework for CBIR that
utilizes graph-theoretic clustering to find similarities between images, providing
a good comparison for images.

Previous work focused mainly on non-exploratory methodologies, which work
best in simple look-up scenarios, or exploratory methodologies that use existing
or rigid structures to measure the search space. The aim of our work is to create
an exploratory CBIR system, which requires little preprocessing to start with,
and is not constrained by predefined structures. Instead, it learns the user’s
interests dynamically during the search. Due to this, we assess the quality of
exploration by comparing jointly both the precision and the coverage of the
retrieved images. This ensures that the user does not only find a local cluster
of good images within the search space, but also obtains a more comprehensive
view of the search space.



Dynamic Exploratory Search in Content-Based Image Retrieval 541

3 System Overview

Our system assists the user in finding relevant images from databases that have
minimal preprocessing done to them before hand. The user may feed an example
image into the system at the beginning of the search to speed the process of
finding relevant images. Next, at each search iteration the user is presented with
k images and they indicate the relevant ones for their search. The remaining
images in the set of k images that did not receive any feedback are treated as
irrelevant. Based on this feedback, all the images in a dataset are re-ranked,
providing a more refined representation on what is relevant for the user. The
system aims to identify the subspace from the dataset that is relevant for the
user in as few iterations as possible. We do this by exploring regions near the
images already tagged as relevant.

3.1 Feature Extraction

In order to obtain a good base representation, we use features extracted with
OverFeat [26] and relearn the last fully connected layers as the target represen-
tation. OverFeat is a publicly available convolutional neural network, trained
with the ILSVRC13 data set [24], on which it achieved an error rate of 14.2%.
ILVSRC13 contains 1000 object classes from a total of 1.2 million images. Over-
Feat has been shown to be successful in various image recognition tasks from
fine-grained classification to generic visual instance recognition tasks [23]. The
selected features were a set of hidden nodes as the fully connected graph begins
from layer 7 (19 within the architecture), totalling 4096 features. The images
were shrunk and then cropped from all sides to produce images of equal size of
231 × 231 pixels.

3.2 Siamese Architecture

Our system employs the Siamese architecture [5], which is used to learn a simi-
larity metric between images. This is done by maximizing the pair-wise distance
of dissimilar images, and minimizing the same for similar images. The resulting
representation maps images into a euclidean space where images from one class
are grouped together, while being separated from images from other classes.
We employ user relevance feedback to divide the presented images into the two
classes, i.e. images with positive feedback (relevant class) and images with neg-
ative feedback (non-relevant class).

Siamese architecture D consists of two networks, both of which take as input
an image X1 and X2, respectively. The networks share their weights W , which
are trained to learn a location in the new metric representation. The system uses
a contrastive loss function:

L(W,Y,X1,X2) = (1 − Y )
1
2
(DW )2 + Y

1
2
{max(0,m − DW )}2,

where Y = 1 if the two images are from the same class, and Y = 0 if they
are from different classes, DW is the network’s predicted distance between X1
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Fig. 1. The Siamese architecture and the image feature preprocessing step. The online
component accepts two feature vectors, one per image, and user feedback as the label.

and X2 given W , and m is a margin we wish to keep between different classes of
images. This metric aims to maximize the intra-class similarity, in the case where
X1 and X2 belong to the same class, and to minimize the inter-class similarity
if they belong to different classes.

The Siamese architecture (Right side in Fig. 1) is able to find a new repre-
sentation in the feature space that helps to distinguish between different aspects
of the image, making it an ideal choice for our application. An important aspect
of this architecture is that it generates a distance metric, which may be used to
rank or generate relevance scores for all the images in a dataset.

3.3 Exploratory Search

As the Siamese neural network produces a metric representation for the images,
our exploratory methodologies are able to separate data points spatially into
regions of interest. The exploratory methodologies we present here affect two
variables in the framework: first, what the primary point of interest in the search
space is, and second, how to explore the region around this point. For our primary
location, we evaluate a focal point that is far from irrelevant images and close to
the center of the cluster of relevant images. From here we explore nearby groups
of images to find images that cover as large a portion of images as possible.

Central target γ is the starting point of the exploration in our method. It is
chosen to be the center of the cluster of images rated as relevant, which should
be close to the highest estimated relevance according to the Siamese network.
This point is found by minimizing the distance for each positively ranked image
x+ ∈ X, while maximizing the distance to all the negatively ranked images
x− ∈ X. Central target is thus selected by the following function:

γ = argmin
(
Σ(‖x, x+‖) + Σ(C − ‖x, x−‖) | x ∈ X

)
,

where x is an image that may or may not have yet been ranked, ‖x, x+‖ is
the distance measure between x and x+, and C is a suitably selected constant.
The purpose of the constant is to work as the exploratory term – moving more
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aggressively away from the edges of positive clusters allows the method to find
the center of each relevant region faster.

After the central target has been located, we define the local region as the
nearest n images. This neighbourhood is then clustered to locate images that
describe the content best. Defining a range parameter such as this one allows our
method to utilize the relearned metric to increase the relevance. The parameter
may be chosen as a proportion of the total size of the dataset balanced with the
processing capabilities of the whole system.

In our system we used DBScan [7] for clustering as it generates clusters based
on the form of the data itself, creating as many clusters as there are concentrated
regions. This phase handles the exploratory phase of the search. As DBScan does
not generate centroids, we use the image closest to the center as the centroid.
This image is presented to the user if there are enough exploratory slots left.
Depending on the precision rate of the previous iteration, we explore more or
fewer items close to these centroids. If the previous iteration resulted in only
relevant images, no exploration is done but rather the primary central region is
exploited until it is exhausted. If, on the other hand, the precision is low, we
look for more images from the nearby clusters.

Our algorithm moves around the image space due to the changes the neural
net imposes on the representation. It reconfigures the center of interest at each
iteration, assuming that interesting images were successfully separated from the
rest.

4 Experiments

We conducted two sets of experiments with three different datasets to evalu-
ate the applicability of the proposed systems in interactive CBIR. For this, we
identified the following aspects of the system’s performance to be crucial. The
system needs to work with relatively few training examples, i.e. at each search
iteration, the user is presented with only a small number of images and often
provides feedback only to a subset of these. The retrieval system needs to be
able to “learn” what the user is looking for based on this limited feedback. The
search target may be something very concrete, e.g. “red rose”, or very abstract,
e.g. “happiness”, and the system needs to support all types of searches with
varying degree of abstractness. Furthermore, the training time has to be very
short for the system to be interactive from the user’s perspective.

We first test the overall precision and running time of our method. In the
second part of our experiments, we test how well our method compares with
other algorithms in a simulated setting, measuring both cumulative precision
and the coverage of the search space as the user gives more feedback.

4.1 Experimental Setup

In our experiments we used three different datasets (Fig. 2), where the class
labels represent the targets of the search. The first dataset consisted of 1096
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Fig. 2. Sample images from the datasets used in our experiments.

images from the MIRFlickr dataset [15], which contains images of various mam-
mals, birds, insects and vehicles. The original labels were combined into larger
classes, e.g. images of hens, finches and parrots were labeled as ’birds’. The aim
of this dataset is to show that our method is able to transfer learn an abstract,
combinatorial concept, that the original features were not meant for. Here the
features for example, for hens and parrots are distinct, and no semantic rela-
tion has been separately taught to the original feature representation – the new
representation has to be able to learn it.

The next dataset was our own collection of 294 images of 6 different dog
breeds, of which only four are included in the OverFeat’s classification list. This
dataset allows us to test whether the model is able to transfer learn the target
in the presence of semantically related images, some of which are not included
in original scope of features used for training.

Lastly, we used a classical dataset to test how well the method scales to
larger datasets: 100 classes from the ILSVRC2013 dataset [24], totalling 128894
images.

We tested our method against three other CBIR setups that work in com-
parable settings. Each of them is based on similarity measures and assists the
user in exploring a given dataset. First, Rocchio’s algorithm [25], which is a
widely used ranking method for vector space settings. It finds a vector from
around which documents are shown to the user. The relevance score given to
the method directs this vector towards a space with more related documents.
We also paired Rocchio’s algorithm with a classical exploratory method from
multi-armed bandit literature: ε-greedy exploration [30]. Here, a certain number
of actions are randomized to avoid policy stagnation. More precisely, the esti-
mated optimal action is taken with a chance 1 − ε, and a random choice with
chance ε. The initial ε was set to 0.5, which was annealed linearly to 0 after 10
simulation iterations with steps of 0.05. Finally, AIDE [6] is a recent exploratory
framework for information retrieval that attempts to provide a good coverage of
the whole dataset. It partitions the search space into subspaces, from where it
attempts to find all the relevant regions by presenting to the user samples from
each of them. We conducted one initial test for our system with small training
set sizes ranging from 10 up to 150 presented images. This is the average number
of images in a typical CBIR search session [9], when the user is presented with
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10 images in a single iteration. We measured the precision and running time of
our method, with results presented in Tables 1 and 2.

Next, we conducted exploratory tests for all the methodologies outlined
above. In this setup we simulated an image retrieval task, where the system
presents 10 images to the simulated user over 20 iterations, yielding a total of
200 images. In the simulations, the user feedback is 1 for images with a relevant
label and 0 for the remaining images in the presented set. The search starts with
a random selection of 9 irrelevant images, plus one relevant image “chosen by the
user” – this setting allows us to ensure that all the simulation experiments have
a comparable starting point. For the ILSVRC2013 dataset we sampled evenly
20000 images for the testing for each simulation due to space and time con-
straints set by some of the baseline methodologies. This setting allowed us to
test if our system scales well early in the search task, reaching good enough per-
formance in precision and running speed. All the reported results are averaged
over 5 training runs for each of the existing classes in the datasets.

To test the quality of exploration, we measured the precision of the retrieved
images as well as the coverage of the search space. We measured coverage C
as the average of distances between all retrieved items compared to the dataset
size:

C =
∑

i,j

(‖xs
i , x

s
j‖/maxDist(X)/ | xs | )

,

where xs is the set of retrieved images, | xs | its size, ‖xs
i , x

s
j‖ is the distance

between i:th and j:th member in the set averaged over the number of retrieved
images. The term maxDist(X) is the maximum distance between two points
within the dataset, scaling the sum to be between 0 and 1. The greater the
average sum of these distances, the further apart the data points are in the
similarity space, and thus the larger the view over the data set is.

4.2 Experimental Results

The initial precision results are shown in Table 1. As can be seen, our system
is able to retrieve relevant images with high accuracy even within the first few
iterations. As the training set is increased to 150 images, the precisions become
comparable to modern ranking methodologies.

Table 1. Average precision with the three datasets.

Initial test: Precision

Data set/#Images 10 50 100 150

ILSVRC2013 0.709 0.810 0.835 0.846

Dogs 0.691 0.921 0.953 0.958

MIRFlickr 0.482 0.611 0.690 0.722
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Table 2. Training time in seconds for the three datasets as well as sizes of the training
datasets.

Initial test: Time taken (s)

Data set/#Images 10 50 100 150

ILSVRC2013 2.911 3.042 3.208 3.315

Dogs 2.861 2.903 3.181 3.302

MIRFlickr 2.872 2.997 3.196 3.414

In Table 2 we show the average training time for each training set size. For
each dataset, the average duration for each search iteration is below 4 s. This
makes the system interactive from the usability perspective, and grows linearly
even as the number of the training data points grows larger.

In the second set of experiments we look at the performance of the various
exploratory methods (Fig. 3). We report the cumulative precision until a given
point with the previous iterations acting as the context for the user throughout
the search session.

Our centroid-based method gains clear advantage after approximately 5 iter-
ations as the system learns the target representation. Due to the small number
of images present in the dog dataset, the curves for this dataset turn downwards
for most methods as the search progresses as all the relevant images have been
exhausted early on in the search. Still, our method finds the relevant images
sooner and finds a larger portion of them at the end of the search. For the MIR-
Flickr dataset, we can see how Rocchio’s exploits an early local cluster of good
images but fails later on in the search as it is unable to break out of the initial
context. Meanwhile our method sacrifices a number of attempts early on and
gradually achieves a larger number of correctly retrieved images.

Fig. 3. Exploration tests for the three datasets, shown with cumulative precision for
the following methods: the Rocchio’s algorithm, central exploration, and AIDE.

The cumulative average coverage shows interesting trends with different
methodologies. The baseline methods proceed steadily through the dataset
adding relatively small gains throughout the search. Our method, on the other
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Fig. 4. Exploration tests for the three datasets, shown with cumulative average of
coverage for the following methods: the Rocchio’s algorithm, central exploration and
AIDE.

hand, keeps finding new regions for a long time until slowing down after approx-
imately 7 iterations. The overall coverage with our method is significantly larger
in the various settings, showing how exploring the changing metric spaces helps
us to find new regions of interest faster.

Finally, with the ILSVRC2013 dataset the effect of sparse targets highlights
the efficiency of our method. With 100 target classes present, the local space of
the initial target quickly exhausts valid images with centroid exploration. It is
likely that if the first image is on the edge of the valid cluster of images, the
nearby images will quickly present neighbouring classes.

In Fig. 4, we see the coverage for each method and dataset. The more
exploratory methods keep covering a larger section of the datasets faster, while
the greedy Rocchio’s lags behind. With the MIRFlickr dataset, our method
reaches the same coverage as AIDE after approximately 18 iterations. This sug-
gests that the refined representation is able to find relevant locations beyond the
immediate neighbourhood of the starting location.

5 Conclusions

We presented a deep exploratory search framework for online interactive CBIR
settings, which reacts to the users feedback dynamically and covers a larger
portion of the search space than conventional retrieval tools. The system allows
users to conduct searches for concepts outside of the initially used features. We
showed that this transfer learning is able to extend to abstract targets, learning
concepts robustly that were not originally intended for the starting features.

The system is highly dependent on good initial image features. For cases
where the dataset has not been annotated but presents natural images, a good
object classification CNN is required. In the case of specialised image datasets,
such as medical imaging, a separate neural network should be trained just for
that purpose, after which the presented methodologies are able to transfer learn
the various combinations required to identify the target. Furthermore, efficient
sampling (or better hardware) is required to process more images. Fortunately,
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computational times with modern GPU-based neural networks scale well with
larger datasets given an adequate memory.
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