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Abstract. Today’s Internet requires easily manageable, and simply
extensible network control systems, which we can’t say about the current
networks. Software-Defined Networking (SDN) [1] is an emerging archi-
tecture what aims to create a system for the upcoming needs, by offering
a directly programmable, agile, centrally managed, and programatically
configured way for the operators to control their network [2]. SDN decou-
ples the network control and forwarding functions, which makes it easier
to create new abstractions in networking, simplifying management and
making network advancement easier.

SDN devices are programmable through a dedicated interface, with
a specific protocol, from which the most known is actually OpenFlow
[3]. The biggest problem with OpenFlow is that it does not support new
header definitions, which is necessary for network operators to apply
new packet encapsulations. To overcome these issues with OpenFlow,
a new high-level language has been created: Programming Protocol-
independent Packet Processors (P4) [4]. This language supports a fully
programmable parser, which makes us able to define new headers with-
out problem.

However there are a lot of opportunities to do with P4, we focused on
the network security field. In this paper we introduce the first security
middleware programmed and configured in P4. Our software works as a
layer 3 firewall, with protocol, and port filtering, flood attack detection,
and the ability to make decisions about Ethernet, IPv4, IPv6, TCP, UDP
header fields.

Keywords: Software-defined networking · OpenFlow · P4 · Packet
Processors · Security · Network virtualization · Programmable networks

1 Introduction

There are endless number of different network devices, with the same amount of
ways to program them. Multi vendor devices, and the continuous development
of new protocols makes it necessary to have a system which can respond to these
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changes in time. The first big step in the evolution of networks was the appear-
ance of the Software Defined Networking. We see P4 as the next step, which is a
language that supports dynamic device-, and target independent network logic
describing.

In this paper we looked into the details of P4 especially in a security aspect.
We studied how P4 can be used as a security middleware programming language.
We created our own actions, tables, and rules to which resulted in a so called
second generation firewall. It works as a packet filter which has stateful memory,
but cannot yet deal with application layer things.

The paper is organized as follows. First in Sect. 2 we write about the basic
background knowledge required to understand our work. After the basics we
introduce some of the related works in this topic in Sect. 3 Then in Sect. 4 we
present our security middleware solution and show examples how it works. At
Sect. 5 we describe how we continue this project. At Sect. 6 we summarize the
paper.

2 Background

The key of making long term systems is to make them able to be easily extend-
able, and configurable to the needs of tomorrow. Now we are going towards to
an age, where everything is smart and everything is connected with everything.
That’s why we need to make our network systems capable of extension with-
out too much trouble. Current networks make it impossible to change existing
protocols without making infinite extra work. Which is why the development
of modern networks was really slow in the past. Current networks are verti-
cally integrated, which means the control and data planes are strongly bundled
together, which is another reason why is it hard to achieve serious changes. Those
systems are hard to configure, therefore it’s difficult to respond to any faults or
changes.

2.1 SDN

Software-defined networking (SDN) is a new computer network architecture
that allows us to manage network services from a higher abstraction level. It’s
achieved by decoupling the control plane (the system that makes decisions) from
the data plane (the system that forward packets to the destination), as it’s seen
on Fig. 1. SDN is an emerging architecture that is dynamic, manageable, cost-
effective, and adaptable, making it ideal for today’s applications [5,6].

SDN allows to use multiple different network devices for forwarding. Different
vendor makes their devices programmable in different ways, but SDN ready
devices have a common interface, which makes the control plane able to control
the forwarding of these different devices.

OpenFlow is the most known interface. If we take a look at it’s development
it’s conspicuous how the number of recognized header fields increased over the
time. It started simply with 12 header fields in v1.0, and for v1.4 this number
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Fig. 1. The 3 layers of SDN [5]

has grown up to 41. Because of the new needs, the contiguous extensions of the
protocol makes the specification too complicated. As technology goes forward
there will be more and more headers, with new fields which have to be parsed
as well, so in long therm a solution with the ability to define our own headers
has to be presented.

2.2 P4

Programming Protocol-independent Packet Processors (P4) is a new domain
specific language which raises the abstraction level for programming the network,
and aims to be an interface between the controller and the network devices. In
the design P4 has three main goals:

– Reconfigurability: Be able to redefine the parsing and processing of packets
after deploying the switches

– Protocol independence: Be able to define new headers with new fields, with
particular names and types, so packet processes can be specified with match-
action tables and actions.

– Target independence: A program written in P4 is a hardware independent
description, it requires specific compilers which can compile the hardware
dependent binaries which is able to run on specific devices, from these hard-
ware independent commands (Fig. 2).

P4 forwarding model (Fig. 3) is similar to OpenFlow. The incoming packets
are first parsed as it is defined in the configuration. Both the ingress and the
egress processing are composed of a set of match+actions, which are done by
the different tables, and the parsed header fields. P4 also gives the opportunity
to keep additional information between the stages, in fields called metadata.
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Fig. 2. The place for P4 in SDN [4]

Parsing. In the parser the different encapsulated header fields are extracted as
follows in the example:

IPv4 header type in P4

header type i pv4 t {
f i e l d s {

ve r s i on : 4 ;
i h l : 4 ;
d i f f s e r v : 8 ;
to ta lLen : 16 ;
i d e n t i f i c a t i o n : 16 ;
f l a g s : 3 ;
f r a gO f f s e t : 13 ;
t t l : 8 ;
p ro to co l : 8 ;
hdrChecksum : 16 ;
srcAddr : 32 ;
dstAddr : 32 ;
// opt ions : ∗ ;

}
// l ength : 4∗ i h l ;
//max length : 60 ;

}
It’s the definition of an IPv4 header in P4. Due to the limitations of the

behavioral model compiler variable length fields cannot be parsed yet, therefore
some lines are commented out.
(Note: There is a new behavioral model generator, which is able to handle these
variable length fields, but it’s not fully compatible with the v1 compiler)
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Parsing decisions after IPv4 header is extracted

par s e r pa r s e ipv4 {
ex t r a c t ( ipv4 ) ;
r e turn s e l e c t ( l a t e s t . p ro to co l ) {

0x06 : pa r s e t cp ;
0x11 : parse udp ;
d e f au l t : i n g r e s s ;

}
}
After the IPv4 parsing we make a decision about the header’s protocol field. If it’s
0× 06 we pass it towards for TCP, if 0× 11 UDP header processing. If different,
then parsing stops here and, packet processing goes to the ingress pipeline.

Traffic that came from outside of the network’s routers and proceeds toward
a destination inside of the network is called ingress traffic. Egress is the opposite:
traffic that begins inside of a network goes to a destination outside of the network.

Ingress. The current P4 specification [7] actually defines 21 primitive actions
(e.g.: add header, modify field, drop, recirculate, etc.). Those primitives are the
basic toolset for packet processing, the language allows new primitive definitions
from the existing ones. Ingress processing usually does the most of the job, it
modifies the fields, looks up the destination, makes the packet to be forwarded,
replicated, dropped.

Egress. We do most of the processing in the Ingress pipeline, so basically we
just send the packet out from the appropriate port. Egress for example does the
modifications to the packet header for multicast copies.

Fig. 3. P4 forwarding model [8]

2.3 Firewalls

A firewall is a network security system that monitors and controls the ingress
and ingress network traffic based on different security rules. We differentiate
three generations of firewalls.
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First Generation: Packet Filters. The first generation is the packet filter,
which makes decisions about the different header fields e.g.: IP-s, ports, pro-
tocols. These systems work with a set of rules, inspect each packet, apply the
specified action for each matched rule. It works mainly with the first 3 layers of
the OSI model.

Second Generation: Stateful Filters. This is where are we currently. This
generation operates up to layer 4, and as it’s name says it has stateful memory,
which is essential for identifying attacks like DoS or portscans.

Third Generation: Application Layer Firewall. This generation under-
stands the application protocols like HTTP, and can inspect the deep content
of a package. It can identify different application level attacks. For example: if
someone wants to SSH into a HTTPS port this firewall blocks the connection
because the requests are not valid HTTPS requests. These inspections cannot
be done without checking the content of the packets.

3 Related Work

Programmable parsing introduced by Kangaroo [9] which is also used in P4.
Yadav et al. created an abstract forwarding model for OpenFlow [10], but it
didn’t place compiler in focus. NOSIX [11] extended the match+action table
functionality, with the expense of losing protocol independence. Jeyakumar et al.
propose an interface for low-latency network for network control and for data
plane monitoring [12]. Sivaraman et al. propose to extend the SDN to the data
plane, which results to be flexible enough to handle unanticipated application
requirements [13]. Click is a software router used to evaluate new scheduling and
queueing algorithms, but not able to compile binary for hardware switches [14].

4 Results

We used the features of P4 and created the first P4 based security middleware.
Our program is able to allow, block, ban by several defined rules. It identifies
weather the traffic is IPv4 or IPv6, TCP or UDP, therefore both of these protocol
header fields are fully usable in our actions.

We can identify flood attacks, and able to block subnets or individual users
from the network by checking the packet sending rate. P4 language offers meters
which we use to compute the number of requests per second from a subnet or
IP address.

In this section we give a detailed description how exactly our P4 firewall
works. We’re going through the different stages of Fig. 4:

– Parsing
– Check Ban List
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Fig. 4. The operation of our firewall

– Counters
– Rules
– Route Forward
– Ban
– Drop

4.1 Parsing

When we developed our firewall, we started out from the basic router example
and extended it’s functionality to make it able to work as a second generation
firewall. The basic router defines the Ethernet and IPv4 headers only, which we
found insufficient, so we implemented both IPv6 and UDP header parsers.

First we decapsulate the Ethernet header (we’re not working with other type
of packets). The Ethernet header contains a two-octet field called ethertype,
which stores what’s the protocol of the encapsulated payload. 0× 0800 stands
for IPv4, and 0× 86DD for IPv6, we handle everything else as “others”.

We parse the IPv4 or IPv6 packets. The protocol field of IPv4 and the next
header field of IPv6 carries the information about what is the next encapsulated
protocol. We currently only accept TCP and UDP, and not handling any other
protocols (eg.: ICMP, SCTP, etc.).

4.2 Check Ban List

As seen on Fig. 4 after the parsing, the next action is to check if any field of
the packet in on a ban list. This ban list is one instance of stateful memory,
users (MAC and IP addresses) who are breaking serious rules, or generating too
significant packet rate will be added to this list. Those packets that matches this
list will instantly be dropped.

4.3 Counters

P4 actually offers 3 ways to keep stateful memories: Counters, meters and reg-
isters. Counters can be used to measure the packet rate each host generates
(possibility of DoS), the number of unsuccessful connection attempts (possibil-
ity of portscan, or Syn flood), or the number of bytes the host transferred.
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Packet counter by source ip

counter pa ck e t s by s ou r c e i p {
type : packets ;
d i r e c t : i p h o s t t a b l e ;

}
We use direct access for the ip host table on this counter, which allocates

a counter for each table entry. Direct counters are increased passively in the
background, no more definition is required. The number of packets sent by each
host can easily accessed by control plane.

4.4 Rules

The rules are defined in match+action tables, just to mention some
block protocols table contains the list of protocols which are either allowed,
dropped, or banned. As it is a security software we’re using a whitelist, which
means by default we drop everything, so the list only contains the allowed pro-
tocols, and those which we want to ban.

Match+action Tables. As for the specification: “Tables are declarative struc-
tures specifying match and action operations, and possibly other attributes. The
action specification (or action profile specification) in a table indicates which
action functions are available to this table’s entries [7].”

P4 differentiate 5 different match type tables: exact, lpm, ternary, range, and
valid. We’re mainly working with the first two. In exact match the field value
must be identical with the table entry to execute the action, while lpm (longest
prefix match) executes the action which table entry has the longest prefix match
with the header field value.

Ingress processing

con t r o l i n g r e s s {
apply ( ge t index ) ;
apply ( bad guy check ){

miss {
i f ( l o ca l metadata . i p type == IPTYPE IPV4){

apply ( ipv4 lpm ) ;
}
e l s e { i f ( l o ca l metadata . i p type == IPTYPE IPV6){

apply ( ipv6 lpm ) ;
}
apply ( b l o c k p r o t o c o l s ) ;
apply ( b l o c k d s t p o r t s ) ;
apply ( b l o c k s r c i p s ) ;
apply ( forward ) ;

}
}

}
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We use exact matches in tables related to protocols. Lpm is used for IP-s,
therefore different subnets can also be used in rules.

4.5 Route Forward

The basics of routing functionality is pretty much the same as the basic routing
example. We made some extensions to be able to use IPv6, and UDP as well,
but the main operation remained the same.

If a host connect to our network, it’s physical address and the port where we
can find it will be stored in a table, and in another table we map the IPv4/IPv6
addresses with the MAC addresses. So if the ingress processing decided to for-
ward the packet, the MAC address and physical port is looked up (forward
action).

Egress processing

c on t r o l e g r e s s {
apply ( send frame ) ;

}
The egress processing doesn’t do too much, whenever a packet arrives it is

going to be sent out here. No more processing is required, because only fully
processed packets can reach this point.

4.6 Ban

For keeping the stateful information about the users to ban we used registers.
Registers are field similar to the ones which came from parsing. When simply
set the register to 1 for the ones who we want to ban. Then drop the packet.

The ban action
ac t i on ban (){

mod i f y f i e l d ( loca l metadata . bad guy , 1 ) ;

r e g i s t e r w r i t e ( bad guy , loca l metadata . bad guy , loca l metadata . index ) ;

drop ( ) ;

}

This ban is easily revocable if we want to achieve time-based bans. The
register can be modified back to 0 at any time both from the program, and the
control plane.

4.7 Drop

Drop indicates that the packet should not be transmitted, this is a primitive
action defined by the language.

4.8 Testbed

For the easiest validation of our results we used the behavioral model compiler.
That compiler turns the P4 source into a Mininet configuration.
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Mininet. “Mininet creates a realistic virtual network, running real kernel,
switch and application code, on a single machine (VM, cloud or native), in
seconds, with a single command [15].”

With Mininet it is easy to run simulations with multiple clients and routers
with different topologies, therefore it was the best way to test how our network
works.

To run our functional tests easier we also implemented our own test frame-
work, that can measure how a virtual switch works with different P4 programs
with specific match-action table entries.

5 Future Work

P4 is really dynamically developing, actually there are some functions that
doesn’t work yet, but will in the near future. The one we miss the most is that
the behavioral model generator doesn’t support variable length header fields,
which makes it impossible for us to parse application layer information. After
the update of the model generator we will start to extend the current program
with the support of application level information.

With the next generation of P4 compilers will continue to implement our
application level solution to interpret protocols and defend the network against
even more types of malicious usage.

6 Summary

In this paper we gave a short overview of the network architectures, and firewalls.
We presented P4 language, which can be the next big step forward in network
device programming. It’s a new and quickly developing language, that offers a
protocol and device independent functionality to describe network logic. This
code can actually be used to generate configuration for Mininet, but in the near
future we expect several hardware compilers as well.

We used the opportunities of P4 to create a security middleware, which can
act like a router with stateful packet filter functionality. We detailed how P4
works, and how we used it to implement the first version of our firewall.

Acknowledgment. Authors thank Ericsson Ltd. for support via the ELTE CNL col-
laboration.
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