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Abstract. We consider here the problem of connecting natural language
to the physical world for robotic object manipulation. This problem needs
to be solved in robotic reasoning systems so that the robot can act in
the real world. In this paper, we propose an architecture that combines
grounding and planning to enable robots to solve such a problem. The
grounding system of the architecture grounds the meaning of a natural
language sentence in physical environment perceived by the robot’s sen-
sors and generates a knowledge base of the physical environment. Then
the planning system utilizes the knowledge base to infer a plan for object
manipulation, which can be effectively generated by an Answer Set Pro-
gramming (ASP) planner. We evaluate the overall architecture on several
datasets and a task of RoboCup2014@home (http://www.robocup2014.
org/). The results show that the new architecture outperformed some
other systems, and yielded acceptable performance in a real-world
scenario.

1 Introduction

Natural language is an intuitive and flexible modality for human-robot interac-
tion. Robots are expected to interact naturally with humans and automatically
complete complex tasks in the real world. For instance, when a user tells a robot,
“I want the drink which is to the left of a food”, the robot needs to understand
the meaning of such a natural language sentence or the query of “the drink to
the left of a food”, and fetch the target object to the user. The previous archi-
tecture proposed in [3] attempted to integrate natural language process and task
planning for solving the user’s task like “give me a coke”, such a task had clearly
pointed out that the action “give”, the human “me”, and the object “coke”.
The architecture didn’t consider the problem of understanding natural language
queries like “the drink to the left of a food”. So, it cannot solve the task “give
me the drink to the left of a food”. To do this, it must combine the natural
language process and the perception knowledge base to ground the meaning of
a natural language sentence.

In this paper, we present a novel architecture that combines grounding and
planning to enable robots to reason and act in the real world. We consider two
requirements in this effort: (i) A robot allows humans to ask natural language
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queries about what objects they want using spatial relations statement, we call
this as grounding problem-mapping natural language sentence to their referents
in a physical environment. (ii) A robot should be capable of getting access to
the target object without knocking down other objects near the target object.

To meet these requirements, the main ideas are sketched below. Firstly, the
grounding system is divided into two subsystems: Natural language processing
and visual perception processing. Acquiring both kinds of knowledge is necessary
to ground natural language sentence in the real world. Secondly, a planning
system is proposed to infer the best sequence of actions for the robot to get
access to the target object.

This work consists of two contributions. The first contribution is the ground-
ing system, which combines the general-purpose semantic parsing technology and
new visual perception processing. Compared to previous work [3], the ground-
ing system is added to our architecture that can understand the meaning of a
natural language query instead of structured command. The second contribu-
tion is that our architecture introduces the manipulation planning for operating
objects, first combining linguistic and visual perception knowledge base to gen-
erate a plan for manipulating objects, this is more efficient than the work in [4]
when the robot intends to get an object which is blocked by other objects.

Recently, the availability of robotic agents has opened new perspectives in
language acquisition and grounding, and there are many works on grounding.
Our work is similar to Sergio [4], but we step further by introducing a ASP
language to fetch the objects that is blocked by other items and propose a dif-
ferent approach to producing grounding. Sergio [4] propose a system for human-
robot interaction that learns both models for spatial prepositions and for object
recognition. It allows the robot to understand complex commands that refer to
multiple objects and relations. Cynthia [6] present an approach for joint learn-
ing of language and perception models for grounded attribute induction. The
perception model includes classifiers for physical characteristics and a language
model based on a probabilistic categorial grammar that enables the construc-
tion of compositional meaning representations. There also have some works on
grounding natural language directions [5] and Commands [11]. Kollar [5] present
a system that follows natural language directions by extracting a sequence of spa-
tial description clauses (SDC) from the linguistic input and then infers the most
probable path through the environment given only information about the envi-
ronmental geometry and detected visible objects. Tellex [11] introduces a new
model G3 for understanding natural language commands given to autonomous
systems that perform navigation and mobile manipulation in semi-structured
environments.

In Sect. 2, the hardware system and overall software architecture are pre-
sented. The implementing techniques for two main modules of the robot, ground-
ing and planning, are addressed in Sects. 3 and 4, respectively. Experimental
results are reported in Sect. 5, and conclusions are given in Sect. 6.
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2 Overall Architecture

System Overview. The hardware framework of KeJia is shown in Fig. 1(a). Its
sensors include a laser range finder, a 1394 camera and a kinect. The robot has
an arm for manipulating portable items. The computational resources consist
of a laptop and an on-board PC. It is worthwhile emphasizing that neither
additional computational resources off-board nor remote control is needed for the
robot when it performs its tasks. This means all the computation is carried out
on-board. Similar to RHINO [2] and STAIR [7], distributed and asynchronous
processing are adopted, with no centralized clock or a centralized communication
module in our robot’s system.

Fig. 1. In (a) is the hardware framework of KeJia. In (b) is overall architecture.

We have created an integrated architecture for our robot show in Fig. 1(b).
The overall architecture in our robot is managed by human-robot dialogue, which
contains speech recognition, dialogue management. The query from the dialog
is extracted, classified and transferred into the NLP module. The NLP module
learns a semantic parser used to map a natural language sentence to λ-calculus
logical forms (Fig. 2(b)). In this part, natural language sentence contains nouns
and preposition that correspond to the objects and spatial relations in perception
knowledge base. The logical forms represent the semantics of a sentence. The
grounding module then takes semantics and the perception knowledge base as
inputs to ground the meaning of the input query, the perception knowledge
base is extracted from visual perception processing in the robot perception skills
module. A sample knowledge base is shown in Table 1. The grounding module
uses some logical rules contain only conjunctions and existential quantifiers to
infer a query’s grounding, replies to the dialog or transfers the grounding into
planning module depends on the number of this grounding.
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Knowledge generated from the grounding module will be applied to the plan-
ning module for generating high-level plans. It is utilized to operate objects for
getting the grounding object to the user without knocking down other objects
in the scene.

3 Grounding

To solve the grounding problem, our grounding system is divided into two sub-
problems: semantic parsing, learning the deep semantics of a natural language
query; and visual perception processing, learning to recognize objects and extract-
ing a knowledge base contains nouns and relations. Acquiring both kinds of
knowledge is necessary to understand novel language in unexplored environ-
ments. For example, given an image (Fig. 2(a)) coming from the camera, and a
natural language query, such as “the drink to the right of a food”. Our grounding
system first achieves a knowledge base (Table 1) from visual perception process-
ing, then parses the natural language query into internal logical forms (Fig. 2(b))
from semantic parsing process. At last, the grounding system combines these
results with logical rules which contain only conjunctions and existential quan-
tifiers to get the query’s grounding (Fig. 2(c)).

Fig. 2. Overview of Grounding system, (a): An environment containing 8 objects
(image segments); (b): Semantic parsing for natural language query; (c): achieve
grounding from combining knowledge base and semantics

3.1 Semantic Parser

The Semantic Parser is utilized to map natural language query to internal logical
form that the robot can handle. In this paper, our Semantic Parser is based on
CCG [10]. CCG is a linguistic formalism that provides a tight interface between
natural language syntax and its semantics and has been used to model a wide
range of language phenomena. The core of any CCG is the semantic lexicon. In
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Table 1. Environment: example knowledge base

Object Categories Relations

1 (amsa) drink, bottle behind:{5,6}, left:{2,3,4}
2 (ice tea) drink, box behind:{6,7}, left:{4}, above:{3}, right:{1}
3 (porridge) food, can behind:{6,7}, left:{4}, below:{2}, right:{1}
4 (acid milk) drink, box behind:{7,8}, right:{2,3,1}
5 (pretz) snack, box in front of:{1}, left:{6,7,8}
6 (water) drink, bottle in front of:{1,2,3}, left:{7,8}, right:{5}
7 (barbecue chip) snack, can in front of:{2,3,4}, left:{8}, right:{5,6}
8 (mushroom sauce) food, can in front of:{4}, right:{5,6,7}

the lexicon, a word with its syntactic category and semantic form is defined. For
example, the lexicon for our Semantic Parser would be as follows:

drink := N : λx.drink(x)
food := N : λx.food(x)
left := N/PP : λf.λx.∃y.left rel(x, y) ∧ f(y)

The syntactic categories in CCG could be either primitive (e.g., NP or S), or
complex (of the form A/B or A\B). In the above lexicon drink has the syntactic
category N which stands for the linguistic notions of noun, and the logical form
denotes the set of all entities x such that drink is true.

A CCG also has a set of combinatory rules to combine syntactic categories
and semantic forms which are adjacent in a string. Figure 2(b) shows a query
z and its logical form l. For more details on CCG parsing, the reader should
consult [12].

3.2 Visual Perception Processing

Object Recognition. Our object recognition module is applied to recognize
what exactly the name of an object is. Sensors of our vision system consist of
a Microsoft kinect and a high-resolution 1394 RGB camera from PointGrey.
With the pre-calibrated intrinsic and extrinsic camera parameters, we obtain
an aligned RGB-D image by combining the RGB image from 1394 camera with
the depth image from Kinect. With such an aligned RGB-D image, our vision
module is capable of detecting, tracking people and recognizing different kinds
of objects.

We follow the approach as proposed in [9] to detect and localize table-top
objects including bottles, cups, etc. The depth image is first transformed and
segmented, then the largest horizontal plane is extracted using Point Cloud
Library (PCL) [8], and point clouds above it are clustered into different pieces.
After that the SURF feature matching against the stored features are applied
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to each piece [1]. The one with the highest match above a certain threshold is
considered as a recognition. At last, to further enhance the detection performance
and decrease FP (the number of the instances recognized as error) rate, we check
each recognized cluster and filter out those vary too much in size.

Spatial Relations Module. Given a preposition and landmark object, the
spatial relations module first outputs a distribution over the target objects and
3D points coming from Kinect Sensor that are located in the given preposition
in relation to the given landmark object from the robot’s point of view, then
constructs a logical knowledge base τ given object instances and spatial relations.

Our system has used spatial relations: {above, below, in front of, behind,
to the left of, to the right of}. The meaning of these spatial relations are mod-
eled using a probabilistic distribution to predict the identity of a target object
(or 3D point) g conditioned on a preposition w, and landmark object o. To
obtain the spatial relations between a target object and a landmark object
(except itself), the module computes the maximum probability on each relation:
argmaxwP (g|w; o). Our system can get a 3D point from Kinect and compute
its center pose as the pose of landmark object in the view of the robot, such as
(x, y, z). So, the probabilistic of this spatial relation is:

argmax
w

P (g|w; o) = argmax
w

P ((x, y, z)|w; (x′, y′, z′)) (1)

In the Eq. 1, (x, y, z) is the 3D pose of object w, (x′, y′, z′) is the 3D pose
of object o. We assume that v is a six-vector representing {in front of, behind,
to the left of, to the right of, below, above}. For example, v = (1, 0, 0, 0, 0, 0)
is represented the w = in front of , we also assume that

−−→
diff = ((x′ − x), (x −

x′), (y′ − y), (y − y′), (z′ − z), (z − z′)). Now we can calculate the right side of
the Eq. 1:

argmax
w

P ((x, y, z)|w; (x′, y′, z′)) = argmax
w

v ∗ −−→
diff (2)

After the module obtains all spatial relations between landmark objects,
then a logical knowledge base τ is constructed. The knowledge base produced
by the perception module is a collection of ground predicate instances and spatial
relations (see Table 1).

3.3 Evaluation

The evaluation determines groundings given a logical form l and a logical knowl-
edge base τ . Intuitively, the evaluation simply evaluates the query l on the data-
base τ to produce a grounding. We describe an evaluation by giving a recurrence
for computing the grounding g of a logical form l on a logical knowledge base
τ . This evaluation takes the form of a tree, as in Fig. 2(c). The basic logical
rules are:

if l = λx.c(x) then g = gc

if l = λx.λy.r(x, y) then g = gr
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The groundings for more complex logical forms are computed recursively by
decomposing l according to its logical structure. Our logical forms contain only
conjunctions and existential quantifiers; the corresponding recursive computa-
tions are:

if l = λx.l1(x) ∧ l2(x), then

g(e) = 1 iff g1(e) = 1 ∧ g2(e) = 1
if l = λx.∃y.l1(x, y), then

g(e1) = 1 iff ∃e2.g1(e1, e(2)) = 1

4 Manipulation Planning

It is always possible to encounter an expected scenario which has not been cov-
ered by a certain theory for an action domain. In this work, we propose an app-
roach to treating this problem. For example, how does the robot get the object
3 from the scene in Fig. 2(a). Here, We introduce the Answer Set Programming
(ASP) language into the problem.

In this section, we will illustrate how the planning module automatically
generates a sequence of grasping actions to get an object which is blocked by
other objects using ASP rules. We focus on the robot’s ability of grasp and the
corresponding properties of the environment. The action name and fluent names
used in the specification are following, where X and Y are variables ranging over
possible objects in the environment:

•grasp(X): the action of gripping the object X and picking it up
•holding(X): the fluent that the object X is held in the grip of the robot
•above(X,Y ): the fluent that the object X is above the object Y
•behind(X,Y ): the fluent that the object X is behind the object Y

The effect of executing grasp(X) is holding(X) and described by the follow-
ing ASP-rules:

h(holding(X), t + 1) ← occurs(grasp(X), t).
¬h(above(X,Y ), t + 1) ← occurs(grasp(X), t),

true(above(X,Y ), t).

Also, there have three preconditions for action grasp(X) is described in ASP
as a constraint. The first precondition of grasp(X) is not holding(Y) for any Y,
The second precondition of grasp(X) is there have no object Y above object X
for any Y, The third precondition of grasp(X) is there have no object Y in front
of object X for any Y:

← occurs(grasp(X), t), h(holding(Y ), t − 1).
← occurs(grasp(X), t), h(above(Y,X), t − 1).
← occurs(grasp(X), t), h(behind(X,Y ), t − 1).
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The frame problem is resolved by “inertia laws” of the form:

h(above(X,Y ), t) ← h(above(X,Y ), t − 1),
not occurs(grasp(X), t).

h(behind(X,Y ), t) ← h(behind(X,Y ), t − 1),
not occurs(grasp(Y ), t).

Now, with the knowledge extracted from the grounding module and ASP rules,
the user’s task can be solved by running them on an ASP solver iclingo. We use
symbol G to denote the grounding of a query, Γ to denote the knowledge base,
Π to denote the theory of the action domain of the robot. So, we could create a
manipulation planning Δ = (Π,Γ,G).

Fig. 3. Excute a plan for fetching the target object 3

For our robot, Π was described in this section. In scene 2(a), the grounding
of the query “i want the food to the left of a drink” is object 3; it is called
porridge and represented as G = 3. So, we give a manipulation planning task of
grasp(3), it can be converted to the ASP for solving the goal of grasp object 3:

← not occurs(grasp(3), t).

The knowledge base Γ in the scene will be set as the fluent or initial state for the
action domains of the robot. Some of the Γ are (see Table 1): food(X), can(X),
drink(Y ), bottle(Y ), left rel(X,Y ), right rel(Y,X), above rel(X,Y ). X and Y
are the index of the object.

Times names of Π are 0,...,n. In practice, the last name n is computed by
ASP solver iclingo automatically. In the example, we have obtained the Π, Γ ,
G, a computed plan of Δ is:

grasp(6, 0), putdown(6, 1), grasp(7, 2), putdown(7, 3),
grasp(2, 4), putdown(2, 5), grasp(3, 6).

After all actions are executed to accomplish the task grasp(3), the robot then
gives the object to the user. The execution of the actions shown in Fig. 3.
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5 Experiments

The experiments were designed to investigate the performance of our overall
architecture for robot agents. In this section, we concentrate on the results of
the groundings of objects and spatial relations. Moreover, we evaluate the overall
architecture on three major datasets.

5.1 Data Sets

We evaluate our architecture on three datasets: RoboCup@home object sets
(RCO), lab object sets (WEO), and grounding sets (WEG). Although there are
many public data sets for object recognition, they are not suitable for our system.
Because the inputs of Object Recognition are HR images and RGB-D images.
So, we use data sets coming from RoboCup@home and our robot’s platform
(shown in Fig. 2(a)).

The RCO Sets contains 25 objects and 794 learning instances. WEO Sets
contains 25 objects, 597 learning instances and 107 test instances. We collected
spatial language descriptions compared with environment from members of our
lab. The authors then manually annotated the collected descriptions with their
logical forms and groundings. We call this datasets as WEG. Example environ-
ments and descriptions are shown in Table 2.

At last, three members of our laboratory tesed the overall architecture con-
structing of 30 dialogs in 30 scenes, each members 10 dialogs happened in 10
scenes. It means that we changed the object locations or moved some objects
from a scene in each human-robot dialog. Example dialog is shown in Table 3.

Table 2. Example environments, language query, and grounding from WEG

5.2 Results

We use Leave One Out Cross validation (LOOCV) to evaluate our object recog-
nition of visual perception processing, give precision and recall for the perfor-
mance of the visual recognition system, defined as Precision = TP/(TP +FP ),
Recall = TP/P . TP is the number of the instances recognized correctly, FP is
the number of the instances recognized as error. P is the total number of objects.
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Table 3. Example human-robot dialog from one user.

Example dialog Grounding and planning

U: Tell me what objects are on the table? Grounding: {3}. Manipulation

R: there are eight objects on the table. Which one do Planning: {
you want? grasp(6, 0), putdown(6, 1),

U: I want food grasp(7, 2), putdown(7, 3),

R: Ok, there are two kinds of food on the table grasp(5, 4), putdown(5, 5),

U: The food is below a box grasp(1, 6), give(1, 7).}
R: Ok, you want the porridge. I will fetch it for you

Table 4. The results of cross-validation for spatial relation module

Object recognition TP FP Total P R F1

RCO 757 31 794 0.96 0.95 0.95

WEO 570 5 597 0.99 0.95 0.97

Spatial relations TP FP Total P R F1

WEG 96 2 98 0.98 0.98 0.98

Table 5. The results of performance for overall architecture

Grounding P R F1

WEG 0.95 0.81 0.87

Architecture Total groups Correct groups Correct/total queries

User 1 10 8 23/26

User 2 10 9 26/28

User 3 10 8 21/25

For the relations evaluation, we use the annotated logical forms containing only
one relation, of the form λx.∃y.c1(x) ∧ r(x, y) ∧ c2(y). Using these logical forms,
we measure the performance of r on the set of x, y pairs, then summarize these
over all examples. Table 4 shows that two components of our visual perception
processing system have a very high Precision on three data sets, it is important
for our overall architecture to realize this work.

In this evaluation, we concentrate on the grounding system and the whole
architecture. The experimental results are shown in Table 5. The performance
on the grounding system has a precision of 0.95, due to the datasets are not
large. However, it has a lower recall because of the sparse training data. On the
Architecture test, three users of our lab use natural language statement contain-
ing spatial relations and object categories to communicate with the robot, each
user makes 10 dialogues in a different environment. In Table 5, “Total Queries”
means how many queries used by each user, “Correct Queries” means how many
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queries are produced correct grounding by the system. The result shows that the
architecture displayed a rate of an average 0.83 correct performance for robotic
object manipulation task when a person only uses spatial queries.

5.3 RoboCup@home Task

To compare our overall architecture (Fig. 1(b)) to others, this work has been
demonstrated on the Open Challenge test in RoboCup2014@home, all of the
teams are encouraged to demonstrate recent research results and the best of the
robots’ abilities, it focuses on the demonstration of new approaches/applications,
human-robot interaction and scientific value. Table 6 shows the results of the top
5 teams, the first line in the table represents the name of a team; the second
line represents the score that a team got on the Open Challenge test, the total
score of the test is 2000. Also, our robot performed the demo described in this
paper, showing it able to not only recognize objects, but also understand location
relations and reason with such knowledge.

Table 6. The results of our overall architecture on Open Challenge test

Team WrightEalge NimbRo TUe ToBI UChile

score 1507 1400 1340 1087 807

6 Discussion and Conclusions

As robots were moving toward more complex tasks and environments, it is neces-
sary to create autonomous and intelligent systems that can reason and act in the
real world. It will take a long time and massive efforts to achieve the goal. In this
paper, we propose a different architecture from [3] that combines grounding and
planning for grounding natural language sentence and acting in the real world.
Our results in Table 5 and RoboCup@home task show that the overall architec-
ture has proven general enough to yield acceptable performance in a real-world
scenario, and the integration of grounding and planning is a fruitful avenue for
constructing a robot cognitive architecture. Moreover, the architecture can be
easily extended to solve various problems by robots. For example, following nat-
ural language instructions to do navigation tasks, finding a person in a crowd
through natural language descriptions. In our future work, we are interested in
extending this architecture to everyday household tasks.
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