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Abstract. This paper proposes a novel front-end for automatic spoken
language recognition, based on the spectrogram representation of the
speech signal and in the properties of the Fourier spectrum to detect
global periodicity in an image. Local Phase Quantization (LPQ) texture
descriptor was used to capture the spectrogram content. Results obtained
for 30 seconds test signal duration have shown that this method is very
promising for low cost language identification. The best performance is
achieved when our proposed method is fused with the i-vector represen-
tation.
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Low cost language identification

1 Introduction

The process of automatically recognize the presence of a given spoken language
in a speech segment, is commonly referred to as spoken language recognition.
The existing language recognition systems rely on features derived through short-
time spectral analysis, many of such systems are based solely on acoustic models,
trained using spectral/cepstral features.

In many approaches that apply prosody to spoken language recognition,
extracted features are based on statistics of pitch and energy contour segments
[1]. Our texture-based spoken language recognition system is motivated by a fun-
damental hypothesis, which states that different languages can be distinguished
using texture descriptors over the speech signal spectrogram, we also consider
a big component of that discriminative information is prosody, known as the
music of language [2].

The present paper is organized as follows. After this introduction, Section 2
reviews what an spectrogram is and how texture descriptor is used in this work.
In Section 3 a theory about the prosodic nature of textural characteristics found
in the spectrogram, is discussed. Furthermore in Section 4 are presented all the
experimental details. Finally Section 5 is devoted to the results analysis, followed
by Section 6 with the conclusions and research perspective.
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Fig. 1. Wideband spectrogram example.

2 Texture Descriptors Over the Spectrogram

Spectrogram is a visual representation of the spectrum of frequencies in a sound
[3].

As shown in Figure 1, texture is the most noticeable visual content in a spec-
trogram image. Taking this into account, we have explored a texture descrip-
tor presented in image processing literature in order to capture information to
describe this content.

The literature shows us a long story of research in texture representation but
recent works have shown that Local Phase Quantization (LPQ) [4] appear to
be a very interesting alternative to textural content description. LPQ has been
successfully applied to different problems achieving promising results, including
in works related to audio classification tasks [5–7].

The next subsections describe some details about it.

2.1 Local Phase Quantization (LPQ)

This texture operator was originally created to describe the textural content on
blurred images. However, it has shown a good performance even when applied
to clear images. LPQ, the acronym for Local Phase Quantization, is a spectral
texture approach which extracts frequency components that characterizes the
underlying structures in the images taking into account the blur invariance of
the Fourier Transform Phase.

The phase of 2D Short Term Fourier Transform (STFT) is used to find the
blur insensitive information for each pixel over a rectangular window on its
neighbourhood [4].

A rectangular window Nx, of size M -by-M is taken from each image pixel
position x of an image f(x) to calculate the local phase information using STFT:

F (u, x) =
∑

y∈Nx

f(x − y)e−2πuT y = wT
u fx (1)

where wu is the basis vector of the 2-D DFT at frequency u, and fx is a vector
containing all M2 image samples from Nx.
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The following four vectors are considered on the LPQ operator: u1 = [a, 0]T ,
u2 = [0, a]T , u3 = [a, a]T , and u4 = [a,−a]T , where a is sufficiently small to
satisfy the blur invariance condition, therefore

Fx = Wfx. (2)

For the purpose of maximally preserve the information, the coefficients need
to be decorrelated, quantized and turn in integers ranging from 0 to 255. Thus,
a feature vector is composed of these integer values in order to be used in clas-
sification tasks.

3 Language Long Term Cues

The basic appeal of long-term approach is that it aims to describe the spectral
characteristics of speech as a whole, by taking into account the contribution of
all the individual speech sounds in the considered time interval [8].

Indeed, modelling prosody is still an open problem, mostly because of the
suprasegmental nature of the prosodic features [9].

The variation of pitch provides some recognizable melodic properties to
speech. This controlled modulation of pitch is referred as intonation and it can
be observed in the spectrogram between 80-400 Hz as a dark line, in the voiced
phonemes interval [10].

Some syllables or words may be made more prominent than others, resulting
in linguistic stress. This property is reflected in the spectrogram as darker zones.

The sound units gets shortened or lengthened in accordance to some under-
lying pattern giving certain rhythm to speech. The spectrogram provides visual
clues that delimit the temporal boundaries between phonemes and words, also
between speech and silence intervals. That is why, if a sentence is represented
with an spectrogram, is possible to obtain information about its rhythm.

So prosodic cues might live in different frequency zones of the spectrogram,
and they could be modelled using textural information.

3.1 Prosody, The Music of Language and Speech

Acoustically, speech and music are fundamentally similar. Both use sound, and so
are received and analysed by the same organs. Many of their acoustical features
are similar, although used in different ways [11].

Musical genres are categorical descriptions that are used to describe music. A
particular musical genre is characterized by statistical properties related to the
instrumentation, rhythmic structure and form of its members Different reasons
had motivated research on automatic music genre classification, and spite of all
efforts done during the last years, such task still remains an open problem [5].

Motivated by the similarities between the perceptual characteristics that
define musical genre and the prosody of languages, we decided to evaluate an
effective method of automatic recognition of musical genre, to identify spoken
language. [6].



546 A. Montalvo et al.

Fig. 2. Methodology used for classification.

4 Experimental Design and Implementation

The experiments were conducted over predefined training and evaluation sets,
using for all this purposes the data defined as evaluation set by the National
Institute of Standardization Technologies for the 2009 Language Recognition
Evaluation (NIST LRE-2009). For training each language model, were used no
more than 2 and a half hours, this is why we call it a low cost method, regarding
the low resource demand. The 5 target languages involved were English, French,
Mandarin, Russian and Spanish. The evaluation corpus were two balanced sets
of 250 signals each, one including 3 seconds duration samples and the other of
30 seconds duration.

Frequency spectrograms were obtained from the 8 kHz signals by applying
256-point Discrete Fourier Transform to Hanning windowed frames at a 10 ms
frame rate. Taking into account that the texture produced by the spectrograms
is not uniform in frequency, and that previous results described in [5,6] suggest
that spectrogram image zoning, in order to preserve local feature, could help to
achieve good results, we decided to segment the spectrogram image in n = 10
frequencies sub-bands. Figure 2 depicts this strategy, here called linear zoning.

Once the spectrograms were generated we proceeded the texture feature
extraction from these images. We used LPQ and LBP texture operators to cap-
ture the image content in each sub-band [12,13].

In LPQ representation, quantized coefficients are mapped as integer values
using binary coding. These binary codes will be generated and accumulated in
a histogram to be used as the feature vector, 256-bin histogram.

The classifier used in this work was the Support Vector Machine (SVM)
introduced by Vapnik in [14]. Normalization was performed by linearly scaling
each attribute to the range [−1, 1]. For the SVM a Gaussian kernel was used and
the parameters cost and gamma were tuned using a grid search.

Each training sample is represented by a spectrogram, saved as an image,
and then divided into 10 small images corresponding to 10 frequency zones. Each
image thumbnail is represented with a texture descriptor and those descriptors
are used to train a SVM multiclass by zone.



Language Identification Using Spectrogram Texture 547

The same procedure was used to obtain the test descriptors for utterances of
3 and 30 seconds, of each target language.

Each SVM classifier was trained using 1500 descriptors (300 utterances of
each language). With this amount of classifiers (n = 10), we used estimation
of probabilities to proceed the combination of outputs in order to get a final
decision. In this situation, is very useful to have a classifier producing a posterior
probability P (class|input). Here, we are interested in estimation of probabilities
because we want to try different fusion strategies like Product and Sum, both
presented by Kittler et al. in [15].

4.1 Baseline System Description

In order to validate this approach we attempt to evaluate a state-of-the-art
system implemented by us, over the designed experimental setup. It wouldn’t
be fair to quote the results observed in the literature for language identification
since they are built using much more data.

The TV space is estimated over the training set of target languages (72 hours
of data) using a Gaussian Mixture Model-Universal Background Model (GMM-
UBM) [16] with 512 Gaussian components trained over around 200 hours of 40
languages.

Table 1. Performance obtained for each zone created with linear zoning.

Zone Id. Frequency band (Hz) Accuracy (%)
LPQ30 LPQ3

1 0-400 86 63.8
2 400-800 76 53.6
3 800-1200 66.8 42.8
4 1200-1600 62 41.6
5 1600-2000 53.2 42.4
6 2000-2400 52.8 39.6
7 2400-2800 54.8 44.8
8 2800-3200 52 38.8
9 3200-3600 48 40.8
10 3600-4000 46.8 37.2

Table 2. Results obtained by the 5 class system, merging all zone predictions.

Fusion rule LPQ30 LPQ3

Acc. EER Acc. EER

Sum 86% 7.3 % 65% 17.2%
Product 88% 8% 66% 16.8%

The dimension of the i-vector is set to 400 [17], and intersession compensation
is applied to remove the nuisance in i-vectors using linear discriminant analy-
sis (LDA)[18], a popular dimension reduction method in the machine learning
community. The dimension of the i-vectors after LDA is 4.
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Each target language model is obtained by taking the mean of the corre-
sponding compensated i-vectors, over a set of 4 hours of balanced data per
language.

Given a test utterance, the score for a target language is estimated using the
cosine similarity measure between the target i-vector and the test i-vector.

5 Results and Analysis

Two different evaluations were made: training and testing with 30 seconds speech
utterances, and training and testing with 3 seconds speech utterances.

Table 1 shows the performance obtained for each zone created with linear
zoning. Here the notation LPQ30, refers to the experiment that uses LPQ texture
descriptors and 30 seconds duration signals to train and test.

The performance measures used for this evaluation are the accuracy and the
equal error rate (EER). The accuracy reflects the percentage, of the 250 test sig-
nals, that were correctly classified. The EER represents the system performance
when the false acceptance probability (detecting the wrong language for a given
test segment) is equal to the missed detection probability (rejecting the correct
language).

To apply LPQ features over a spectrogram, has a lot in common with extract-
ing MFCC features to the speech signal, besides most state-of-the-art speech pro-
cessing systems use some form of MFCC as their acoustic feature representation,
because of their spectral nature.

Table 2 shows the fused classification scores. It is worth noting how merging
all zones predictions improves the performance of the best individual SVM clas-
sifier (from zone 1). Another important issue was to verify that to discharge the
worst zones -upper ones- does not always help to increase the final recognition.
Even zone 10, provided useful information when classifiers were merged.

Spoken language recognition over short duration (≤ 3sec) speech segments is
one of the ongoing challenges, our method is also susceptible to this phenomenon
(Table 2).

5.1 Comparison with the TV Approach

Trying to reproduce a state-of-the-art method for language recognition over our
own experimental setup, we developed an i-vector framework taking the risk of
a bad performance due to its nature of high demanding resources method.

Comparing the results with the baseline, is remarkable how the proposed
method obtained comparable results with the TV state of the art approach
(Table 3).

However the most important outcome is the significant EER reduction when
both systems scores are merged. Notice how the fusion itself is a result that
competes with state of the art systems, however using much less data [17].

We could also say that both representations, textural representation of the
speech and total variability, complement each other based on the improvement
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Table 3. Comparison between LPQ system, i-vector baseline and their fusion, in terms
EER (%) and demanded data (hours).

System 30 sec 3 sec Model data UBM-TV data

LPQ 7.3 % 17.2% 2.5 h/target -
i-vector 7.6 % 22.8% 4 h/target 72 h
Fusion 4.8 % 14.29% - -

their fusion brought. Besides it is quit known that long term approaches are able
to convey information sometimes impossible to reflect in the short term based
ones.

6 Conclusion

The most interesting and original result is the experimental demostration of how
the spectrogram texture discriminates the musical genre and it is also useful to
identify languages.

In this study, we proposed a framework to model textural characteristics of
speech spectrograms, which as we showed, indirectly model prosodic cues.

It was described a technique of visual data interpretation for spoken language
recognition, and as main outcomes of this innovative approach we could mention:

- a new methodology to extract language features from spectrogram represen-
tation was developed,

- a new framework for using suprasegmental information in spoken language
recognition was presented,

- a low dimensional vector representation which brings a comprehensive frame-
work for futures subsystem merging,

- a representation with complementary information to the TV space [19].

Remains as challenges:

- to find an optimal fusion rule, probably a trained fusion function,
- to try this method in closely related language sets.
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