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Abstract. In this paper, we present a novel approach to candidate
ground truth label generation for large-scale medical image collections
by combining clinically-relevant textual and visual analysis through the
framework of ambiguous label learning. In particular, we present a novel
string matching algorithm for extracting disease labels from patient re-
ports associated with imaging studies. These are assigned as ambiguous
labels to the images of the study. Visual analysis is then performed on
the images of the study and diagnostically relevant features are extracted
from relevant regions within images. Finally, we learn the correlation be-
tween the ambiguous disease labels and visual features through an am-
biguous SVM learning framework. The approach was validated in a large
Doppler image collection of over 7000 images showing a scalable way to
semi-automatically ground truth large image collections.

1 Introduction

With big data becoming relevant to medical imaging community, there is a grow-
ing need to more easily label these images for disease occurrences in a semi-
automatic fashion to ease the labeling burden of clinical experts. Often medical
imaging studies have reports associated with them that mention the disease la-
bels. However, due to the large variety in spoken utterances, spotting disease
labels using known medical vocabularies is difficult. Diseases may be implicitly
mentioned, occur in negative sense, or be denoted through abbreviations or syn-
onyms. Table 2 illustrates this problem through sample sentences taken from
actual reports (Column 2) and their corresponding medical vocabulary phrases
(Column 1). Associating disease labels of reports with relevant images in the
study is also a difficult problem ordinarily requiring clinical expertise to spot
the anomaly within the images. Figure 1 shows three images within the same
patient study. An excerpt from the corresponding report is shown in Table 1.
It is not clear from this data, what labels should be assigned to these images.

The goal of this work is to address this problem by studying the correlation
between anomaly depicting feature regions within images with potential disease
labels through an ambiguous label learning formulation. Specifically, we extract
disease depicting features from images and correlate with potentially ambiguous
labels extracted from reports using a convex optimization learning formulation
that minimizes a surrogate loss appropriate for the ambiguous labels. While the
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text-based disease label extraction method is generally applicable across modal-
ities and specialties, disease-depicting visual features will need to be customized
per modality and anatomical specialty. We illustrate this methodology, there-
fore, by restricting to images to cardiac Doppler ultrasound imaging. As shown
in Figure 1, these images possess sufficient variety of disease-specific and local-
ized velocity patterns to serve as a good case to validate this methodology.

2 Related Work

The work reported here overlaps with work in three inter-disciplinary fields.
There is considerable work in the text mining literature on concept extraction
including sentence extraction, stop-word removal, term spotting, and negation
finding[10,8,6]. While these algorithms have reasonable precision, their recall
rate is low due to low tolerance for deviations in spoken phrases during string
matching. Similarly, the work in Doppler image analysis has mostly focused on
extracting the Doppler envelope traces[13,15,14,4]. However, important disease-
specific information is also available in the interior of the Doppler regions such
as the left ventricular outflow tract (LVOT), which has not been addressed.
Finally, the automatic labeling of ground truth data is being actively addressed
through crowdsourcing[11] in social media, using textual annotations of photos
[2] and learning to reduce the ambiguity in the associations between image and
surrounding text[5]. However, these approaches have addressed the classification
problem [5,7,1,3] rather than the training problem as in our case.

(a) (b) (c)

Fig. 1. Illustration of Doppler images from a single study. An extract of corresponding
report shown in Table 1.

3 Extracting Disease Labels from Reports

Our approach to disease label detection in reports uses a vocabulary of disease
terms from reference medical ontologies from UMLS. To spot the occurrence of
the disease phrase within reports, we develop a new string matching algorithm
called the longest common subfix (LCF) algorithm. Given a query vocabulary
phraseS =< s1s2...sK > of K words and a candidate sentence T =< t1t2...tN >
of N words, we define longest common subfix as LCF (S, T ) =< p1p2...pL >,
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Table 1. Illustration of an extract of text report corresponding the study with images
shown in Figure 1.

Comparison: Prior examination reports are available and were reviewed
for comparison purposes.Since the prior study, the mitral regurgitation
is now moderate as opposed to mild. Summary: 1. Severe aortic stensosis.
2. The aortic valve is restricted, thickened and calcified.
3. Mildly dilated left atrium.
4. Normal left ventricular function.
5. Moderate mitral stenosis.

where L is the largest subset of words from S that found a partial match in T
and pi is a partial match of a word si ∈ S to a word in T. A word si in S is said to
partially match a word tj in T if it shares a maximum length common prefix pi

such that |pi|
max{|si|,|tj|} > τ . If we make the threshold τ = 1.0 , this reduces to the

case of finding exact matches to words of S. Note that this formulation is different
from the conventional longest common subsequence (LCS) string matching as
there is an emphasis on character grouping into words and the use of word
prefixes to relate words in the English language. Using dynamic programming

Table 2. Disease label extraction from text results.

Disease Label Sentence detected to contain the disease label

Aortic sclerosis, Marked aortic sclerosis present with evidence of
stenosis.

Aortic stenosis
Fracture of clavicle There is a transverse fracture of the mid left clavicle

with mild superior angulation of the fracture fragment.
Perforation of Esophagus A contrast esophagram shows esophageal perfora-

tion of the anterior left esophagus at C4-5 with extra-
luminal contrast seen.

Edema of lower extremity Extremities: Lower extremity trace pitting edema
and bilateral lower extremity toe ulceration.

Atrial dilatation Left atrium: Left atrial size is mildly dilated.
Abnormal findings in lung abn findings-lung field.

to implement the longest common subfix algorithm, the best alignment between
a vocabulary phrase S and candidate sentence T is found by keeping an array
C[i, j] to calculate the score of matching a fragment of S up to the ith word and
fragment of T up to the jth word. We then update the dynamic programming
matrix according to the algorithm shown in Algorithm 1. Here pmax(i, j) is the
longest prefix of the strings (si, tj) and δ is a mismatch penalty, which controls
the separation between matched words and prevents words that are too far apart
in a sentence from being associated with the same vocabulary phrase. Using
this algorithm, a vocabulary phrase S is said to be detected in a sentence T if
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Fig. 2. Illustration of SIFT feature extraction from Doppler ultrasound images.
(a) Original image. (c) Selected region of interest containing Doppler spectrum.
(d) Detected EKG pattern in the image of (c) (shown expanded for clarity). (d) Doppler
spectrum outlined by Otsu thresholding. (e) Single period Doppler spectrum extracted
from the spectrum of (d) by detecting periodicities in the thresholded waveform and
synchronizing with the R-wave of the EKG. (f) Scaled Doppler spectrum after convert-
ing to velocity coordinates. (g) SIFT features extracted in the scaled Doppler spectrum
of (f).

|LCF (S,T )|
|S| ≥ Γ for some threshold Γ . The choice of τ and Γ affect precision and

recall in matching and was chosen to meet specified criteria for precision and
recall based on an ROC curve analysis on labeled collection. Using a pre-indexing
step for large vocabularies, the LCF matching only needs to be invoked on likely
phrases keeping the resulting O(n2) complexity still manageable for small n.

Table 2 shows the results of applying the longest common subfix algorithm on
a variety of sentences found in textual reports. It can be seen that the algorithm
spots multiple vocabulary word occurrences in a sentence and under considerable
word distortions (e.g. dilatation versus dilated), even without a deep understand-
ing of their linguistic origins. The algorithm uses other enhancements for negation
pattern finding, abbreviation expansions and fast indexing of vocabularies which
are skipped here for brevity.

4 Feature Extraction from Doppler Images

In Doppler echocardiography images, the clinically relevant region is known to
be within the Doppler spectrum, contained in a rectangular region of interest
as shown in Figure 1. The shape of the velocity envelope, its amplitude (scale),
as well as its density within the envelope convey important discriminatory in-
formation about diseases[14]. Our method of extracting Doppler spectrum uses
the same pre-processing steps of: region of interest detection, EKG extraction,
periodicity detection, and envelope extraction as described in [14] but adds the
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Algorithm 1. Longest Common Subfix Algorithm

LCF(S,T):

1: Input/Output Input: two strings (S,T). Output: an alignment score.
2: Initialize c[i, 0] = 0, c[0, j] = 0, 0 ≤ i ≤ K, 0 ≤ j ≤ N .
3: Iterate for (1 ≤ i ≤ K)

for (1 ≤ j ≤ N)

ρij = |pmax(i,j)|
max{|si|,|tj |}

If C[i− 1, j − 1] + ρij > C[i− 1, j] and
C[i− 1, j − 1] + ρij > C[i, j − 1]

C[i, j] = C[i− 1, j − 1] + ρij
else

if (C[i− 1, j] + ρij > C[i, j − 1]
C[i, j] = C[i− 1, j]− δ

else
C[i, j] = C[i, j − 1]− δ

two enhancements below that are necessary to (a) translate the visual measure-
ments to the more clinically relevant velocity measurements and, (b) produce
more discriminable features that consider density of Doppler spectra in addition
to their shape.

Table 3. Illustration of accuracy of disease label detection in textual reports.

Algorithms Average Precision Average Recall

LanguageWare 80.1% 48.1%
CTakes 34.03% 59.6%
LCF 89.2% 83.25%

4.1 Building a Common Doppler Reference Frame

Since the amplitude of Doppler velocity is important for disease discrimination,
we recover the amplitude units from the text calibration markers on Doppler
images using the open-source optical character recognition algorithm ‘Tesseract’.

To render the recovered velocity values in a common reference frame for fea-
ture extraction and comparison, we transform the pixels in the Doppler spec-
trum region using a similarity transform to a reference image of fixed size (WM

x HM ) corresponding to the maximum range of velocities VM = VMa − VMb.
Then given any single period Doppler spectrum image of size (WI x HI) repre-
senting a range of velocities = VI = (VIa −VIb) where the suffix a and b refer to
direction , we can linearly transform every pixel point (x, y) to a point (x

′
, y

′
)

as y
′
= sh ∗ y + th x

′
= sw ∗ x + tw where sw = WM/WI , tw = 0, since all the

spectra are aligned with respect to the start of the R-wave. Also, sh = VI

VM
∗ HM

HI
,

and th = 0.5 ∗HM − y0, where y0 is the baseline for the Doppler spectrum.
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4.2 Feature Extraction from Doppler Spectrum

To capture the intensity and shape information from both the velocity envelopes
and interior regions, we use the dense SIFT feature descriptor [9]. However, we
only apply the descriptor in the region between upper and lower Doppler en-
velopes to capture the essential clinical information. To reduce the high dimen-
sionality of SIFT features further, we cluster them to form code books similar
to the bag of words model. Using these enhancements, the steps in the deriva-
tion of visual features are illustrated in Figure 2. Note that even though the
SIFT descriptor itself is uninterpretable clinically, its selective application in
the clinically relevant Doppler regions produces discriminable features useful for
correlating with disease.

5 Ambiguity Reduction Using Machine Learning

Given a set of feature vectors X = {xi}, i = 1...N corresponding to all train-
ing images, where each sample xi is associated with a set of ambiguous labels
Yi = {aij}, j = 1...Mi, the problem is to train a classifier that could reduce the
ambiguity and obtain at least one label for sample from X . Let the set of possible
labels be {1, 2..., L}. Using the convex optimization formulation proposed in [5],
for each class label a, we define a linear classifier as ga(x) = wa ·x. Given scores
from all the classifiers {ga(x)} for a sample x, one could obtain the best label as
argmaxa g

a(x). We denote the overall classifier as g(x), which is parameterized
by {ga(x)} or d× L parameters. Following [5], we learn the parameters of g, by
minimizing the following objective function

minw
1

2
||w||22 + C||ξ||22 (1)

such that s.t. 1
|Yi|

∑
a∈Yi

wa · xi ≥ 1 − ξi,−wa · xi ≥ 1 − ξia∀a /∈ Yi. Here w is

a concatenation of {wa}. This formulation encodes the idea that on an average,
over the set of associated ambiguous labels, the classifier should maximize the
margin with respect to each incorrect label. Once this classifier has been trained,
given a new sample x, we can obtain its classification score with respect to each
of the labels, since all wa are now known. Note that this approach is different

Table 4. Illustration of Doppler envelope detection accuracy in Doppler imaging.

Images ROI EKG Period % Normalization
tested accuracy accuracy accuracy accuracy

7332 99.3% 88.1% 82.2% 97.8%

from training a single SVM for each label or a multi-class SVM, since the best
learner is chosen based on minimizing the empirical risk from the ambiguous 0/1
loss defined over the ambiguous label set as shown by the summation term in
Equation 1.
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6 Results

To validate our methodology, we assembled a large collection of over 7148 cardiac
ultrasound studies from about 2059 patients from the electronic health records of
a nearby collaborating hospital. Isolating the CW Doppler images within those
studies that had associated cardiology reports, we obtained 7332 CW Doppler
images that needed ground truth labeling.

6.1 Accuracy of Disease Label Extraction

To evaluate the accuracy of disease label detection in reports, a subset of 800
reports were divided among 5 experts who noted the disease labels and the
sentences in which they occurred. The resulting performance is indicated in
Table 3 indicating 89% precision and over 83% recall in the label extraction from
reports. These numbers outperformed the commercial LanguageWare software
that uses an exact string matching algorithm with proprietary negation finding,
and the cTakes algorithm[12] as shown in that table. Our method has a better
recall due to its ability to tolerate word variations using the LCF algorithm.

Table 5. Illustration of agreement of labels learned with manual verification.

Images Ambiguity Maximum Avg Labels Manually

tried set size Labels before after verified

5641 36 13 3.58 1.03 92.3%

6.2 Accuracy of Doppler Spectrum Extraction

Next, we evaluated the accuracy of Doppler spectrum extraction by manually
noting the number of errors for each of the image processing steps of ROI detec-
tion, EKG extraction, periodicity estimation, and velocity unit estimation. The
results of testing over the 7332 image collection is shown in Table 4 for each
stage of the image processing in terms of percentage found correct.

6.3 Ambiguity Reduction Using Machine Learning

By limiting the detected disease labels to be within the most frequent labels
(there were 36 diseases that were frequently occurring), we obtained an average
of 3.58 labels per image with a maximum of 13 labels for some of the images as
shown in Table 5. By applying the ambiguous label learning algorithm, we were
able to reduce the ambiguity to an average of 1.03 labels. To evaluate the quality
of the labels produced by the learning, we randomly selected a set of 650 images
from the labeled collection. We then had experts produce independent labels
for the images by observing them within the corresponding ultrasound study
and reading the associated echocardiogram report. There was 92% agreement
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Table 6. Illustration of classification accuracy improvement using reduced ambiguity
labels.

Training images Testing images Ambiguity size Error with Error with

from ground truth from ground truth ambiguous labels reduced labels

4513 1128 36 34.3% 8.2%

in the labels produced by these evaluations with the manual labeling indicating
the validity of our method. Interestingly, when the visual features were changed
from SIFT code books on and within Doppler envelopes to features only on the
Doppler envelope as described in [14], the manual validation accuracy with the
resulting labels went down to 64.7%. This indicated that the features within
interior regions of the envelopes were relevant for learning the visual-text label
associations.

Lastly, to show that label reduction during training helps subsequent clas-
sification accuracy, we set aside 20% of the original training data for testing.
We used the learning from ambiguous labels framework first with the larger set
of labels for each training image (Column 4, Table 6), and then with the smaller
set of ambiguous labels (Column 5). As can be seen from Table 6, the overall
classification accuracy is higher with smaller set of ambiguous labels than the
original labels, thus justifying the ambiguity reduction step in the training stage
prior to classification.

7 Conclusions

In this paper, we address for the first time, the problem of candidate ground
truth label generation of large medical image collections by combining textual
and visual features within an ambiguous label learning framework. While manual
verification of the selected labels may still be desirable, the automatic ground
truth labeling process is expected to significantly reduce the visual examination
burden for clinical experts.
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