
A User Study of Netflix Streaming

France Jackson1(&), Rahul Amin2, Yunhui Fu2, Juan E. Gilbert1,
and James Martin2

1 CISE Department, University of Florida, Gainesville, FL, USA
{france.jackson,juan}@ufl.edu

2 School of Computing, Clemson University, Clemson, SC, USA
{ramin,yfu,jmarty}@clemson.edu

Abstract. Netflix and Hulu are examples of HTTP-based Adaptive Streaming
(HAS). HAS is unique because it attempts to manage the user’s perceived
quality by adapting video quality. Current HAS research fails to address whether
adaptations actually make a difference? The main challenge in answering this is
the lack of consideration for the end user’s perceived quality. The research
community is converging on an accepted set of ‘component metrics’ for HAS.
However, determining an objective Quality of Experience (QoE) estimate is an
open issue. A between-subject user study of Netflix was conducted to shed light
on the user’s perception of quality. We found that users prefer to receive lower
video quality levels first with marginal improvements made over time. Cur-
rently, content providers switch between the highest and lowest level of quality.
This paper seeks to explain a better method that led to higher user satisfaction
based on Mean opinion score values (MOS).
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1 Introduction

Sandvine’s recent Internet usage report estimates that 65 % of downstream traffic
during peak usage times for fixed access networks is ‘real-time entertainment’ [1]. This
traffic category represents streamed content that primarily consists of Netflix and
YouTube traffic. Ten years ago the term video streaming implied UDP transport. Now,
video streaming typically refers to HTTP-based adaptive streaming (HAS). Various,
similar approaches for HAS have evolved from companies such as Netflix, Microsoft,
Apple, and Google. This evolution motivated the development of the Dynamic
Adaptive Streaming Over HTTP (DASH) Protocol. DASH provides a standard method
for containing and distributing video content over the Internet [2, 3]. While it is not
clear when or if the current set of HAS applications will converge towards a single
standard, it is clear that HAS applications will be the dominant consumer of bandwidth
in broadband access networks in the foreseeable future. Given its popularity, we chose
Netflix as the video content delivery system to use in our study.

The idea behind HAS is that matching the video content bitrate to the available path
bandwidth leads to a better user experience and to reduced bandwidth consumption
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compared to if the video was streamed at a fixed bitrate. This implies that the appli-
cation voluntarily gives up available TCP bandwidth with the assumption that this
improves the end user experience. This behavior is rationalized throughout the litera-
ture. For example, the work in [4] suggests that buffer stalls have the biggest impact on
user engagement; the work in [5] suggests that frequent adaptations are distracting; and
the work in [6] suggests that sudden changes in video quality trigger poor subjective
scores. In addition, there are several recent performance studies of HAS (e.g., [7–9])
that do consider Quality of Experience (QoE). However, determining the perceived
QoE of a video streaming session is very complex as the assessment depends on many
factors including the viewer, the video encoding details, and the content.

This study explores techniques content providers can use to positively influence
user perception and investigate the power of setting user expectations. Our work
focuses on two research questions. First, we address the issue of how quickly video
rendering should start. The tradeoff may seem trivial: should HAS buffer content when
network conditions are excellent while showing the user a fairly high resolution video
content, or should HAS use up all the bandwidth to show the user the highest resolution
video content and not waste any bandwidth on buffering for the time when network
impairments are experienced?

To provide an insight to this complex question, we investigate two relatively
simpler questions. If video quality degradation is necessary; it is not beneficial for
video content providers to provide content at two extremes, (i.e. starting a video at a
lower quality and eventually moving to the highest quality or the converse, starting the
video at the highest quality and degrading overtime) or if the user’s expectation is set
low; by low video quality in the beginning, are the users ok with a sub-par, but slightly
better, quality for the rest of the video? Additionally, do users have different video
quality expectations if they are told that the video they are watching is online content
such as Netflix versus TV Cable provider content such as On-Demand movies?

This work is a continuation of a previous study where user satisfaction with an
online game was evaluated. In the previous study, end user’s home networks were
emulated, including network impairment such as packet delay by utilizing the Linux
network emulator netem. While under observation, users played a popular online game
Call of Duty: Modern Warfare 2 on Xbox 360. Survey responses were used to calculate
a Mean Opinion Score (MOS). It was concluded that although more experienced
gamers are more sensitive to network delays compared to novice users, they are still
unable to adequately quantify the amount of degradation they experience. Because
online videos are also a large source of bandwidth consumption in homes today, we
evaluated the online video streaming space in this study [1]. In the research presented
in this paper, a subjective evaluation of HAS in the presence of controlled levels of
network impairment was performed by conducting actual user studies. Research done
by [21] supports the argument that QoE for multimedia services should be driven by
the user perception of quality rather than raw engineering parameters such as latency,
jitter, and bandwidth.
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2 Related Work

The networking community is just beginning to study DASH-like protocols. Most of
the recent work has focused on characterizing widely deployed applications like Netflix
or YouTube [7–9, 14–17]. The work in [7, 8] is similar to this work as they incorporate
QoE assessment in the analysis methodology. Jiang, Sekar, and Zhang introduce an
instability metric in [7] that quantifies the level and relative weight of bitrate switches.

Also, there are very few studies that assess the perceived quality of modern
Internet protocol television (IPTV) video distribution systems. The art of perceived
quality assessment of video broadcasts is well established; however, the majority of
this work focuses on traditional broadcast technology. The majority of techniques
that are used assume a methodology involving reference streams. The deviation of
the received content from the original content is assessed based on numerous stan-
dard metrics [19, 20].

Assessing the perceived quality of video without a reference is much more chal-
lenging. The 3GPP community has identified several quality metrics for DASH
including HTTP request/response transaction times, average throughput and initial
playout delay [3GPP]. In [4], the authors explore measures that impact perceived
quality of Internet broadcasts and found that the percent buffering time has the largest
impact on user engagement although the specific impact varies by content genre. Other
metrics that are established in the Internet broadcast communities are:

• Zapping time: The time required for a new stream to begin rendering.
• Rate of re-buffering: This is the rate of re-buffering events.

The work in [8] performed subjective tests to determine which bitrate adaptation
behaviors led to the highest overall perceived quality. The work in [18] evaluated three
commercial HAS products (Microsoft Smooth Streaming, Adobe Dynamic Streaming,
and Apple Live Streaming) as well as an open source HAS implementation. They
determine that in vehicular scenarios neither method will always achieve the maximum
available bandwidth with a minimal number of quality switches.

To date, there has not been a human factors study that correlates the impacts of the
network with perceived quality by end users viewing HAS-based streamed content.

3 Methodology

Video content type could make a difference in the perceived quality. For this study an
action movie because the special effects in an action movie allows for easier detection
of visual artifacts. An artifact is an anomaly found during visual representation of
digital graphics and imagery. Using the action movie video content, preliminary studies
were conducted to determine the appropriate level of packet loss for the actual study. In
selecting the correct packet loss rate, one of the requirements was that a buffering
message should not appear on the screen during the study. When a packet loss rate of
12 % was used, a buffering message appeared; therefore, it was determined that the
worst packet loss setting had to be below 12 %. Expert viewers from the University’s
Digital Production group watched the movie clip at various packet loss levels below
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12 % to determine the correct packet loss settings for the actual study where artifacts
could be detected.

3.1 Experiment Setup

The action video clip used in the study was 10 min in length. For the actual experiment,
3 settings were consided based on the findings from the preliminary study. See Table 1
for the packet loss settings used for the study.

3.2 Study Design

A between subject approach was taken where each user viewed only one setting. In an
attempt to have more control over the video content, each setting described in Table 1
was pre-recorded. For each setting, the video was played with the appropriate begin-
ning and appropriate end setting, and a screen capture software, Fraps,1 was used to
capture the video. Therefore, each participant scheduled to view Setting 1 video, saw
the exact same video clip. The same is true for Settings 2 and 3.

A total of 56 experiments were performed, which resulted in 112 survey responses.
To test one of the hypotheses related to online vs. on-demand content, half of the
participants were told that they were watching a free online movie by the experimenter,
while the other half were told they were watching a paid on-demand style movie.
During each experiment, no more than four users would participate in the study. The
number was kept below four to preserve a fairly straight viewing angle for each user.
The distance between the viewers and the 32’ 1080p HD TV where the video content
was displayed was approximately 6 feet which is a typical distance used by viewers in a
home setting.

3.3 Experimental Procedure

Prior to watching the movie clip, participants completed a pre-survey questionnaire
where demographic information as well as information related to their movie watching
behavior was collected. Following the movie, a post survey questionnaire was com-
pleted where users used a 5 point Likert scale to assess their “Level of Frustration”,
“Video Clarity” and “Distortion” for the beginning and end of the video clip as well as

Table 1. Packet loss settings

Setting 1st 5 min 2nd 5 min

1. Bad to Good 9 % 0 %
2. Good to Bad 0 % 9 %
3. Bad to Ok 9 % 6 %

1 More details about the screen capture software available at: www.fraps.com.
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their overall experience. Video clarity was defined as the crispness of the image, while
distortion was defined as the presence of artifacts in the image. They were also asked
about sound distortion.

There were two additional questions that were very important to our stakeholders.
We asked users how much they would be willing to pay for a movie with the current
video quality and how likely would they be to switch service providers if they con-
tinuously received service at this level. These responses were recorded and analyzed to
determine if there was a correlation between willingness to pay and whether the user
was told they were watching an online movie versus an on-demand movie.

Finally, there was an oral question. Each user was asked if they prefer to have bad
quality in the beginning or at the end of a movie. There was also an option to indicate
that any degradation in quality is unacceptable.

4 Results and Analysis

4.1 Calculating Mean Opinion Scores (MOS)

The responses to the post-survey questions were used to calculate a Mean Opinion Score
(MOS) value. The MOS metric was used to quantify the user’s QoE. Participant
responses were first categorized by on-demand or online perception. Next they were
categorized by the setting (bad to good, good to bad, and bad to ok) as illustrated in Fig. 1.

Within each of these categories, the responses for the reported level of frustration at
the beginning of the video, the responses for the video clarity at the beginning of the
video, and the responses for the distortion at the beginning of the video were all
averaged. This created three MOS values. These values were averaged to create the
overall MOS for the beginning of the video. The same process was used to calucalate
the MOS for the end of the video, as well as the overall opinion(see Fig. 1). The MOS
calculation breakdown can be seen in Fig. 2. The process shown in Fig. 2 was repeated

Fig. 1. Results categorization logic
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for each setting. Each setting under the online condition was also used to calculate
MOS values.

4.2 Interpreting Mean Opinion Scores

Based on the results, the bad to ok setting has the highest “overall” MOS. So, starting
with low video quality and then improving it a little satisfied most of the users. The bad
to ok overall MOS results support our first hypothesis that video quality should start at
a lower quality and eventually move to a little higher, but sub-par quality in the
presence of network congestion. Both settings that involved the two extremes (Good to
Bad and Bad to Good) resulted in lower MOS values, this also supports our first
hypothesis, that content providers current method of showing extremes is not benefi-
cial. The responses to two extreme settings result from the fact that users get to see the
“best quality”. They know the quality they should have been obtaining the entire time
and they can more visibly see the drastic change, as opposed to a less drastic difference.
Since the user expectation is set low by low video quality in the beginning, the users
actually prefer a sub-par (but slightly better) quality for the rest of the video rather than
going to the best quality which supports our hypothesis. The results for both
on-demand and on-line studies are illustrated in Figs. 3 and 4 respectively.

When comparing Figs. 3 and 4, it is also apparent that the “overall” MOS for all
three settings is lower for online study compared to on-demand study. This supports
our second hypothesis that users’ perceived level of quality can be influenced by setting
a level of expectation based on the method used to provide the content.

The MOS results from the “Willingness to Pay” metric, seen in Fig. 5, also support
this hypothesis by showing that the MOS of each setting is lower for the online study
compared to the on-demand study.

When asked if they prefered degradation in quality in the beginning or end of the
video, the majority (45 %) reported that any degradation in quality is unacceptable.

Of the people that would accept degradation, they preferred that it occur in the
beginning. This supports the hypothesis that starting at poor quality and slightly
improving over time is beneficial.

Fig. 2. MOS calculation breakdown
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Fig. 3. On-demand MOS results

Fig. 4. Online MOS results

Fig. 5. Willingness to pay MOS results
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5 Conclusion

Our analysis supported our hypothesis that users have different levels of expectation
based on the method used to deliver the video content. When users watch online movie
content such as Netflix or Hulu, they have a lower level of expectation than when they
are watching on-demand content. This preset expectation influences the way they
perceive and assess the video quality as well as the amount they are willing to spend on
the content. Our results also suggest that when a stream is starting and network con-
ditions impair quality, the system should begin at a reduced quality and improve over
time. Content providers can still satisfy customers if they start with a bad quality stream
and improve the quality marginally over time. This could lead to better bandwidth
management for cable providers and result in a conservation of resources.
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