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Abstract. In this paper, methods for efficient utilization of modern
accelerator-based hardware for performing high-order finite-element com-
putations are studied. We have implemented several versions of a matrix-
free finite-element stiffness operator targeting graphics processors. Two
different techniques for handling the issue of conflicting updates are
investigated; one approach based on CUDA atomics, and a more ad-
vanced approach using mesh coloring. These are contrasted to a number
of matrix-free CPU-based implementations. A comparison to standard
matrix-based implementations for CPU and GPU is also made. The per-
formance of the different approaches are evaluated through a series of
benchmarks corresponding to a Poisson model problem. Depending on
dimensionality and polynomial order, the best GPU-based implemen-
tations performed between four and ten times faster than the fastest
CPU-based implementation.

1 Introduction

For applications where the geometry can be expected to be very complicated,
methods based on completely unstructured grids, such as finite-element methods,
are popular because of their ability to fully capture the geometry. On the other
hand, in application fields where solutions also posses a high level of smoothness,
such as in micro-scale simulation of viscous fluid, or linear wave propagation in
an elastic medium, using a high-order numerical method can give high accuracy
and efficiency. However, computational challenges limit the numerical order of a
conventional matrix-based finite element-method.

Traditionally, the finite element method, FEM, has been seen as consisting of
two distinct parts; an assembly of a linear system of equations, and a solution
of this system. The system of equations is then typically represented as a sparse
matrix, and the solution is found using an iterative Krylov subspace method.
However, if high-order basis functions are used, in particular in 3D, the system
matrix becomes increasingly less sparse. In order to accurately simulate realistic
problems in three dimensions, millions or even billions of degrees of freedom can
be required. In such cases, the system matrix can simply be too large to store
explicitly in memory, even if a sparse representation is used.

In addition to the problem of storage, an equally important problem is that
of memory bandwidth. In most iterative methods, most time is typically spent
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performing sparse matrix-vector products, SpMV, with the system matrix [1].
The sparse matrix-vector product has a relatively poor ratio of computations
per memory access. On modern computer systems, even the most optimized
implementations of this operation will not utilize the computation resources
fully and is effectively bound by the memory bandwidth [2].

Matrix-free finite-element methods avoid these issues by merging the assem-
bly and SpMV phases into a single operator application step, thereby removing
the need for storing the system matrix explicitly. Since the large system ma-
trix no longer has to be read, the bandwidth footprint is reduced radically. On
the other hand, this is traded for additional computations, since the assem-
bly needs to be recomputed at each operator application. For non-linear and
time-dependent problems, this is not an issue since reassembly is necessary any-
way. In [3], Cantwell et al. perform a comparison of different matrix-based and
matrix-free approaches to high-order FEM, concluding that for order one el-
ements, sparse matrices are most efficient, while for orders two and higher, a
matrix-free approach yields the best performance. In [4], Kronbichler and Kor-
mann propose a general framework for matrix-free finite element methods.

Due to the increased computational intensity of the matrix-free approach [4],
it makes a good candidate for execution on throughput-oriented hardware such
as graphics processors. Work on porting high-order FEM code to GPUs include
the work by Cecka et al. [5], which compares different methods for performing the
assembly of an explicit FEM matrix on GPUs. In [6], Klöckner et al. proposed a
GPU implementation of a Discontinuous Galerkin method, which in many ways
is similar to finite-element methods. However, there hyperbolic conservation laws
were studied, which allows for an explicit time stepping without the need to solve
a linear system. In [7], Komatitsch et al. port an earthquake code based on the
related spectral element method to GPUs. Also here, the seismic wave equation
being studied is hyperbolic and can be integrated explicitly in time.

In this paper, we propose a matrix-free GPU implementation of a finite-
element stiffness operator based on CUDA, for future use in a solver for possibly
non-linear elliptic and parabolic PDEs. An issue in performing the operator
application is how to avoid race conditions when writing partial results to the
output. We present two different techniques to handle this; one which uses the in-
trinsic atomic instruction of CUDA to protect the writes, and a more advanced
technique based on mesh coloring to avoid the conflicts. We evaluate the two
techniques in benchmarks based on a simple model problem, namely Poisson’s
equation on a Cartesian mesh in 2D and 3D, for polynomial degrees one to four.

2 A Matrix-Free Finite-Element Method

In the following discussion, the Poisson equation with homogeneous boundary
conditions,

∇2u = f on Ω, (1)
u = 0 on ∂Ω, (2)
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in two dimensions is studied. This is a simple model problem, however it is still
representative of more complex problems as it shares most of their properties.
If the equation involves other differential operators than ∇2, they are typically
treated in a similar way. It is readily extensible to three or higher dimensions. If
there is a time dependency, a similar time-independent equation is solved at each
time step. If the equation is non-linear, it is linearized and a similar linear prob-
lem is solved, e.g. throughout a Newton iteration procedure. Non-homogeneous
Dirichlet boundary conditions can easily be transformed to homogeneous ones,
and the treatment of Neumann conditions or more general Robin conditions
leads to similar end results.

By multiplying (1) by a test function v and integrating by parts, the weak
form

∫
Ω

∇v · ∇u dV =

∫
Ω

vf dV (3)

is obtained, where v belongs to the function space V which is chosen to satisfy
the boundary conditions (2).

Now, let K be a quadrilateralization of Ω, i.e. a partitioning of Ω into a set of
non-overlapping quadrilaterals Ωk. Also, let Vh be the finite-dimensional space
of all functions v, bi-polynomial of degree p within each element Ωk, continuous
between neighboring elements, and, once again, fulfilling the boundary condition.
To find a basis for Vh, we begin by noting that in order to span the space of all
p’th order bi-polynomials of an element, (p+ 1)2 basis functions are needed for
that element. To uniquely determine the coefficients of these (p + 1)2 element-
local basis functions, (p+ 1)2 degrees of freedom, (DoFs) are needed, which are
introduced as the function values at (p+1)2 node points on each element. Note
that node points on edges and corners will be shared between several elements.
The basis is then comprised of the p’th-degree bi-polynomials {ψi}Np

i=1, where
basis function ψi is equal to unity at precisely node j = i, and zero at all other
nodes j �= i.

Expanding the solution in this space, u =
∑N

i=1 uiψi, and substituting ψj as
the test functions v, we get

N∑
i=1

Ai,jui = bj , for j = 1, . . . , N , (4)

where

Ai,j =

∫
Ω

∇ψi · ∇ψjdV (5)

bj =

∫
Ω

fψjdV . (6)

This is a linear system in the DoFs ui, which needs to be solved in order to
obtain the approximate solution u to the original problem (1).
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Noting that (5) can be writen as a sum over the elements in the mesh K,

Ai,j =
∑
k∈K

∫
Ωk

∇ψi · ∇ψjdV , (7)

we observe that each sub-integral will only be non-zero for very few combinations
of basis functions, namely the ones that have a non-zero overlap on element k.
If we introduce a local numbering of the DoFs within an element, there will
be an element-dependent mapping Ik translating local index j to global index
Ik(j), and an associated permutation matrix P k

i,j = δi,Ik(j). Using this, and
introducing ψk

l as the l’th basis function on element k, we can write (7) on
matrix form as

A =
∑
k∈K

P kAkP kT , (8)

where the local stiffness matrix Ak is defined as

Ak
l,m =

∫
Ωk

∇ψk
l · ∇ψk

mdV . (9)

2.1 Computation of the Local Matrix

The integral in (9) is usually computed by transforming Ωk to a reference ele-
ment, and using numerical quadrature. Typically, Gaussian quadrature is used
since polynomials can be integrated exactly.

Ak
i,j =

∑
q

[
J−1
k (x̂q)∇̂ψ̂i(x̂q)

]
·
[
J−1
k (x̂q)∇̂ψ̂j(x̂q)

]
| detJk(x̂q)|wq ,

where Jk is the Jacobian matrix of the transformation from reference element
to the k’th real element, x̂q are the quadrature points of the reference element,
and wq are the quadrature weights.

Now, if the mesh is uniform, i.e. all elements have the same shape and size,
Jk will be the same for all k. In this case, also Ak will be independent of k, and
a single Â can be precomputed and stored in memory. For a non-uniform mesh,
however, all the Ak will be distinct and a precomputation is unfeasible due to
the extensive storage requirement. In such a case, a tensor based approach can
be used, as described by Kronbichler and Kormann [4].

2.2 Matrix Free Operator Application

In the case of standard finite-element methods where an explicit matrix is used,
(8) is computed once and the resulting matrix is stored, to be used in the sub-
sequent multiplications. To obtain the matrix-free case, we multiply (8) by the
vector u and simply rewrite it the following way,

Au =

(∑
k∈K

P kAkP kT

)
u ⇔ Au =

∑
k∈K

(
P kAkP kTu

)
. (10)
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Since the permutation matrices merely selects and reorders rows, we have
essentially disassembled the operator application from a sparse matrix-vector
multiplication into a sum of many, small and dense matrix-vector multiplications,
where each such multiplication involves a computation of the local matrix Ak.

2.3 Parallelization

Being made up of many small, independent matrix-vector products and the
associated local-matrix computations, the matrix-free operator application in
(10) is almost trivially parallelized – the list of elements is simply split into
chunks of appropriate size and then all the chunks are processed in parallel.
However, a problem arises when assembling the results into the single output
vector.

For a given row i of the result, most of the terms in the sum in the right-hand
side of (10) will be zero, however, the terms corresponding to all elements to
which the i’th DoF belongs will be non-zero. All of these contributions will need
to be added to the single memory location at row i of the result. Since these are
computed in parallel, care must be taken to avoid race conditions while updating
the shared memory location.

Mesh Coloring. As previously stated, only the elements to which a given node
i belongs will give a contribution to the i’th row of the result. Conversely, this
means that any two elements which do not share a DoF will be free of any
conflicting updates, and may thus be processed concurrently.

One way of achieving this, is to use graph coloring. Denote two elements in
a mesh as neighbors if they do not share any node points, which will hold if
they do not share any vertices (see Fig. 1). Then, if all elements in the mesh are
colored such that within each color, no two elements are neighbors, then all the
elements within a single color can safely be executed in parallel.

A
B C

D

Fig. 1. Elements A and B are neighbors, as are elements A and C, and are thus given
different colors. Elements A and D are not neighbors and can be given the same color.

Since not all elements are processed in parallel, there is a reduction of paral-
lelism of 1

Nc
, where Nc is the number of colors needed. For a logically Cartesian

mesh, Nc = 2d, where d is the dimensionality of the problem, whereas for an
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unstructured FEM mesh, Nc > 2d in general (see Fig. 1). In both cases, how-
ever, Nc will be independent of the number of elements of the mesh. Thus, for
sufficiently large problems, the overhead will be small enough. For the uniform
meshes considered in this paper, the coloring is trivial. For the case of a general
mesh, a more advanced graph coloring algorithm must be used, such as the ones
of Berger et al. [8], Farhat and Crivelli [9], or Komatitsch et al. [7].

3 Graphics Processors

Recently, graphics processing units (GPUs) have seen an increasing use as general-
purpose processors for high-performance computations within science and tech-
nology. Computer graphics consists of processing a large number of independent
polygon vertices. Tailored for this very parallel and compute-intensive task, the ar-
chitecture ofGPUs is optimized for high throughput rather than low latency, which
is the case for CPUs. Because of this, a much larger area of the GPU chip is dedi-
cated to computations compared to a CPU. Also, memory bandwidth is typically
considerably higher than on a CPU, whereas the caching system of a CPU aims at
achieving low latency. As a consequence of the higher computing power per tran-
sistor, GPUs achieve a much higher efficiency, both economically (i.e. Gflops/$)
and power-wise (i.e. Gflops/W).

Being comprised of many small similar tasks with a high computational inten-
sity, scientific applications, such as e.g. stencil operations or linear algebra, have
in many cases been well suited for the throughput-optimized GPU hardware.
However, few applications fit the graphics-tailored GPU architecture perfectly
and in practice, issues like the limited support for double precision or the neces-
sity for very high parallelism may limit the utilization of a GPU system.

The first attempts at utilizing commodity graphics hardware for general com-
putations were based on exploiting the programmable vertex and pixel shaders
of the graphics pipeline. For a summary of the early endeavors in GPGPU, see
the excellent survey by Owens et al. [10]. However, programming the graphics
pipeline was difficult, and the real revolution came at the end of 2006, when
Nvidia released CUDA, Compute Unified Device Architecture. The CUDA plat-
form provides a unified model of the underlying hardware together with a C-
based programming environment. The CUDA GPU, or device, comprises a num-
ber of Streaming Multiprocessors (SMs) which in turn are highly parallel multi-
core processors. The threads of the application are then grouped into thread
blocks which are executed independently on a single SM. Within a thread block
or an SM, there is a piece of shared memory, and a small cache. Finally, syn-
chronization is limited and only possible between threads within a block, except
for global barriers. For further details on the CUDA platform, see the CUDA C
Programming Guide [11]. Examples of studies based on CUDA include molecular
dynamics simulations [12], fluid dynamics [13] and wave propagation [14].

Although CUDA is vendor specific and GPUs have a very specialized ar-
chitecture, they are both part of a larger movement – that of heterogeneity
and increasing use of specialized hardware and accelerators. Thus, developing
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algorithms and techniques for dedicated accelerators, such as GPUs, is relevant
also for the technology of the future.

4 Experiment Code

As part of this research, a small framework for high-order finite-element appli-
cation in efficient, heavily templated C++/CUDA has been developed. Because
of the high accuracy which is needed when solving scientific problems, double
precision is used throughout the code. The mesh is stored in an array of points
and an array of elements. For the elements, an element struct is used comprising
a list of DoF indices. This array-of-structure format was found to perform better
than a structure-of-array approach, both for the CPU and the GPU.

We have implemented several different versions of the stiffness-matrix oper-
ator. Apart from the matrix-free GPU implementations, we include serial and
parallel matrix-free implementations for the CPU, as well as matrix-based im-
plementations for both CPU and GPU, for comparison.

4.1 Matrix-Based Implementations

The matrix-based reference implementation for the CPU, SpM, uses a Compressed
Sparse Row (CSR) matrix format, since this performs well during matrix-vector
multiplication. For the assembly, a list-of-lists (LIL) format is used, since this has
superior performance during incremental construction. After the construction,
the LIL matrix is converted to the CSR format, without much overhead. Still,
the matrix construction amounts to a significant part of the total execution time
(see results under Sect. 5.1). The sparse matrix-vector product is parallelized in
OpenMP, by dividing the rows in chunks evenly over the processors. We used
four threads, since this gave the best performance.

The corresponding implementation for the GPU, GPU_SpM, uses the efficient
SpMV kernel of CUSPARSE, a sparse matrix library released by Nvidia as part
of CUDA. The matrix assembly is performed on the CPU identically to the SpM
implementation, and then copied to the GPU.

4.2 Matrix-Free Implementations

Our matrix-free implementations follows the idea described in Sect. 2.2. Since
a uniform mesh is assumed, the local matrix is the same for all elements and a
single copy is precomputed and stored. The serial version is called Mfree.

There are two versions parallelized using OpenMP, both based on computing
the contribution from multiple elements in parallel. The main difference between
the versions is the technique used to solve the conflict issue described in Sect. 2.3.
In the PrivateBuffers implementation, each OpenMP thread writes its result
to its own version of the output vector. After all threads have finished comput-
ing, a parallel reduction phase sums up the buffers into a single vector, trading
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off the conflicts for the extra storage and computations. Finally, there is an im-
plementation Color which uses the mesh coloring method described in Sect. 2.3
to avoid the conflicts. Once again, four threads are used since this gave the best
speedup relative to the serial version.

Much like the matrix-free implementations for the CPU, the ones for the
GPU mainly differ in the treatment of conflicts. In all implementations, each
thread handles a single element. A block size of 256 threads was chosen since
this performed best in the experiments. There is one version, GPU_Atomic, which
uses the built-in atomic operations of CUDA to protect the conflicting writes.
There is also an implementation GPU_Color using the more advanced coloring-
based treatment of conflicts described in Sect. 2.3. Finally, a version without any
protection, GPU_Max, is also included to get an upper bound on the performance
for an element-wise parallelization of the matrix-free operator application.

5 Numerical Experiments

The performance of the different implementations described above are evaluated
through a series of benchmark experiments. These are based on the Poisson
problem studied in Sect. 2. The unit square domain is discretized by a Cartesian
mesh of quadrilateral elements of order p. A similar problem in 3D is consid-
ered, i.e. a unit cube discretized by a Cartesian mesh of p’th-order hexahedral
elements. In detail, the experiment consists of the following parts:

1. Setup of data structures for the mesh, the vectors, and the operator.
2. Transfer of data to the appropriate memory location (i.e. device memory for

GPU-based implementations).
3. 20 successive applications of the operator.
4. Transfer of data back to main memory.

To evaluate the execution time for the operator application, the time for steps
2–4 is measured, and the time for a single application is calculated by dividing
by the number of iterations, i.e. 20. Furthermore, to get more stable results, 20
repetitions of steps 2–4 are performed, and the minimum time is recorded. The
experiment is run for all the operator implementations described in Sect. 4, with
polynomial degrees of one to four.

All experiments are performed on a server with an Intel Xeon E5-2680 eight-
core processor @ 2.70GHz, 64 GB DRAM and an Nvidia Tesla K20c GPU with
2496 cores and 5 GB of ECC-enabled memory. The test system runs Linux 2.6.32,
with a GCC compiler of version 4.4, and a CUDA platform of version 5.5.

5.1 Results

Figures 2 and 3 depict the performance of the most important implementations
as a function of the number of degrees of freedom, in 2D and 3D respectively.

Firstly, we see that performance increases with the problem size as the paral-
lelism of the hardware is saturated, in particular for the versions for the GPU,
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Fig. 2. Scaling of the performance with the problem size (NDoF ), for the 2D experi-
ments

due to its much higher parallelism. Also, it is evident that the GPU versions
performed significantly faster than the ones for the CPU. Furthermore, we see
that, as the complexity of the elements increases, i.e. as polynomial degree and
dimensionality grow, so does the benefit of using a matrix-free approach. Al-
though the matrix-based implementations for CPU and GPU performed on par
with the matrix-free ones for element order one, they are outperformed already
for second order elements. Moreover, in many cases, as expected, it was simply
impossible to use the matrix-based version, since the storage requirement for the
matrix exceeded the system memory (indicated by the truncated curves for SpM
and GPU_SpM). Finally, as predicted, the setup times were reduced considerably.
For the example of fourth-order polynomials in 2D, SpM required 14 seconds for
the setup, whereas Color required only 0.2 seconds, a difference that was even
larger in 3D. Similar times were recorded for the matrix-based and matrix-free
GPU implementations. The performance for the largest problems is presented
in more condensed form in Fig. 4 (a) and (b), which display the performance
of all implementations at the largest problem size as p varies, for 2D and 3D,
respectively.

For the results in 2D (Fig. 4(a)), we begin by noting that the matrix-free GPU
versions gave very good speedups over the reference versions (between 5.4 and 10
times versus the fastest CPU version). In fact, the amount of work performed per
time by the matrix-free GPU versions grew steadily with the polynomial order,
whereas for both the matrix-based GPU implementation and all the CPU imple-
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Fig. 3. Scaling of the performance with the problem size (NDoF ), for the 3D experi-
ments

mentations, this stayed roughly constant. Comparing the results of GPU_Color
and GPU_Atomic with the result of version without any protection, GPU_Max, we
see that there is an overhead of dealing with conflicting updates, but that using
a coloring approach was more efficient than using atomic intrinsics.

From the results of the CPU-based matrix-free versions, it is clear that the
straightforward implementation using private buffers gave a very poor speedup,
due to the overhead of performing the buffer reduction. On the other hand, just
as in the case of the GPU implementations, the parallelization based on coloring
achieved a good speedup of about 3.5.

Looking at the results for the 3D experiment (see Fig. 4(b)), we see that,
once again, using a matrix-free method on the GPU can give large speedups
(4.5 – 10×). However, although we still see a speedup over the CPU, there is
a significant drop in performance when going to order 3 and 4. An explanation
for this can be found by looking at the size of the local matrix, (p+ 1)(2d) · 8B,
which for d = 3 and p = 3 exactly matches the size of the L1 cache available
per SM, namely 32kB. Thus, the threads within a block can no longer fetch the
local matrix collectively by sharing reads.

Finally, we note that the Gflops numbers in Fig. 2 - 4 are fairly low, and quite
far from the theoretical 1.17 double precision Tflops of the K20. However, this is
no surprise since the SpMV operation is bandwidth-bound, which is also the case
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Fig. 4. Performance for the largest problems solved (with 26.2M, 26.2M, 14.8M, and
26.2M DoFs (2D) ; and 33.1M, 33.1M, 14.0M and 33.1M DoFs (3D), respectively). The
missing bars for SpM and GPU_SpM indicate a fail, i.e. the matrix did not fit in main
memory.

for a matrix-free version using a precomputed local matrix. This is confirmed
by the numbers for global memory bandwidth utilization reported by nvprof,
which lie around 110 GB/s, compared to the official peak 208GB/s (reported for
ECC off), indicating a fairly well utilized bandwidth.

6 Conclusions

Our GPU implementations of the matrix-free stiffness operator achieved speedups
of 4.5 and 10 times relative to the fastest CPU-based implementation. The re-
sults indicate that as element complexity grows, i.e. if the dimensionality and el-
ement degree increases, so does the performance benefit of using the GPU, which
is promising for future use in a high-order finite-element method solver of ellip-
tic and parabolic PDEs. Finally, as indicated by our results for the setup times,
applications where frequent reassembly is necessary, such as time-dependent or
non-linear problems, can benefit substantially from using a matrix-free approach.
In addition, with the matrix-free method, we were able to solve problems an order
of magnitude larger than with the matrix-based methods.

We saw that for a too large local matrix, performance drops significantly.
However, as was pointed out in Sect. 2.1, the strategy based on a local matrix
is limited to uniform meshes, meaning that for more realistic problems, other
approaches, such as the tensor based technique of Kronbichler and Kormann [4],
are necessary anyway. Considering this, the present result suggests that such
methods can be favorable also for uniform meshes due to the lower memory
footprint, for which the already good speedups can be expected to improve
further.

Topics of ongoing research include development of a tensor-based operator
implementation, as well as techniques for reduction of the high bandwidth usage,
and solution of realistic problems within the field of two-phase flow simulation.
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