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Abstract. The popularity of the handheld systems (smartphones, ta-
blets, ...) and their great computational capability open a new era in par-
allel computing terms. The efficient use of such devices is still a challenge.
The heterogeneity of the SoCs and MPSocs is demanding very specific
knowledge of the devices, what represents a very high learning curve for
general purpose programmers. To ease the development task we present
Paralldroid, a development framework oriented to general purpose pro-
grammers for mobile devices. Paralldroid presents a programming model
that unifies the different programming models of Android and allows for
the automatic generation of parallel code. The developer just implements
an object oriented Java application and introduces a set of Paralldroid
annotations in the sections of code to be optimized. The annotations used
are based on the OpenMP 4.0 specification. The Paralldroid system then
automatically generates the native C or Renderscript code required to
take advantage of the underlying platform. The Renderscript generated
code allows the execution in the GPU. The computational experience
proves that the results are quite promising. The code generated by Par-
alldroid takes advantage of the GPU and offers good performances with
a very low cost of development, so it contributes to increase the produc-
tivity when developing efficient code.

1 Introduction

The evolution of many of today’s ubiquitous technologies, such as Internet, mo-
bile wireless technology, and high definition television have been possible due
to the Systems on Chip (SOCs) technology. The information technology age, in
turn, has fuelled a global communications revolution. As a result of this rev-
olution, the computing power of the mobile devices has been increased. The
technologies available in desktop computers are now implemented in embedded
and mobile devices. In this scenario, we can find that new processors integrating
multicore architectures GPUs and DSPs are being developed for this market.
The Nvidia Tegra, the Qualcomm snapdragon and the Samsung Exynos are
platforms that go in this direction.

Regarding to the software development, many frameworks have been devel-
oped to support the building of software for such devices. The main companies in
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this software market have their own platforms: Windows phone from Microsoft,
iOS from Apple and Android from Google are contenders in the smartphone
market. Developing of applications for such devices is now easier. Besides to the
problem of creating energy-efficient hardware, we stumbled on the difficult task
of creating efficient, maintainable programs to run on them [1].

Conceptually, the architectural model can be viewed as a traditional hetero-
geneous CPU/GPU system where memory is shared between the CPU and GPU
and acts as a high bandwidth communication channel. In the non-unified mem-
ory architectures, it was common to have only a subset of the actual memory
addressable by the GPU. Technologies like Algorithmic Memory, GPUDirect and
UVA from Nvidia and HSA from AMD are going in the direction of an unified
memory system for CPUs and GPUs in the traditional memory architectures.
Memory performance continues to be outpaced by the ever increasing demand
of faster processors, multiprocessor cores and parallel architectures.

Given the high heterogeneity level of these devices is mandatory the develop-
ment of tools to keep the mobile device sustainability in terms of programma-
bility. Under this scenario, we find a strong divorce among traditional mobile
software developers and parallel programmers, the first tend to use high level
frameworks like Eclipse or Android Studio for the development of Java programs,
without any knowledge of parallel programming (Android: Eclipse + Java, Win-
dows: Visual Studio + C#, IOS: XCode + Objective C), and the latter that
use to work on Linux, doing their programs directly in OpenCL closer to the
metal. The first take the advantage of the high level expressiveness while the
latter assume the challenge of the high performance programming. Paralldroid
tries to help bring these to worlds.

We propose Paralldroid, a development framework that allows the automatic
development of Native, Renderscript applications for mobile devices (Smart-
phones, Tablets, ...). The developer fills and annotates, using the sequential
high level language, the sections on a template that will be executed in native
and Renderscript language. Paralldroid uses the information provided by the
annotations to generate a new program that incorporates the code sections to
run over the CPU or GPU. In [2] a comparative between the different Android
programming models was presented. The authors show the advantages of each
programming model and highlight the importance of creating an unified model.
Paralldroid unifies the different programming models of Android.

In this paper we present a performance analysis executions of code generated
by a new implementation of Paralldroid over the GPU of the mobile device.
Paralldroid can be seen as a proof of concept where we show the benefits of using
generation patterns to abstract the developers from the complexity inherent to
parallel programs.

Several are the main contributions of the paper are:

– A new implementation of the Paralldroid framework is presented. It extends
the OpenJDK compiler to generate new ASTs (Abstract Syntax Trees). Un-
der the Android Development Model, the Renderscript and Native codes are
not executed in standalone mode, they must be harnessed to a sequential
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Java code to be launched. The technique we use not only allows to generate
the new Renderscript and Native ASTs but also modifies the original one,
to allow the harnessing, in a process that is hidden to the end user.

– To extend the set of annotations to be used under the object oriented
paradigm. Most of the Android developers are Java programmers that ap-
ply the object oriented paradigm. Classical OpenMP annotations for C++,
for example, handle the directives in an imperative mode to the methods of
classes. The object oriented paradigm is not really supported. Paralldroid
introduces the annotations to classes and methods trying to be closer to the
developers object oriented mode programming style.

– The Paralldroid framework and the target architecture chosen are contribu-
tions by themselves. The heterogeneity of the Android programming mod-
els allows the programmer to obtain the best performance, implementing
each section of the application using the programming model that better fits
to his/her code. Paralldroid allows to generate code for each programming
model, facilitating the development of efficient heterogeneous applications.

– We analyse the performance over different configurations of CPUs and GPU+
CPU to prove the benefits of our tool. The results obtained show that the
Paralldroid framework is a useful tool to increase the programmability and
exploits the compute-power available on Android devices.

Some tools that generate parallel code form an extension of Java code were
presented in [3,4]. In these cases the Java syntax is modified to introduce new
syntactic elements into the language. The main disadvantage of these proposals
is that the new elements are not compatible with the Java definition, so the
standard Java compiler does not compile the source code with these extensions.
The Paralldroid definition does not modify the Java syntax definitions, it just
introduces a set of annotations. The standard Java compiler can compile the
Java code and ignore the Paralldroid annotations. In [5] the authors present
a Domain-Specic Language (DSL) to generate Renderscript code. This DSL is
specific for image processing algorithms therefore, the users have to learn a new
language. Our framework is based on the main language of Android and our
target users know this language.

The paper is structured as follows, in section 2 we introduce the development
models in Android and the different alternatives to exploit the devices, some of
the difficulties associated to the development models are shown. In section 3 we
present the Paralldroid Framework, the performance of Paralldroid is validated
in section 4 using five different applications, transform a image to grayscale,
convolve 3x3 and 5x5, levels and a general convolve implementation. We execute
each application in multiple configurations of CPUs+GPU. The results obtained
are compared. The computational results prove the increase of performance pro-
vided by Paralldroid at a low cost of development. We finish the paper with
some conclusions and future lines of research.
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2 The Development Model in Android

Android is a Linux based operating system mainly designed for mobile devices
such as smartphones and tablet devices. Android applications are written in
Java, and the Android Software Development Kit (SDK) provides the API li-
braries and developer tools necessary to build, test, and debug applications. The
central section of Figure 1(a) shows the compilation and execution model of
a Java Android application. The compilation model converts the Java .java

files to Dalvik-compatible .dex (Dalvik Executable) files. The application runs
in a Dalvik virtual machine (Dalvik VM) that manages the system resources
allocated to this application (through the Linux kernel).

(a) Compilation and execution model of
an application in Android

(b) The development model in Paralldroid

Fig. 1. Compilation and execution model of an application in Android and Paralldroid

Besides the development of Java applications, Android provides packages of
development tools and libraries to develop Native applications, the Native De-
velopment Kit (NDK). The NDK enables to implement parts of the application
running in the Dalvik VM using native-code languages such as C and C++.
This native code is executed using the Java Native Interface (JNI) provided by
Java. The right-hand section of Figure 1(a) shows the compilation and execu-
tion model of an application where part of the code has been written using the
NDK. The Native .c is compiled using the GNU compiler (GCC). Note that
using native code does not result in an automatic performance increase, but al-
ways increases application complexity, its use is recommended in CPU-intensive
operations that don’t allocate much memory, such as signal processing, physics
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simulation, and so on. Native code is useful to port an existing native code to
Android, not for speeding up parts of an Android application.

To exploit the high computational capabilities on current devices, Android
provides Renderscript, it is a high performance computation API at the native
level and a programming C language (C99 standard). Renderscript allows the
execution of parallel applications under several types of processors such as the
CPU, GPU or DSP, performing an automatic distribution of the workload across
the available processing cores on the device. The left-hand section of Figure 1(a)
shows the compilation and execution model used by Renderscript. Renderscript
(.rs files) codes are compiled using a LLVM compiler based on Clang, more-
over, it generates a set of Java classes wrapper around the Renderscript code.
Again, the use of Renderscript code does not result in an automatic performance
increasing. It is useful for applications that do image processing, mathematical
modelling, or any operations that require lots of mathematical computation.

3 Paralldroid

Paralldroid is designed to ease the development of parallel applications on An-
droid platforms. We assume that the mobile platforms will be provided with a
classical CPU and other kind of co-processor like a GPU that can be exploited
thorough Renderscript. First implementations of Paralldroid were presented in
[6,7]. In the proposed translation model, the developers define their problem as
Java code in the Android SDK and add a set of directives. These directives are
an extension of OpenMP 4.0 [8] that includes directives for accelerators.

The Object Oriented Programming (OOP) is a programming paradigm that
represents concepts as objects that include data fields and methods [9] together.
Java is a object oriented language and their programmers are familiarized with
this paradigm. The first implementation of Paralldroid defines their annotations
as Java comments, following the idea of the compiler directives in the C OpenMP
definition. It does not take into account the object oriented paradigm and can
be difficult to use by the standard Java programmers. For this reason we devel-
oped a new implementation of Paralldroid where the programmers use the Java
annotations system [10] to define the Paralldroid directives.

OpenMP can be used in object oriented languages, like C++. But the di-
rectives used are not a well integrated in the Object Oriented paradigm. The
directives are just used in an imperative mode into methods of classes. They only
work with object types but do not have the possibility to define this directives
directly in the object. In the new implementation of Paralldroid, we present
a new methodology that intends to adapt some of the OpenMP directives to
the object oriented paradigm. This new definition of directives is based on the
OpenMP 4.0 specification but we apply it to the object elements (class, field
and method). Paralldroid supports polymorfism and dynamic binding but, at
this moment, it doesn’t support inheritance of an annotated class. We only used
a reduced set of directives, but the same idea can be extended to many others.

A diagram representing the new implementation can be seen in Figure 2. In
the first step, we use the OpenJDK parser to create a Java Abstract Syntax
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Tree (Java AST) from the Java Code. With this new parser we do not depend
of the Java Development Tool library (JDT) used on the previous version. And
so the translator is independent from the eclipse libraries. The Java AST is
analysed looking for directives (Annotations detector). These directives are de-
fined using the Java annotations specification. The generation process is based
on AST transformations. The NativeTreeTranslator and RSTreeTranslator

transform the Java AST to a new AST that represents the Native and Render-
script code respectively. The JavaAST Translator modifies the Java AST to
access to the code generated by the Native and Renderscript translators. The
CreateNativeCode, CreateRenderscriptCode and CreateJavaCode modules
transform the AST representations to the corresponding code.

Fig. 2. AST Paralldroid transformation process

In Figure 1(b) you can see as the process of generation is integrated in the
Android execution model (Figure 1(a)). The Paralldroid generation process is in
the top level and analyzes the Java code looking for directives. The files that do
not contain directives are compiled directly (central section). If Paralldroid finds
a directive for Native code generation, this code is generated and the Java code is
modified to access to generated Native code (right section). The same process is
used to generate Renderscript code (left section). The increment of productivity
under this approach is clear, moreover when considering that Paralldroid not
only generates the Renderscript code but the Native C JNI implementation.

The set of directives supported by Paralldroid are:

@Target creates a device data environment. This directive is responsible for
mapping the data to the context of the device. This directive is applied to the
class definitions. In this case the elements inside the class (fields and methods)
are created into the context of the device. The fields are mapped to the device
following the idea of the OpenMP target data directive. The methods are
executed into the device context and their parameters are mapped, like in the
OpenMP target directive. To indicate the target language (Renderscript or
Native) this directive has the parameter lang. The constructor of the class is
modified to create the target context, allocate the memory and initialize the
field values into the device context. Paralldroid generates a finalized method.
This method is a special method in Java and is called when the Java garbage
collector destroy the instance of this class. This method frees the memory of the
device context and destroy the target context created in the constructor.
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@Map is responsible for map a variable from the current Java environment to
the target data environment. It is applied to definitions of fields and method pa-
rameters. The directive has a parameter to indicate the type of mapping (Alloc,
To, From, ToFrom). In field definitions, Paralldroid generates a set of the Setter
and Getter methods according to the type of mapping.

@Declare specifies that the element has to be declared in the device context. It
is applied to the definition of fields and methods. These fields and methods only
are defined into the device context. If the field is initialized, the corresponding
variable in the device context is initialized with the same value.

@Parallel specifies a method to be executed in parallel. It is applied to the
definition of methods. Currently, it is only supported by the Renderscript target.

@Input and @Output are an extension to the OpenMP standard and specify
the input and output vectors in the Renderscript parallel execution. They are
applied to definitions of method parameters.

@Index is an extension to the OpenMP standard and specifies the variable
used as index in the Renderscript parallel execution. The value of this variable
is assigned in runtime. It is applied to definitions of method parameters.

Note that, directives @Map, @Declare and @Parallel should be used in
the context of a @Target directive. Similarity, directives @Input, @Output
and @Index should be used in the context of a @Parallel directive

Listing 1.1. GrayScale implementation using Paralldroid and Object Oriented Pro-
gramming

1 @ T a r g e t ( R E N D E R S C R I P T )
2 public c lass G r a y S c a l e R S {
3 @ D e c l a r e

4 private f l oat g M o n o M u l t [ ] = {0.299 f , 0 . 587 f , 0 . 114 f } ;
5 @ M a p ( T O )
6 private int w i d t h ;
7 @ M a p ( T O )
8 private int h e i g h t ;
9

10 public G r a y S c a l e R S ( A c t i v i t y a c t , int w i d t h , int h e i g h t ) {
11 th is . w i d t h = w i d t h ;
12 th is . h e i g h t = h e i g h t ;
13 }
14 @ P a r a l l e l

15 public void t e s t ( @ I n p u t int s c r [ ] , @ O u t p u t int o u t [ ] , @ I n d e x int x ){
16 int a c c ;
17 a c c = ( int ) ( ( ( s c r [ x ] ) & 0 x f f ) ∗ g M o n o M u l t [ 0 ] ) ;
18 a c c += ( int ) ( ( ( s c r [ x ] >> 8 ) & 0 x f f ) ∗ g M o n o M u l t [ 1 ] ) ;
19 a c c += ( int ) ( ( ( s c r [ x ] >> 16) & 0 x f f ) ∗ g M o n o M u l t [ 2 ] ) ;
20 o u t [ x ] = ( a c c ) + ( a c c << 8) + ( a c c << 16) + ( s c r [ x ] << 24 ) ;
21 }
22 }

Listing 1.1 shows a Java class implementation for the grayScale problem with
the Paralldroid directives. The Target directive (line 1) specifies that the class



394 A. Acosta and F. Almeida

has to create a Renderscript context definition and the elements of the class
have to be defined in this Renderscript context. Lines 3 to 8 define the fields.
The Declare directive specifies that the gMonoMult field has to be defined into
the Renderscript context. In this case the field is initialized, so it has to be
initialized in the Renderscript context too. The Map(To) directive is similar to the
Declare directive but in this case Paralldroid generates the corresponding setter
methods. These methods allow the programmers to modify the values of these
fields. The constructor method is defined in lines 10-13. The parameter Activity
act is necessary to create the Renderscript context. It is a obligatory parameter
when the Target is Renderscript. The method test (lines 15-21) defines the
algorithm to transform an image to grayscale. The Parallel directive specifies
that this method will be executed in parallel. The Input and Output directives
indicate input and output vectors used by Renderscript in the parallel executions.
In this case, these vectors contain the input and output images. The Index

directive specifies the index used in the parallel execution and it is used to
access to the elements of the input vector. The value of this variable is assigned
by Renderscript in runtime. Note that, the annotations used are perfectly suited
to the object programming definition. The programmer does not need a deep
knowledge of the OpenMP standard. It just have to know the meaning of the
annotations and where must be applied the annotations into the class definition.

Listing 1.2. Generated Java code by Paralldroid and Object Oriented Programming

1 public c lass G r a y S c a l e R S {
2 private S c r i p t C _ G r a y S c a l e R S s c r i p t ;
3 private R e n d e r S c r i p t m R S ;
4 private A l l o c a t i o n g M o n o M u l t A l l o c a t i o n ;
5 private f l oat [ ] g M o n o M u l t = {0.299 F , 0 . 587 F , 0 . 114 F } ;
6 private int w i d t h ;
7 private int h e i g h t ;
8
9 public G r a y S c a l e R S ( A c t i v i t y a c t , int w i d t h , int h e i g h t ) {

10 th is . w i d t h = w i d t h ;
11 th is . h e i g h t = h e i g h t ;
12 // C r e a t e R e n d e r s c r i p t C o n t e x t
13 // A l l o c a t e R e n d e r s c r i p t memory f o rm f i e l d
14 // Copy f i e l d t o R e n d e r s c r i p t
15 }
16 public void t e s t ( int [ ] s c r , int [ ] o u t , int x ) {
17 // A l l o c a t e R e n d e r s c r i p t memory f o rm p a r am e t e r
18 // Copy p a r am e t e r t o R e n d e r s c r i p t
19 // C a l l R e n d e r s c r i p t f u n c t i o n
20 // Copy p a r am e t e r f r om R e n d e r s c r i p t
21 // F r e e R e n d e r s c r i p t memory f r om p a r am e t e r
22 }
23 public void s e t W i d t h ( int w i d t h ) {
24 // S e t v a l u e t o R e n d e r s c r i p t
25 }
26 . . .
27 protected void f i n a l i z e ( ) {
28 // F r e e R e n d e r s c r i p t memory f o rm f i e l d
29 // D e s t r o y R e n d e r s c r i p t c o n t e x t
30 }
31 }

Listing 1.2 shows the Java class generated by Paralldroid. This class is based
on the Java class defined in Listing 1.1. In line 2-3 a set of fields were added.
These fields are used to create the Renderscript context and allocate the memory.
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This process is done in the constructor method (lines 12-14). The test method
is modified (lines 17-21). The function allocates the memory of the parameters
and calls to the Renderscript function. This function transforms the image to
grayscale. In lines 23-26 the setter methods are generated. The finalizemethod
frees the Renderscript memory used and destroys the context created.

Listing 1.3. Generated Renderscript version of GrayScale problem.

1 #p r a g m a v e r s i o n (1)
2 #p r a g m a r s j a v a _ p a c k a g e _ n a m e ( . . . )
3 r s _ a l l o c a t i o n g M o n o M u l t ;
4 int w i d t h ;
5 int h e i g h t ;
6 r s _ a l l o c a t i o n s c r P x s T e s t ;
7 r s _ a l l o c a t i o n o u t P x s T e s t ;
8
9 void r o o t ( const int ∗ v _ i n , int ∗ v _ o u t , u i n t 3 2 _ t x ) {

10 // Code e x e c u t e d i n p a r a l l e l
11 }

Listing 1.3 shows the Renderscript code generated by Paralldroid. The fields
and parameters mapped by the target class are defined in the Renderscript
context (lines 3-7). The function test is replaced by a root function that will be
executed in parallel, the input/output vector and index are used as parameters.

4 Computational Results

Leaving aside to future researches some peculiarities associated to the real time
requirements of the smartphones and tables (e.g., power management, network
management), we validate the performance of the code generated by Paralldroid
using five different applications. Four of these applications are based on the Ren-
derscript image-Processing benchmark [11] (transforming a image to grayscale,
to levels and convolve with convolve window of sizes 3x3 and 5x5) and the other
one is an additional general convolve implementation developed by ourselves.
In all cases, we implemented five versions of code, the ad-hoc version from a
Java developer, an ad-hoc Native C implementation, and ad-hoc Renderscript
implementations, and the Renderscript version automatically generated by Par-
alldroid. We executed these codes over a Nexus 7 2013. This device is composed
of a Qualcomm Snapdragon S4 Pro holding a Quad-core ARM Cortex-A15 pro-
cessor (15000MHz), 2GB of RAM memory and a GPU Adreno 320. The Nexus
7 device runs the Android system version 4.4. This device supports GPU Ren-
derscript and the GPU is used as accelerator. For the image processing problems
we used a image of size 1600× 1067.

To prove the performance obtained with the generated code, we analysed the
execution time of each problem. The results obtained by the generated code are
compared to the ad-hoc versions. Furthermore, we studied the impact in terms
of performance of varying the number of CPUs and also the effect of enabling the
GPU. These experiments allow to analyse the differences between the generated
code and the ad-hoc code.
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4.1 Performance Analysis in the Android Programming Models

To analyse the performance obtained with the different Android programming
models, we compare the execution times obtained with each problem proposed.
The different characteristics of each problem allow us to analyse the behaviour
of the programming models in different situations.

Table 1. Execution times for the Renderscript benchmark problems (AOSP) and gen-
eral convolve implementation

Implementation
Execution times (ms)

GrayScale Levels
Convolve General Convolve
3x3 5x5 3x3 5x5 7x7 9x9

Java 269 585 2157 4928 2167 4942 9166 15890

Native 104 238 696 1756 679 1352 2491 4013

Renderscript 62 65 91 188 132 195 316 447

Table 1 shows the execution times in milliseconds for the Renderscript bench-
mark problems (AOSP) and for the General Convolve implementations. The
Ad-hoc Java implementation provides an overview of each problem’s granular-
ity. We use the term granularity as the execution time spend by each problem to
compute an image of a particular size. We can see how the GrayScale problem
has the finest granularity. For the convolve problems the granularity increases
when the convolve window size is higher. The Renderscript implementation gets
the best results for all problems.

(a) Speedup for AOSP problems (b) Speedup for General Convolve problem

Fig. 3. Speedup obtained with different Android programming models

Figure 3 shows clearly the differences among the various Android program-
ming models. The speedup showed is relative to the ad-hoc Java versions. The
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Ad-hoc Native implementations improve the Ad-hoc Java versions in all cases,
showing and speedup that is constant for all problems. In the Renderscript ex-
ecutions, the computational load of the instances solved involves an important
impact in the performance, problems with more computational load get a bet-
ter speedup. When the granularity of the problems increases, the Renderscript
implementations obtain better results.

4.2 Performance Analysis on CPU and CPU+GPU Executions

To show the performance obtained with the generated code in different situa-
tions. We executed the proposed testing problems under different CPU and GPU
configurations. The efficiency of the generated code is analysed.

(a) CPU analysis for AOSP problems (b) CPU+GPU analysis for AOSP prob-
lems

Fig. 4. Speedup for the Renderscript codes varying number of CPUs and CPUs+GPU

Figure 4(a) shows the speedup obtained by the ad-hoc and generated Ren-
derscript implementations. Again, the speedup showed is relative to the ad-hoc
Java version. We compared the performance according to the number of CPUs
used. It can be observed that, for coarse granularity problems the speedup in-
creases when the number of CPUs increases. When the granularity is smaller
(Grayscale and levels), the results obtained with 4 CPUs do not improve results
with 2 CPUs. For the general convolve implementations similar results were
obtained. Regarding to the comparative between ad-hoc and generated Render-
script implementations, as expected, the ad-hoc versions obtain the best results
in all cases. These are optimized versions that use vector operations. Currently,
Paralldroid does not obtain this level of optimization but it provides a positive
speedup at a low development effort.

The speedup obtained with the GPU executions are showed in Figure 4(b),
these speedups are also relative to the ad-hoc Java versions. We analysed the
results obtained for the different CPU configurations when the GPU execution
is enabled. In this case we do not found differences when we vary the number
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of CPUs. That makes us to think that the problems are executed only in the
GPU. Again, the ad-hoc implementations get the best speedups. Comparing the
results obtained with (Figure 4(a)) and without GPU (Figure 4(b)). The ad-hoc
implementations get better results using the GPU when the problems have a
fine granularity. When the granularity increases the best option is to use the 4
CPUs disabling the GPU. For generated implementations the best results are
obtained using the GPU in all case.

(a) Comparative of Efficiency (b) Efficiency of computational load

Fig. 5. Efficiency of generated code over ad-hoc code

Ad-hoc and generated Renderscript implementations have a high performance
difference, an analysis on the involved overheads of the generated versions is done
in Figure 5. It shows the efficiency obtained by the generated codes relative to
the ad-hoc Renderscript corresponding versions. The generated versions show
an important loss of performance compared with the ad-hoc implementations
(Figure 5(a)) due to the following reasons:

– The optimizations of the generated code: The ad-hoc codes are optimized
and use vector operations. Currently the generated codes do not use any
vector operations. This mainly affect to the coarse granularity problems.

– The overhead on transformed types: For the set of problems considered, the
ad-hoc versions used a bitmap object that represents the image. Currently,
the generated versions do not manage object types and this bitmap object
must be transformed into an array of pixels. This mainly affects to the finest
granularity problems.

According to it. Figure 5(b) shows the efficiency obtained if we do not consider
the time spent transforming types. As expected, the problems with less compu-
tational load improve their efficiency. When the computational load increase,
the optimization of the code has a higher impact in the performance.

5 Conclusion

Paralldroid is a framework that simplifies the automatic generation of Native
C or Renderscript on Android devices. The user annotates the sequential Java
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classes definition and Paralldroid automatically transforms these definitions in
a Native C or Renderscript implementation. The new Paralldroid specification
simplifies the definition of annotations and is more easy to understand for the
Java programmers. The validation tests performed on five different problems
prove that the results are quite promising. The code generated by Paralldroid
can be executed over the CPU or GPU and the implementation details are
hidden to the developer. The results show that the GPU executions equal and in
some case improve the results obtained by the parallel CPU executions. In the
Ad-hoc versions the parallel CPU executions improve in some case the results
achieved with the GPU. However, the ad-hoc implementations achieved better
results that the generated implementations in all cases. Nevertheless, there is
still opportunity for future optimization in terms of the memory transfer among
the different devices in the use of vector operations.
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