
Next Generation HPC Clouds: A View for Large-Scale
Scientific and Data-Intensive Applications
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Abstract. In spite of the rapid growth of Infrastructure-as-a-Service offers, sup-
port to run data-intensive and scientific applications large-scale is still limited.
On the user side, existing features and programming models are insufficiently
developed to express an application in such way that it can benefit from an elas-
tic infrastructure that dynamically adapts to the requirements, which often leads
to unnecessary over-provisioning and extra costs. On the provider side, key per-
formance and scalability issues arise when having to deal with large groups of
tightly coupled virtualized resources needed by such applications, which is es-
pecially challenging considering the multi-tenant dimension where sharing of
physical resources introduces interference both inside and across large virtual
machine deployments. This paper contributes with a holistic vision that imagines
a tight integration between programming models, runtime middlewares and the
virtualization infrastructure in order to provide a framework that transparently
handles allocation and utilization of heterogeneous resources while dealing with
performance and elasticity issues.
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1 Introduction

Data analytics and data-intensive scientific applications are undoubtedly a major driving
force behind scientific advancement and business insight. Over the years, the increa-
sing complexity of such applications has led to a rapid evolution of the computational
infrastructure, to the point where massive computational facilities and data-centers are
necessary in order to satisfy the computing and data storage needs. In a ceaseless quest
for performance, a large variety of hardware devices and software stacks were develo-
ped to catch up with the increasing requirements. Unsurprisingly, such infrastructures
are prohibitively expensive to own and maintain for the vast majority of users, which
makes infrastructure clouds particularly appealing as an alternative, thanks to their pay-
as-you-go model.

However, current usage patterns of clouds are mostly concentrated on long-running
scale-out deployments that exhibit little dependencies between the virtual machines
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(VMs) or data sharing constraints: most large commercial cloud providers, such Ama-
zon AWS and Rackspace, follow a philosophy of “throwing” more VMs at an appli-
cation in order to deal with scalability issues. While this scale-out solution works for
workloads that are loosely coupled, in the context of scientific and enterprise applica-
tions, there is a need to introduce support for closer coordination between virtualized
resources in order to enable a tighter coupling in an efficient fashion.

These patterns were long ago acknowledged as difficult to deal with at large scale in
the HPC (high performance computing) community, with decades of efforts dedicated
to overcome them. In this context, the introduction of IaaS clouds as an alternative to
high-end, privately-owned infrastructure presents a new challenges that calls for disrup-
tive solutions, because the whole viewpoint needs to be changed: instead of optimizing
the application to make the best out of a fixed physical infrastructure, we need to adopt
the opposite: adapt the infrastructure to the dynamic needs of the application in order
to satisfy performance requirements while incurring minimal costs. Thus, we cannot
simply “port” techniques developed in the HPC community for IaaS clouds: novel ap-
proaches need to be developed that are designed to adopt the viewpoint from scratch.
This has consequences across the whole IaaS software stack, from low level virtualiza-
tion technologies up to the programming models exposed directly at application level.

More specifically, there are several important dimensions to this problem, related
both to functional and non-functional aspects. With respect to functional aspects, ap-
plication developers need programming models and tools to automate resource allo-
cation. This aspect is non-trivial due to increasing complexity of cloud offers, which
overwhelm not only new but also existing users: for example, if they opt to use Amazon
EBS [2], they have to choose from 36 services, 20 instance types, 6 instance families, 2
generations of instances, 3 types of billing models and 2 types of block storage options.
This level of complexity is already present for a single provider, not to mention the sce-
nario of leveraging multiple at the same time, which in addition to increased complexity,
also introduces the need to address interoperability. Furthermore, once the application
is up and running, elasticity is an issue: programming models need to expose the right
abstractions to let applications express their needs to grow and shrink dynamically in
an easy way, while hiding the complexity of resource allocation.

With respect to non-functional aspects, performance and optimal resource utilization
are key concerns. In particular, the problem of efficient resource sharing under concur-
rency to improve both performance and resource utilization is more difficult in IaaS
clouds, considering they are multi-tenant and thus susceptible to more system noise and
jitter compared to bare-bone architectures, for which this is already a problem [12].
On the other hand, the multi-tenant aspect also introduces new exploitable avenues,
since common access patterns and synergies between different users can be detected
and leveraged to improve both performance and resource utilization (e.g. data dedupli-
cation can be used to find common data between users and store only a single copy).

We argue in this paper for the need to provide a framework of tightly integrated
layers that enables seamless access to high-performance heterogeneous resources by
exposing the right programming models and abstractions at user level, while optimi-
zing the performance and cost effectiveness of the infrastructure specifically for tightly
coupled scientific and data-intensive applications running at large scale. As the target
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users of such applications are mostly domain-experts and do not necessarily have a deep
understanding of the technical details of the infrastructure, transparency is crucial: we
propose to hide the functional and non-functional challenges as much as possible from
the users, such that they can leverage simplified programming models that enable them
to focus on the domain-specific aspects without giving up on performance, while at the
same time enabling cloud providers to maximize infrastructure utilization and introduce
competitive targeted offers with reduced costs.

2 High Priority Areas of Improvement

On the road to materialize our vision, we identified several high priority areas listed
below.

2.1 Virtualization and Storage

Large scale scientific and data-intensive applications are often tightly coupled, which
introduces the need for frequent synchronization and data sharing under a high de-
gree of concurrency. Naturally, this leads to intense communications and exchanges of
data, putting a high pressure on the networking infrastructure. Network virtualization
overhead in this context was known to be a major barrier [9], however it is gradually
improving thanks to wider adoption of single root I/O virtualization [6]. On the other
hand, two major areas still remain open: scalable data storage and management, and
access to accelerators.

Scalable Data Storage and Management. In an IaaS cloud, data storage is typically
achieved by manually provisioning raw virtual disks that are then attached to running
VM instances. All details related to the management of such raw disks, including what
size or type to pick, how to use it (e.g., with what file system) and when to attach/detach
a virtual disk are the responsibility of the user, which greatly increases complexity and
leads to several issues. First, there is limited support to address sharing under concur-
rency: users have to manage sharing themselves or deploy a higher level abstraction
(e.g. parallel or distributed file system) on top of their VMs, which is a solution that
suffers from performance penalties in cloud environments. Second, there is limited po-
tential to leverage elasticity: to avoid the complexity of manually managing disks, user
often over-provision storage to cover the worst-case scenario, which leads to unnec-
essary tied-up resources that generate costs. Thus, it is important to introduce novel
storage abstractions that can handle these aspects transparently to reduce application
complexity while addressing the aforementioned issues.

Access to Accelerators. There are a few technologies to enable access to accelera-
tors within a VM (e.g. pass-through [20]). However, these often force exclusive ac-
cess to the accelerator, which negates any resource optimization opportunities due to
multi-tenancy. Although there is progress in this direction especially in the context of
GPUs [3], general purpose accelerators beyond GPUs were not explored so far from
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this perspective. Furthermore, several advanced virtualization features that are crucial
on IaaS clouds (such as live migration) are not yet supported. Besides multi-tenancy
support, elasticity is also an important issue: users cannot dynamically turn on/off ac-
celerators and easily move between general purpose CPUs and accelerators in order to
optimize utilization and reach their goals with minimal costs. Thus, it is important to
introduce novel abstractions that overcome these limitations and hide the complexity of
accelerator management and sharing from the upper layers.

2.2 Provider Heterogeneity

Cloud Service Providers (CSPs) typically have their own Application Programming
Interfaces (APIs) that allow customers to deploy and manage their cloud resources.
However, users accessing multiple CSPs face the challenge of adapting their applica-
tions to a multiplicity of cloud environments with mostly incompatible APIs. Besides
this drive, the multi-cloud migration is necessary for backup purposes when a CSP be-
comes unavailable at a certain point [24]. Moreover, the financial argument is another
motivation for approaching the portability challenge as it enables seamless switching
between CSPs when economic factors change [10]. Further reasons for using multiple
Clouds have been identified in [21].

The Open Cloud Computing Interface (OCCI) [8] initiative aims to circumvent the
vendor locks-in problem by engaging with a several initiatives such as SLA@SOI [7]
and OpenNebula/OpenStack. The OCCI aims to standardize the RESTful APIs for task
management. The standardization was started for the IaaS and now is extensible for
SaaS and PaaS. However, OCCI fails to exhibit common platform for vendor APIs to
define VM and their operations [14].

The application requirements are currently only partially taken into account in the
application deployment and execution phases. By combining the benefits of SLA@SOI
[7] and RESERVOIR [23], Metsch et. al. [13] have delivered a framework working with
OCCI and providing a proof-of-concept of inter-operation between clouds. For scalable
provisioning of resources and services, Buyya et. al. [5] have proposed an architecture
for federated cloud environments. Similarly, the Contrail project used a Virtual Execu-
tion Platform (VEP) [11] to provide the virtual distribution of the resources and deploy
the users applications independently. Enhanced with a proprietary Cloud broker, the
mOSAIC project [22] provided an open-source deployable platform as a service that
allows code portability between major IaaS providers.

However, the above mentioned approaches do not necessarily take into account the
structure of a given application when elastically expanding and contracting resources in
a widely distributed environment with heterogeneous resources. Thus, there is a need to
automate elasticity across cloud providers given specific application requirements and
fine resource granularity that goes beyond VMs.

2.3 Automation

Automation is a current challenge which requires to be adopted across cloud comput-
ing services, in order to increase efficiency and to facilitate the interaction of users
with cloud services. An automation tool should arguably provide full automation with
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little or no human interaction. Automation solutions such as Chef, Puppet Labs, and
CFEngine are currently tested. The Chef configuration management system can be used
in order to automate the installation and configuration of the applications. If the OVF
format is used, the flexibility is therefore increased and the creation of a specific Chef
recipes is not required for each cloud middleware [4].

There are a number of proprietary and open-source commercial tools such as Right-
Scale, Amazon’s CloudFormation and AutoScaling, SlipStream, Dell Cloud Manager,
and Scalr which automate the access, deployment, and/or management of resources.
Several research initiatives have been also recently initiated. PANACEA (www.pana-
cea-cloud.eu) is currently developing solutions for a proactive autonomic management
of cloud resources, based on a set of machine learning techniques and virtualization.
CELAR (www.celarcloud.eu) intends to provides automatic resource allocation for ap-
plications that activates a right amount of resources based on application demands.

However, the work is still incomplete. Additional features should be made available
to the current tools such as: automated configuration and deployment of applications,
automated user management, auto-scaling, automated recovery, automated backup, or
automated governance.

2.4 Ubiquitous Access

The design of a well-structured and optimized access layer is mandatory for a cloud
computing platform focused on high demanding data analytics applications. An access
layer should be responsible for making the applications available from a wide variety of
devices including smart-phones, tablets or workstations, as well as available from the
main operative systems. It must not only collect the data needed for the computation
(even if the data is stored externally), but also prepare the acquired data and to send it
to the computational platform in order to be processed. The way the access layer has
to communicate with external data sources depends largely on the data analytics appli-
cation. In case of the application described in Section 3, the images are collected from
healthcare information systems; to do so, clinical information guidelines developed by
Integrating the Healthcare Enterprise need to be followed.

Interoperability becomes an important issue when mobile users need to interact and
communicate with the cloud. The current interface between mobile users and cloud are
mostly based on the web interfaces. The rapid advances in HTML5 have resulted in a
much more mobile friendly version of the best-known Web language, which has paved
the way for web applications to work on any HTML5-compliant web browser.

Finally, in order to define and implement all the required functionalities of the ac-
cess layer, a standard language could be used to describe a topology of cloud based web
services, their components, relationships, and the processes that manage them. Nowa-
days one of the most used solutions is the Amazon AWS CloudFormation Template
[1], a JSON data standard that allow cloud application administrators to define a col-
lection of related AWS resources. However, platforms such OpenStack that includes
Heat orchestrator are migrating from the AWS proprietary solution to a neutral, native
Heat Template format/DSL. The Topology and Orchestration Specification for Cloud
Applications (TOSCA [19]) is an emerging standard language that includes specifica-
tions to describe processes that create or modify web services. TOSCA is expected to
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interoperate with the upcoming Heat Native DSL. An access layer can use a generic
definition of the services architecture based on standard languages such as the TOSCA.
This allows the adaptability of the access layer capabilities to fit the requirements of
future applications. Moreover, such an approach will allow the reusability of common
web services facilitating the easy deployment of new applications.

3 Case Study: Multi-biomarker Profile Imaging

In what follows we describe an case study and in the next section we reveal how an
advance of the state-of-the-art is possible.

Problem Description. The next generation of medical imaging will provide patient-
specific images relative to the biological-processes underlying the tissues as a non-
invasive tool for the diagnosis, prognosis, treatment and follow-up of complex diseases,
such as cancer and neurological disorders. The current medical imaging techniques
enhance anatomical and functional aspects of the human body in three-dimensional
spaces. Nevertheless, the characterization of the underlying biological processes at
voxel level requires the combination of complementary biomarker images that enhance
different characteristics from the tissues. The typical input of these studies is a 5-
dimensional structure for each patient where each voxel has a set of biomarkers’ val-
ues positioned in a 3D space at a specific moment of a time series. The calculation of
multi-biomarker profile images is therefore computational and space-demanding, as it
involves several phases over a stack of images from different acquisitions and protocols
of the same patient or even of several patients. Each case typically takes more than 900
minutes on a state-of-the-art workstation.

The computation of the multi-biomarker profile images can be divided in five se-
quential phases: pre-processing, quantification, feature extraction, feature reduction and
classification. The pre-processing phase is composed by seven steps that may be applied
to each independent image of the study: denoising, inhomogeneity correction, super-
resolution, registration, skull strepping and intensity range normalization. This phase
can arguably be done concurrently for each image. Next, the quantification step calcu-
lated derived biomarkers’ images relative to the underlined biological processes of the
tissues from the functional images. Those functional images are usually sequences of
images, hence, this step can be done concurrently at the acquisition level. After the pre-
processing and quantification steps, additional features are extracted from the anatomi-
cal images and biomarkers’ images. Those features, such as first-order central moments
(mean, variance, skewness, and kurtosis), increase the information extracted from the
patient. This phase can be parallelized at the image level. After the feature extraction,
the number of features for each voxel may be high (e.g. from 20 to 100). Hence, lin-
ear and non-linear reduction techniques are applied to obtain a non-redundant repre-
sentation of the data. This phase can be parallelized at patient level. Afterwards, the
supervised or non-supervised classification using structured or unstructured algorithms
receive the reduced 5D structure of data to classify each voxel into a biological-relative
label. When unsupervised methods are applied, a post-processing step may be required
to construct the final biological relative labels. This phase can be done concurrently at
patient level.
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Expected Benefits and Challenges of Moving to IaaS Clouds. As described above,
the computation involves a high degree of parallelism not only per-patient but also from
the perspective of handling multiple patients independently in parallel. Thus, moving
to a cloud infrastructure has the potential to speed up not only the number of cases that
can be handled at the same time, but also each individual case itself. However, such a
move is difficult for a domain expert that has limited knowledge about IaaS cloud infras-
tructures. Specifically, there are several difficulties: (1) how to parallelize the various
computational phases and orchestrate the I/O between them for the purpose of speeding
up individual cases; (2) how to interleave and pipeline the individual cases together in
order to process as many cases in parallel with as little computational and storage re-
sources as possible; (3) how to elastically grow and shrink the computational and stor-
age capability to match the needs of the hospital; (4) how to enforce quality-of-service
constraints and priorities (e.g. some cases have tight deadlines). Thus, it is important to
come up with a programming model and runtime that focuses on the requirements and
the description of the workflow, while hiding all details about parallelization, resource
provisioning and elasticity from the domain expert.

4 Towards an Integrated Framework

Figure 1 explains our vision in a nutshell: users write their applications using special-
ized programming models that enable simple ways to determine and attain goals on
parallelism, elasticity, task dependencies, functional requirements, and performance-
cost optimization.

Fig. 1. General schema of the proposed framework
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A specialized runtime environment is expected to interpret the user requirements
(expressed through the programming models) and automates the provisioning and or-
chestration of lower-level resources. The key here is to enable autonomic elasticity
and data sharing, potentially over multiple clouds, in order to minimize resource us-
age and cost, whilst preserving functional and non-functional constraints (e.g. perfor-
mance requirements, SLAs, security etc.). Lower-level resources are exposed by the
high performance heterogeneous cloud infrastructure (HPHCI) layer. They include data
storage and management services and accelerator-enabled computational capabilities
that are specifically designed to deliver high performance at large scale while enabling
efficient sharing and transparent elasticity. The programming model runtime and the
HPHCI layer integrate into the overall cloud ecosystem through a dedicated application
platform integration layer that is responsible to ensure inter-operability through stan-
dardized APIs, effectively enabling our approach not only to co-exist with other cloud
building blocks and tools, but also to span multiple cloud providers. Furthermore, an
additional ubiquitous access layer is responsible to provide easy access and control to
jobs to users of the software stack from a variety of devices, both static and mobile.

4.1 High Performance Heterogeneous Cloud Infrastructure

The framework intends to provide cloud infrastructure building blocks. These blocks are
specifically targeted at data analytics applications which use advanced programming
models in order to take advantage of both the cloud elasticity and the heterogeneous
hardware. In this context, we propose several approaches to handle the two directions
identified in Section 2.1.

Data Storage and Management. Build a lightweight storage layer that is centred
around the idea of “storage neighbourhoods.” Such neighbourhoods encompass groups
of VMs that share storage resources based on interest, access patterns, resilience, and
high availability requirements. The key in this context is that the VMs can help each
other out to meet these sharing requirements for tightly coupled application without
the need for a heavyweight repository that enables sharing at global level (e.g. parallel
file system) while at the same time increasing the scalability and elasticity potential
thanks to the focus on locality. Preliminary work [15,16,18,17] undertaken so far shows
interesting potential for this avenue.

Access to Accelerators. Introduce virtualization techniques that enable sharing of ac-
celerators between VMs at scale and consolidation in a multi-tenant environment. Sim-
ilar to the storage neighbourhood concept, VM can cooperate to achieve elasticity and
improve the utilization of the CPUs and accelerators by offloading work remotely or
migrate on-the-fly as a whole to different physical nodes altogether.

Starting from these two high-priority areas, building higher level data abstractions on
top of them specifically designed to enhance the potential of data-intensive applications
is essential. In this context, the idea is to enrich raw data with metadata and active
storage aspects that optimize the application and the programming model runtime with
respect to high level data processing requirements, such as graph analytics or NoSQL.
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4.2 Programming Model Runtime

A programming model is needed to enable the user to express functional and non-
functional requirements (e.g. performance requirements, SLAs, security) and the pro-
visioning and orchestration of low-level resources.

One important aspect to consider in this context is heterogeneity of multiple clouds
and how to avoid vendor lock-in. We propose to create generic deployment templates
based on different IaaS providers by deconstructing the complete description regarding
an instance running in a standardized form. Based on the OVF, such deployment tem-
plates will be based on architectural patterns and forwarded to instantiate the
pre-configured virtual machines on the specific IaaS platform. Moreover, the automated
installation of applications onto the deployment template will be executed through
open-source tools such as Chef cookbooks. Application programmers will not need
to know the specifics of different APIs of the underlying IaaS from different vendors.
New optimization mechanisms are needed to support transparent elasticity of resources
between heterogeneous cloud platforms through the programming model.

Elasticity is intended to provide targeted performance constraints and on-demand
provisioning and de-provisioning of cloud resources between heterogeneous cloud plat-
forms, driven by usage policies, availability, and costs. Consequently, the efficiency of
deployment and configuration of computationally-demanding and/or data demanding
applications across multiple cloud providers will be arguably improved by the automa-
tion framework. At current state-of-the-art, the application developers not only need to
have expertise in both areas (i.e. application domain and cloud services), but also need
to manually implement the complex workflows, a time consuming error prone process.
This will allow the realization of a seamless inter-operability in a multi-target environ-
ment, which is currently perceived as a drawback of adopting the cloud services.

4.3 Ubiquitous Access

The development and deployment of an access and visualization platform is necessary
to allow seamless access to the computational resources of the high-performance het-
erogeneous cloud infrastructure from a multiplicity of devices. We propose to focus on
three main features: (1) the cross-platform compatibility and rich interaction environ-
ment, (2) the capability of collecting and preparing the data needed for the computation,
even if the data is stored in external data sources, and (3) the capability of interchanging
heterogeneous data with the computational resources. In the development and deploy-
ment of the seamless access and visualization platform an effort will be done to enhance
the reusability of the modules and services developed.

Methodology-wise, an approach as described above is experimental in nature. It sys-
tematically leverages a set of standardized, and representative applications, in order to
study their access patterns and identify the functional and non-functional limitations and
weaknesses to formulate best practices and software products that can be confidently
used by industry practitioners and academics. Once we have obtained the desired per-
formance levels, we can build the higher level data abstractions closely aligned to the
infrastructure building blocks. Their design will be based on the results and lessons
learned from the prototyping, and will include again an iterative improvement phase to
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make sure desired performance and resource utilization levels are satisfied. Once the
higher level data abstractions are complete, they will be integrated into the program-
ming model runtime via standardized APIs and open data formats, integrated vertically
to the application which will then be ubiquitously accessible.

4.4 How the Proposed Framework Enhances the Multi-biomarker Use Case

A cloud-based service can be developed to generate multi-biomarker profile images
from the combination of a set of anatomical and functional images that can be seam-
lessly accessed and that agrees with the security constrains of medical information.
Specifically, this approach can be applied to perfusion-weighted images to segment the
tumoral, peritumoral, and edema regions of primary glioblastoma tumours in biologi-
cal signatures relative to the aggressiveness of the tumour, such as the neoangiogenesis
and microvascular proliferation. The development of this cloud computing technology
can provide support in the decision-making to clinical centres, medical image analysis
SMEs, and expert radiologists, with independence of their computational capabilities,
infrastructures, location and devices. The cloud-based system should provide access
to these services through mobile devices and low performance computers optimizing
available resources by the institutions involved in this process. The services can be used
in a flexible and scalable manner, establishing the necessary resources based on de-
mand. Several alternatives will be implemented for the computer-intensive modules to
take advantages of heterogeneous computing infrastructures, such as those composed
by CPUs and GPUs. Finally, the use of a cloud-based service allows the easy update of
the analysis algorithms and fast inclusion of new features.

5 Conclusions

In this paper we insisted on several challenges that result from the change in the way
we reason about large scale scientific and data intensive computations on IaaS clouds,
which involves adapting the infrastructure dynamically to the needs of the application
in order to satisfy performance requirements while incurring minimal costs. In this
context, automated resource allocation, interoperability, elasticity, performance and
optimal resource utilization are key goals that are difficult to achieve with existing ap-
proaches, both because of the complexity introduced by specific IaaS aspects (such as
multi-tenancy), as well as the fact that previous work was mostly designed to leverage
a fixed infrastructure.

To this end, we advocated for a new generation of data storage and management
services, accelerator-enabled computational capabilities, parallel pattern-oriented and
heterogeneity-agnostic programming models in order to achieve the aforementioned
goals in a transparent fashion, ultimately enabling users to easily adopt the advan-
tages of IaaS clouds without sacrificing performance, while at the same time enabling
cloud providers to maximize infrastructure utilization and introduce competitive tar-
geted offers with reduced costs. We suggested several high priority areas that range
from low-level virtualization and storage capabilities to high level abstractions that fa-
cilitate ubiquitous access. We believe that the key to enable such high priority areas
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to best contribute to a new disruptive approach that specifically addresses the needs of
large scale scientific and data-intensive applications on IaaS clouds in an efficient fash-
ion is an integrated co-design that guides all software layers according to the unified
goals and the feedback from domain-experts that come with real-life use cases.
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