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Abstract. In recent years, there has been increasing interest on us-
ing task-level pipelining to accelerate the overall execution of applica-
tions mainly consisting of producer/consumer tasks. This paper presents
coarse/fine-grained data flow synchronization approaches to achieve
pipelining execution of the producer/consumer tasks in FPGA-based
multicore architectures. Our approaches are able to speedup the overall
execution of successive, data-dependent tasks, by using multiple cores
and specific customization features provided by FPGAs. An important
component of our approach is the use of customized inter-stage buffer
schemes to communicate data and to synchronize the cores associated to
the producer/consumer tasks. The experimental results show the feasi-
bility of the approach when dealing with producer/consumer tasks with
out-of-order communication and reveal noticeable performance improve-
ments for a number of benchmarks over a single core implementation
and not using task-level pipelining.

Keywords: Multicore Architectures, Task-level Pipelining, FPGA, Pro-
ducer/Consumer, Data synchronization.

1 Introduction

Techniques to speed up processing are becoming more and more important.
Task-level pipelining is an important technique for multicore based systems, es-
pecially when dealing with applications consisting of producer/consumer (P/C)
tasks (see, e.g., [1]). It may provide additional speedups over the ones achieved
when exploring other forms of parallelism. In the presence of multicore based
systems, task-level pipelining can be achieved by mapping each task to a distinct
core and by synchronizing their execution according to data availability. Task-
level pipelining can accelerate the overall execution of the applications consisting
mainly of the P/C tasks by partially overlap the execution of data-dependent
tasks (herein: Computing Stages).
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Many applications, such as image/video processing, are structured as a se-
quences of data-dependent computing stages, use the P/C pair communication
paradigm, and are thus amenable to pipelining execution [2,3]. Using task-level
pipelining, a consumer computing stage (e.g., identifying a loop or a set of nested
loops) may start execution before the end of the producer computing stage,
based on data availability. Performance gains can be achieved as the consumer
can process data as soon as it becomes available.

There are two types of data synchronization granularity between the producer
and the consumer: Fine-grained (referred herein as FG) and Coarse-grained
(referred herein as CG). In fine-grained schemes, each data element is used to
synchronize computing stages. In coarse-grained data synchronization schemes,
instead of each data element, chunks of elements or an entire array of elements
(e.g., an image) is considered to synchronize computing stages.

In our previous work [4], we presented an approach for fine-grained task-
level pipelining in the context of FPGA-based multicore architectures. In this
paper, we explore different coarse/fine-grained data synchronization schemes im-
plemented in customized multicore architectures for pipelining out-of-order com-
puting stages. We evaluate our approaches with FPGA implementations and
measurements with a set of out-of-order benchmarks (image processing kernels)
running on an FPGA board. We compare the execution speedup obtained by
our fine- and coarse-grained approaches to task-level pipelining over the execu-
tion of the benchmarks in a single core and without using task-level pipelining.
The results reveal the effectiveness of coarse/fine-grained techniques regarding
execution speedups and inter-stage buffer requirements for out-of-order bench-
marks. The experiments also analyze the impact of increasing the size of the
local memory used in the inter-stage buffer.

The remainder of this paper is organized as follows. Section 2 presents our
fine-grained data synchronization approaches for pipelining computing stages.
In Section 3, we present our coarse-grained data synchronization approaches.
Section 4 presents the experimental results. Section 5 describes the previous
related work in task-level pipelining. Finally, Section 6 concludes this paper.

2 Fine-grained Approaches (FG)

In the context of data communication and synchronization between cores, there
are several approaches to overlap some of the execution steps of computing stages
(see, e.g., [2,5]). In these approaches, functions or loops waiting for data may
start computing as soon as the required data items are produced in a previous
function or by a certain iteration of a previous loop. Decreasing the overall
program execution time is achieved by mapping each stage to a distinct core
(processor) and by overlapping the execution of computing stages. For task-
level pipelining, the applications are split into sequences of tasks (computing
stages) that represent P/C pairs. To perform fine-grained communication, in
the simple case of a sequence of two data-dependent computing stages (one as
a producer and the other as a consumer), FIFOs can be used to communicate



268 A. Azarian and J.M.P. Cardoso

data between the stages. FIFO channels with blocking reads/writes are sufficient
to synchronize data communications [6,5]. The use of FIFO channels is strictly
dependent on the order imposed by the communication pattern between P/C
pairs. Although FIFO channels are an effective solution for in-order P/C pairs,
they may not be efficient or practicable for out-of-order P/C pairs. Thus, it is
necessary to use other data communication mechanisms [4,7].

In our previous work, we presented a fine-grained data communication ap-
proach by considering an inter-stage buffer (ISB) between P/C pairs [4]. To
consider frequent communication of data between P/C pairs in these systems,
we assume in this paper that the producer and the consumer computing stages
process N arrays. The baseline architecture consists of experiments using a sin-
gle core with two data-dependent computing stages executing sequentially. The
execution time of this scheme provides a criterion to compare the performance
impact of different proposed coarse/fine-grained data synchronization and com-
munication approaches using task-level pipelining. Although our fine-grained
schemes can deal with a variable number of images, we assume N = 50 images.

2.1 FG Scheme Using Standard FIFO

In order to pipeline computing stages, the producer and the consumer can be
implemented as shown in Figure 1. In this scheme, computing stages are split
into two cores: one core as a producer and the other core as a consumer. The
communication component between P/C pairs can be a simple FIFO. Reads and
writes from/to the FIFO are blocking. When the FIFO is full, the producer waits
to write into the FIFO. Similarly, when the FIFO is empty, the consumer waits
until a data element is written to the FIFO. The producer sends data elements
(e.g., d0, d1) into the FIFO and the consumer reads data from the FIFO as
soon as it is available. The communication over FIFO channels requires that
the consumer reads FIFO data by the same order producer writes FIFO data,
otherwise the system enters in a deadlock status.

Fig. 1. Fine-grained data synchronization scheme using a FIFO

2.2 FG Scheme with ISB (Inter-Stage Buffer)

We have been exploring an alternative inter-stage scheme to provide task-level
pipelining between P/C pairs and to overcome the limitations related to inter-
stage communications based on FIFOs. Instead of a FIFO, we use an ISB between
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P/C pairs. As illustrated in Figure 2, for each data element being communi-
cated between the producer and the consumer, there is an empty/full flag. The
empty/full tagged memories have been used in [8], in the context of shared mem-
ory multi-threaded/multi-processor architectures. Our ISB provides an extension
to the empty/full tag memory model that considers a cache-based approach.

In our scheme (see Fig.2), the producer is connected to the ISB using one
channel responsible for communication between the producer and the ISB. The
consumer is connected to the ISB by using two channels: sending (requesting
index) and receiving (reading data). Our current approach uses blocking write
over the sending channel of the ISB and blocking read from the ISB over the
receiving channel. The consumer gets data from the ISB using the receiving
channel. The sending channel transmits the requests to the ISB concurrently.
In the architectures we use, the producer and the consumer are both connected
to an external shared memory1. The ISB gets the requested index from the
consumer side and checks the status of the respective flag addressed by the hash
function and verifies if the index matches. If the requested element is present
(i.e., if the respective flag bit is full and the index matches) in the ISB local
buffer, it is sent to the consumer and respective flag is set to empty. If consumer
requests an index which is not available in the local memory, the ISB checks if
it is available in main memory.

Fig. 2. Fine-grained data synchronization scheme using an Inter-Stage Buffer (ISB)
between P/C pairs

For each produced array element, the producer sends its index and value to
the ISB (e.g., i as an index and A[i] as a value). The ISB receives the index from

1 Note that the techniques presented in this paper can be also used in architectures
with distributed memories. The use of distributed memories possibly will increase
the performance impact of using task-level pipelining.
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producer side and maps the index into the local memory using a simple hash
function (e.g., using a number of least significant bits of the binary representation
of the index). The index and value produced are then stored in the ISB local
memory location defined by the address given by the hash function. Related to
the value stored in the ISB, there is a flag that indicates if a data element was
produced and thus can be consumed by the consumer. Although reading/writing
from/to local (on-chip) memory of the ISB is fast, the limitation of the size of
local memory may be a bottleneck to store all produced data in out-of-order
P/C pair cases. We may have a deadlock situation as the producer may stop
to produce data if the ISB local memory is full. To avoid deadlock situations,
we would need to determine before system deployment the minimum size of the
local memory needed. Such approach was proposed by [3] in the context of task-
level pipelining of application-specific architectures, where the buffer size was
determined using RTL simulation. Thus, to circumvent this problem, we use the
main memory if the flag bit in the local memory is full. In this case, the ISB
stores the flag and the data value in the main memory without using the hash
function. If both flag bits of the local and main memory are empty, the consumer
waits until the requested index (and related data element) is produced and is
stored in local or in main memory.

2.3 FG Scheme with ISB in Consumer

Figure 3 shows a fine-grained data synchronization scheme that uses a FIFO
between P/C pairs and includes an inter-stage buffer in the consumer. In this
scheme, the producer sends the produced indexes and data elements through the
FIFO. The consumer sends the requested index to the controller. The controller
reads the FIFO and checks if the current read index is equal to the requested
index of the consumer.

Producer 
Computing Stage

Consumer 
Computing StageControllerdata/index data/index

Hash

index
FIFO

data

index

data

Producer

Consumer

Local Memory

data

flag

data

flag Main 
Memory

data/index

Fig. 3. Fine-grained data synchronization scheme using a FIFO between P/C pairs
and considering the inter-stage buffer in the consumer

If the indexes are equal, the controller reads data from the FIFO and sends
it to the consumer directly. If the read index from the FIFO is different from
the requested index, the controller maps the index into the local memory of
the consumer. The local memory structure is based on the empty/full flag bit
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synchronization model. If the read index cannot be stored in local memory, the
controller stores the index and data in external memory. In a similar way, if the
requested index of consumer is not equal to the read index from the FIFO and
the consumer cannot load the requested index from the local memory or from
external memory, the controller stops reading the next requested index from the
consumer until the requested index is available in local or in external memory.

3 Coarse-grained Approaches (CG)

We present two different types of coarse-grained multicore architectures using
FIFOs between the producer/consumer pairs and a shared main memory.

3.1 CG Scheme with One FIFO

In this scheme, the FIFO contains the id of producing arrays (e.g., an image).
The producer stores the produced arrays in an external memory and puts the
id (e.g., base address of an image in external memory) in the FIFO (see, Figure
4 (a)). The consumer gets the id from the FIFO and reads the array directly
from the external memory using the base address of the array. Reading/writing
from/to the FIFO are blocking. If the FIFO is full, the producer stops produc-
ing. Similarly, if the FIFO is empty, the consumer waits until the producer puts
an id into the FIFO. The producer computes the id for each array (e.g., image)
and store data in external memory based on the base address of each array. In
the consumer side, the id read from the FIFO and the array data elements are
loaded from the external memory. In this scheme, the number of temporary ar-
rays (herein referred as M) stored in external memory is an important property.
If M = 1, it means that the producer waits for the consumer to consume the
entire previously generated array before generating another array. As soon as
the id of the array is available, the consumer can read the array from external
memory. Similarly, the producer is waiting for the confirmation id that indicates
the consumption of the array. Thus, when M = 1, the producer and consumer
run without task-level pipelining (e.g., sequentially) over the single core. There-
fore, task-level pipelining is achieved when the minimum number of temporary
arrays is M > 1.

(a) (b)

Fig. 4. Coarse-grained data synchronization block diagram using: (a) a single FIFO;
(b) two FIFOs
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3.2 CG Scheme with Two FIFOs

In this scheme, FIFO 1 (write from the consumer side/read from the producer
side) and FIFO 2 (write from the producer side/read from the consumer side)
are located between P/C pairs (see Figure 4(b)). In this scheme, FIFO 2 stores
the id of producing arrays. Similarly, FIFO 1 stores the id of consuming arrays.
When the consumer puts the consumed array’s id into FIFO 1, the producer
can reuse the memory by storing the new produced array in the location related
to the id from FIFO 1. It means that the number of temporary stored arrays
in external memory (referred herein as M ) is less or equal than the number of
arrays being computed (N ). However, in a previous scheme (using one FIFO)
the number of temporary stored arrays in external memory was equal to the
number of arrays. Therefore, the producer can store the new array in external
memory as soon as it is free. In a similar way, the consumer reads the id from
FIFO 2, consumes the array and sends the id to the producer using FIFO 1.

4 Experimental Results

For evaluating our task-level pipelining approaches, we used a Genesys Virtex-5
XC5LX50T FPGA Development Board [9]. Figure 5 shows the target archi-
tecture which was implemented using Xilinx EDK 12.3 tools. We used Xilinx
MicroBlaze processors (MB) [10] as cores. Each MicroBlaze is connected to on-
chip local memory (BRAMs). The MicroBlaze processors use Xilinx Fast Simplex
Link (FSL) to communicate directly with each other. All MicroBlaze processors
are connected to the shared DDR RAM memory through the PLB. In Figure
5(a) (two cores architecture), MicroBlaze 1 and MicroBlaze 2 are responsible to
execute the codes for the producer and consumer, respectively. In Figure 5(b)
(three cores architecture), we use an additional MicroBlaze (MicroBlaze 3) to
implement the ISB schemes. Although these architectures may not be the fastest
solutions, they provide the flexibility and ease of programmability required to
explore and evaluate different fine and coarse-grained data communication and
synchronization schemes.

Table 1 presents a set of image processing benchmarks used in our experi-
ments. By considering that most image/video processing benchmarks have out-
of-order data communication patterns, we use a set of out-of-order benchmarks
in our experiments, all consisting of two data-dependent computing stages (pro-
ducer and consumer). The set consists of Fast DCT (FDCT), Wavelet transform,
FIR-Edge, Edge-Detection and Gaussian blur. Note that in our previous work
[4], we shown that our fine-grained approach is efficient to deal with in-order
benchmarks.

Table 1 shows the execution clock cycles of each computing stage. To provide a
P/C data communication model, the original sequential code of the benchmarks
is partitioned into the separate computing stages (producer and consumer), being
each stage a sequence of loops or nested loops. We organize our results into two
categories, fine-grained and coarse-grained results.



Coarse/Fine-grained Approaches for Pipelining Computing Stages 273

(a) (b)

Fig. 5. Target architectures with: (a) two MicroBlazes; (b) three MicroBlazes

Table 1. Benchmarks used in the experiments

Benchmarks Pattern Stages
Clock Cycles

S1 S2 Overall

Fast DCT (FDCT) out-of-order two (S1 and S2) 27,450,111 27,816,150 55,266,261
Wavelet Transform out-of-order two (S1 and S2) 69,660,426 67,260,579 136,921,005
FIR-Edge out-of-order two (S1 and S2) 27,546,828 20,245,503 47,792,331
Edge-Detection out-of-order two (S1 and S2) 7,891,875 7,152,558 15,044,433
Gaussian blur out-of-order two (S1 and S2) 1,544,962 263,459 1,808,421

4.1 Fine-grained Results

Table 2 shows the speedups obtained by considering fine-grained data synchro-
nization schemes with task-level pipelining vs. a single core architecture. For
comparisons, we use the highly optimistic theoretical speedup bounds (herein:
Upperbound A) for each application as calculated with Equation 1. This upper
bound reflects how the execution times of tasks are balanced (maximum of Up-
perbound is 2 and corresponds to the execution time equally split over the two
tasks and optimistic overlapping of execution of the tasks). In order to have an
idea about the possible upperbound (also optimistic) when data are communi-
cated between the two tasks (stages) using local buffers, we include Upperbound
B speedups. These were obtained calculating the execution time of each stage
considering the unrealistic scenario of inter-stage communicated data being fully
stored/loaded to/from internal FIFOs (as if data communication could be in-
order) instead of randomly stored/loaded in/from memory (local or external).

Theoretical Speedupbound = (TStage1 + TStage2) / Max(TStage1, TStage2) (1)

From Table 2, the highest speedup for all benchmarks in fine-grained data
synchronization model is obtained when using the ISB between P/C pairs. Al-
though including the ISB into the consumer may reduce the FPGA resources
required, it may not provide the same performance for out-of-order benchmarks
compared with the scheme using a separate ISB. The results with a separate
ISB illustrate speedups from 1.14× to 1.57×. For FIR-Edge and Gaussian blur
benchmarks, the measured speedups are fairly close to the theoretical speedup
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Table 2. Speedups obtained by considering fine-grained data synchronization schemes
with task-level pipelining vs. a single core baseline architecture, considering N = 50
arrays being computed, also compared with the theoretical and maximum upperbound
speedups. The default size of the local buffer is 1024.

Benchmark
Inter-Stage
Buffer (ISB)

ISB in
Consumer

Theoretical Upperbound

A B

FDCT 1.38× 1.37× 1.99× 2.42×
Wavelet 1.46× 1.27× 1.97× 2.22×
FIR-Edge 1.57× 1.21× 1.72× 1.73×
Edge-Detection 1.39× 1.21× 1.91× 1.94×
Gaussian blur 1.14× 0.55× 1.17× 1.28×
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Fig. 6. The impact of increasing the ISB buffer size on speedup (on left) and the
percentage of data communicated between stages using the local buffer (Usage) results
(on right)

bounds of 1.72× (FIR-Edge) and 1.16× (Gaussian blur). In the case of FDCT,
Wavelet and Edge-Detection benchmarks, although the speedup is considerable,
we have an small gap between the theoretical speedup and the real FPGA-based
achieved speedup (e.g., 1.38× to 1.99× for FDCT).
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In the case of the ISB in consumer, the performance resultant when using
task-level pipelining is lower. For example, in the case of Gaussian blur bench-
mark, the achieved performance is even lower than sequential execution of the
benchmark (0.55×).

We evaluated the impact of increasing the size of the local buffer (up to
4096 considering the limitation of BRAMs on our FPGA board) on the local
memory usage and on the speedup (see Figure 6). The highest speedup for all
benchmarks is obtained when the usage of local memory is at maximum. For
example, in FDCT, we obtained the maximum usage of local memory (100%)
by considering the size of local buffer to 128. Similarly, in Edge-detection and
Gaussian blur benchmarks, the maximum usage of local memory was obtained
when the size of local buffer is greater than 512, 2048 for FIR-Edge and 4096 for
Gaussian blur. The communication pattern in the wavelet transform benchmark
allowed only the 0.86% usage of local memory when considering a local buffer
with size 4096.

4.2 Coarse-grained Results

Figure 7 shows the achieved speedups in the coarse-grained data synchroniza-
tion scheme using one FIFO (CG One FIFO) and two FIFOs (CG Two FIFOs)
between P/C pairs. In these experiments, we considered a number of arrays (N)
being computed. For instance, in CG Scheme with one FIFO, the number of tem-
porary arrays (M) is equal to the number of arrays being produced/consumed.
As expected, If N = 1 and M = 1, the producer waits for the availability of
temporary array in external memory, thus, the producer and consumer execute
sequentially and therefore, none speedups are achieved. When the number of
temporary arrays in external memory is M > 1, the producer can process the
next array while the consumer core is consuming (processing) the previous array.
As shown in Figure 7(a), the results show that increasing the number of arrays
being computed (N) and allowing two temporary arrays being stored (M = 2)
in external memory significantly increases the performance. The performance
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Fig. 7. Speedups achieved by considering coarse-grained data synchronization schemes
using: (a) one FIFO; (b) two FIFOs for N = 50
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significantly increases for values of N between 2 and 20 and stays almost the
same for N > 20.

Figure 7(b) shows the results when using two FIFOs between P/C pairs. In
this scheme, the number of temporary arrays is 1 < M ≤ N . Based on the lim-
itation of available memory on our experimental board, we consider the range
of 1 to 32 for temporary arrays (M) and N = 50. The results show that the
performance with the number of temporary arrays M = 2 is very close to the
one obtained when increasing the value of M. This is somehow expected as
the existence of only one core for the producer and one core for the consumer
only allows two temporary arrays being processed (one produced and one con-
sumed). The producing of additional arrays while the consumer is still consuming
the previous one, or the consuming of another array while the producer is still
being producing the next one, seems as expected to have a small impact on
performance.

5 Related Work

In the context of data synchronization, there are several approaches to overlap
some of the execution steps of computing stages (see, e.g., [11], [7],[6] and [5]).
In these approaches, task-level pipelining model can be easily provided by using
a FIFO channel between producer/consumer tasks. Each FIFO stage stores an
array element or a set of array elements. Array elements in each FIFO stage can
be consumed by a different order than the one they have been produced. The
FIFO approach is sufficient when the order of consuming data is the same as
the order of producing the data. However, the FIFO may not be efficient when
the order of producing and consuming data is not the same. In the presence
of in-order P/C pairs, several attempts have been made to resolve the data
communication for out-of-order tasks in compile time. For instance, Turjan et al.
[7],[6],[12] address a task-level pipelining model maintaining the simple solution
based on the FIFO between P/C tasks and using a reordering mechanism to
deal with out-of-order tasks. In their approach, the order of the producer and
consumer is determined by using a rank and read functions. The rank function is
associated to each iteration point and gives a number that expresses the order of
this point which is executed relatively to other iterations. The read function gives
the order of each Consumer iteration point in which the needed data element
arrives through the FIFO. Based on the order of each P/C pair, a controller
checks whether a FIFO channel is sufficient for every P/C pair or an additional
memory is required. These approaches may not be feasible for all applications
and can be seen as an optimization phase for our approach. We focused on the
architectural schemes to enable task-level pipelining given in-order or out-of-
order applications with coarse/fine-grained data synchronization schemes and
without requiring code transformations besides the ones needed to split code
into computing stages.
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6 Conclusions

We presented fine- and coarse-grained approaches for task-level pipelining in the
context of FPGA-based multicore architectures. Our approaches are able to pro-
vide task-level pipelining for out-of-order computing stages in runtime. We an-
alyzed and compared different implementations of fine- and coarse-grained data
synchronization schemes for a set of out-of-order producer/consumer benchmarks.

All solutions proposed in this paper were implemented using an FPGA board.
The results with an Inter-Stage Buffer (ISB) between producer/consumer cores
show speedups from 1.14× to 1.57× for the benchmarks used when using our
multicore-based task-level pipelining approaches over the sequential execution of
computing stages in a single core. The results also show that an ISB consisting
of local (on-chip) memory is an efficient solution for out-of-order data commu-
nication between the producer and the consumer. In addition, the results show
that small sizes of local memory in the ISB are sufficient to achieve high per-
centages of inter-stage data communication using local memory and to achieve
close to maximum speedups. In the case of the task level pipelining using the
coarse-grained data synchronization model, the results show that a number of
temporary arrays in external memory equal to 2 is sufficient to achieve significant
performance improvements.

Ongoing work is focused on experiments with additional benchmarks, different
hash functions, and the impact of application dependent inter-stage communica-
tion schemes. Future work will address other schemes for the inter-stage buffer
and additional optimizations.
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