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1 Problem Statement

Ontologies play a key role in the development of the Semantic Web and are
being used in many diverse application domains such as biomedicine and energy
industry. An application domain may have been modeled according to different
points of view and purposes. This situation usually leads to the development of
different ontologies that intuitively overlap, but that use different naming and
modeling conventions.

The problem of (semi-)automatically computing mappings between indepen-
dently developed ontologies is usually referred to as the ontology matching prob-
lem. A number of sophisticated ontology matching systems have been developed
in the last years [5, 30]. These systems, however, rely on lexical and structural
heuristics, and the integration of the input ontologies and the mappings may
lead to many undesired logical consequences. In [13] three principles were pro-
posed to minimise the number of potentially unintended consequences, namely:
(i) consistency principle, the mappings should not lead to unsatisfiable classes
in the integrated ontology, (ii) locality principle, the mappings should link enti-
ties that have similar neighbourhoods, (iii) conservativity principle, the mappings
should not introduce new semantic relationships between concepts from one of
the input ontologies. Violations to these principles may hinder the usefulness of
ontology mappings. Our aim is to develop effective and efficient detection and
correction techniques for violations of the conservativity principle for ontology
alignments.

2 Relevancy

Given the formal semantics of ontologies, logical defects in the alignment between
them may hinder their usefulness and lead to undesired results. The practical
effects of these logical violations highly depend on the intrinsic nature and char-
acteristics of the ontology-based system.

When ontology-to-ontology mappings are used, for instance, in an ontology-
based data access (OBDA) [27] or an ontology-based data integration system
(OBDI) [35], a high quality alignment is mandatory. In such scenarios, any vi-
olation of the consistency or conservativity principles will directly affect the
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quality of the query results, since queries will be rewritten according to the on-
tology axioms, the ontology-to-ontology mappings and the ontology-to-database
mappings. On the contrary, an ontology-based information retrieval (IR) system
may better tolerate some logical defects.

A definition of effective techniques for assessing and re-establishing the logi-
cal soundness of ontology-to-ontology alignments would be key for any critical
ontology-based system using them, directly or indirectly. When such detection
and repair techniques are also efficient, ontology matchers may use them for:
(i) pruning the usually large search space when computing mappings, (ii) com-
puting high quality alignments by minimising the number of logical violations.
LogMap [12] and AML [28] ontology matchers, for instance, have already suc-
cessfully applied these ideas by including detection and repair techniques for the
consistency principle in the mapping computation process.

Our work follows a classic approach to ontology alignment debugging, where
the repair can only affect the alignment, considering as immutable the matched
ontologies [12, 14, 21, 28]. This is not the only possible approach to the prob-
lem. The work presented in [10, 17, 18], for instance, considers the violations
of the conservativity principle as possible false positives, based on the potential
incompleteness of the input ontologies. Hence, the correction strategy may also
insert subsumption axioms to the input ontologies, to enrich their concept hier-
archies. Authors in [26] also suggest that fixing the input ontologies may be an
alternative for mapping removal.

Nonetheless, there are also important application scenarios in which the aligned
ontologies have to be considered as not modifiable. One such example is the EU
Optique project.1 Optique aims at facilitating scalable end-user access to big data
in the oil and gas industry (based on an OBDA system). Currently, in the Optique
use case, the input ontologies are not modifiable. The query formulation ontology
is a domain ontology based on the Norwegian Petroleum Directorate (NPD) Fact-
Pages2 [31] and it is currently preferred by Optique end-users to feed the visual
query formulation interface [34]. NPD ontology is not intended to be modifiable by
end-users, because it includes knowledge already agreed on by the community. The
other is a bootstrapped ontology directly linked to the information represented in
the database.

In general, our approach aims at developing a technique suitable for any
ontology-based system, where the used ontologies are not directly controlled
by the system and can be only used as they are. For instance, the authors in
[20] apply ontology matching in a multi-agent system scenario in order to allow
the exchange and extension of ontology-based action plans among agents.

3 Related Work

The three principles mentioned in Section 1 have been actively investigated in
the last years (e.g., [11, 12, 13, 21, 22, 23, 28]).

1 http://www.optique-project.eu/
2 http://factpages.npd.no/factpages/
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In particular, the conservativity principle problem, although indirectly, hasbeen
actively studied in the literature. Schlobach [29] originally introduced the assump-
tion of disjointness to address the repair of ontologies underspecified in terms of
negative constraints (disjointness axioms, in particular). A serious obstacle for the
practical success of the techniques based on such assumption is the usually pro-
hibitive number of candidate disjointness axioms to be inserted.Meilicke et al. [22]
applied this assumption in the context of repairing ontologymappings, and limited
the number of disjointness axioms to be inserted by using learning techniques [36].
These techniques, however, typically require amanually created training set. In [7]
the authors present an interactive system to guide the expert user in the manual
enrichment of the ontologies with disjointness axioms. Clearly, this method is not
suitable for scenarios in which no user intervention is possible.

Our approach aims at minimising the subset of candidate disjointness axioms
that need to be inserted, without compromising the repair effectiveness. However,
in order to be applicable to completely automatic repair scenarios, our method
needs to work independently from any manual intervention.

Ontology matching systems have also dealt with the conservativity principle in
order to improve the precision (w.r.t. a reference mapping set) of the computed
mappings. For example, systems such asASMOV [11], Lily [37] andYAM++ [24]
have implemented different heuristics to avoid violations of the conservativity
principle. Another relevant approach [2] presents a set of sanity checks and best
practices when computing ontology mappings. A preliminary analysis shows that
the provided heuristics fail at preventing and solving many violations [32, 33].

Unfortunately, for many of the mentioned approaches, the covered ontology
fragment is not clear, and their effectiveness can only be experimentally verified,
thus limiting the comparability of different contributions. Conservativity princi-
ple highly benefited from the definition of formally grounded methods, instead of
heuristics approaches, as the results of OAEI in the years demonstrate. To this
aim, our main goal is to define an elegant way to detect and solve conservativity
principle violations by reducing the problem to a consistency principle violation
problem, in the Horn propositional fragment. However, in the literature an effi-
cient and automatic technique for enriching ontologies with disjointness axioms,
at the basis of the aforementioned reduction, is still missing.

4 Research Questions

After analysing the related work on the subject, we still consider as open the
following research questions: (RQ.i) Which consequences may have an alignment
violating the conservativity principle in different application scenarios? (RQ.ii) Is
there a relationship between the violations affecting an alignment and its correct-
ness or completeness? (RQ.iii) Which algorithms can be used to compute a re-
pair for an alignment violating the conservativity principle? (RQ.iv)Which is the
trade-off between completeness and runtime for these algorithms? (RQ.v) Which
are the consequences of applying ontology alignment evolution techniques on an
alignment violating the conservativity principle? (RQ.vi) How can conservativity
principle violations detection and repair support interactive alignment revision?
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5 Hypotheses

(H.i) Conservativity principle violations may harm the correctness of ontology-
based systems in relevant application scenarios such as OBDA and OBDI (RQ.i).
(H.ii) Conservativity principle is tighly coupled with the notion of conservative
extension [16], an extremely challenging decision problem, and would therefore
benefit from approximated repair techniques for achieving scalability on reduced
DL fragments (e.g., in the EL family). This principle could be partly reduced
to the consistency principle, but a multi-strategy repair is needed to address the
uncovered violation kinds (RQ.iii,RQ.iv). (H.iii) Ontology alignment evolution
algorithms usually propagate violations, this could also affect the optimality of
the update strategies (RQ.v). (H.iv) The detection and repair techniques can be
coupled with existing user-driven ontology enrichment of negative constraints [7]
and ontology revision techniques [25] (RQ.vi).

6 Approach

Addressing the conservativity principle violation requires a detection and repair
technique. For violation detection, we propose a complete technique, based on
an efficient interval labelling schema [1] for the input/aligned ontologies. Given
that not all the violations are independent, we plan to provide a discrimination
between direct and derived violations, that would rely on a graph representa-
tion [32] of the aligned ontology. This refined notion of violation will offer a fine
grained violation rate estimation.

For conservativity violations affecting atomic concepts not involved in a sub-
sumption relationship nor sharing any descendant, the problem can be reduced to
a consistency repair by inserting a disjointness axiom between the two concepts.
A classic approach for debugging ontologies is to compute a repair by computing
a (minimal) hitting set over the set of justifications [9] (minimal sets of axioms
entailing a consequence). Computing all the justifications for a given entailment
is a costly reasoning service, and all the scalable debugging algorithms propose
approximate repair computations [15, 21, 24, 26]. To address the scalability prob-
lem when dealing with large ontologies and mapping sets, our method actually
relies on the (Horn) propositional projection of the input ontologies, but does
not ensure completeness [33]. We plan to cover expressive fragments such as EL
terminologies (e.g., using the hyper-graph representation of [4]). Currently, we
have adapted the infrastructure provided by LogMap matcher[12, 14]. However,
other mapping repair systems, such as Alcomo [21] or AML [28], could be con-
sidered. Note that, to the best of our knowledge, these mapping repair systems
have only focused on solving violations of the consistency principle.

Instead, for the violations affecting concepts involved in a subsumption rela-
tionship, the graph representation [32] will again be used, exploiting the property
that part of these violations form a cycle (one half represents the previous sub-
sumption relationship, the other one representing the violation). The detection
and repair strategies work on the strongly connected components (SCCs) of the
graph representation of the aligned ontology, exploting the well-known relation
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between SCCs and directed cycles. The approximate repair aims at removing all
the cycles corresponding to a violation by computing a solution to an ad-hoc
variant of the Feedback Arc Set problem [6], encoded as a logic program [32].

The idea of enriching the input ontologies with additional disjointness axioms
is not new. The novel aspects of our approach are an automatic and efficient
identification and addition of a small set of disjoint axioms, using interval in-
dexing. As already discussed in Section 3, another contribution would be the
first method addressing the conservativity principle with a theoretical founda-
tion of the concrete ontology fragment covered by both the detection and repair
techniques. Another innovative aspect is the combination of graph-theory and
logic programming for addressing the violations that cannot be reduced to the
consistency problem. Finally, to the best of our knowledge, despite the atten-
tion that ontology alignment debugging and ontology alignment evolution [8, 19]
techniques have received in the literature, a combined analysis of the possible
interrelation between the two fields is still missing.

7 Preliminary Results

Violation Rate: A preliminary analysis [32, 33] suggests that conservativity prin-
ciple violations not only deeply affect the alignments computed by the top-level
ontology matchers, but also widely affect agreed reference alignments, as emerged
from the evaluation of the Ontology Alignment Evaluation Initiative3 (OAEI )
dataset. Also manually curated alignments, such as UMLS-Metathesaurus [3]
(UMLS ), a comprehensive effort for integrating biomedical knowledge bases,
suffer from these violations.

Conservativity to Consistency Principle Reduction: The repair algorithm of [33]
relies on a reduction of the conservativity to the consistency principle, with
promising results. We tested the algorithm on the reference alignments of OAEI
2013 . The complete detection algorithm takes only 275 seconds to process the
aligned ontology SNOMED-NCI (the biggestOAEI ’s test case). Repair efficiency
and effectiveness are also promising. Almost all the violations for the five main
tracks of the OAEI 2013 are fully repaired.

Repair Algorithms: For what concerns the two orthogonal repair techniques, the
preliminary results show their efficiency and effectiveness in isolation [32, 33].
From the theoretical standpoint, the two techniques address different kinds of
conservativity principle violations, but the concrete effect of combining them still
needs to be explored in practice. Moreover, their suitability for an automatic use
in an ontology matching process has to be experimentally verified.

8 Evaluation Plan

The evaluation phase will provide a quantitative measurement of the hypotheses
underlying the different aspects of our proposal:

3 http://oaei.ontologymatching.org/

http://oaei.ontologymatching.org/
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(H.i) will be investigated using the new track of OAEI 2014 ,4 that will be
addressing the problem of ontology alignment for query answering. The effect of
the violations and their repair will be tested using the same metrics proposed by
the organisers. To this extent, another interesting evaluation is the comparison
with alternative approaches (see Section 3) w.r.t. the same task.

(H.ii) has been already successfully addressed in [33]. The preliminary anal-
ysis consisted in the detection of the initial number of violations for the OAEI
reference alignments, the runtime for computing a repair, the size of the re-
pair and the number of unsolved violations. In [32], a similar analysis has been
performed on the alignments computed by OAEI participants. In addition, an
analysis of the repair effect in terms of the completeness and correctness of the
alignments has also been conducted.

(H.iii) The state of the art ontology mapping evolution algorithms will be
tested using the publicly available snapshots of SNOMED-CT, FMA and NCI
ontologies, and UMLS alignments between them (as already done in [8]). The
used metric will be the number of violations with and without a repair step on the
source (and possibly the target) alignment. The effect in terms of completeness
and correctness against the repaired and original reference alignment will be
measured using the standard notions of precision, recall and f-measure.

(H.iv) The practical effect of coupling the automatic detection and repair
techniques with a user-driven ontology disjointness addition will be conducted
by means of a user survey. In addition, we plan to also evaluate completeness and
correctness against a manually defined gold-standard using standard IR metrics.

Finally, the acceptable trade-off between the completeness of the detection and
repair algorithms and their runtime will be tested by integrating the implemented
techniques into an existing ontology matcher.

9 Reflections

Despite the increasing number of contributions addressing ontology alignment
debugging, the conservativity principle has received little attention. A possible
explanation is that the negative effects of violations to the consistency prin-
ciple are already evident for any ontology alignment application scenario, and
therefore were considered at an earlier stage. Our claim (Section 5) is that con-
servativity principle would affect more advanced application scenarios, such as
OBDA and OBDI. To this aim, in our opinion, it is extremely significative the in-
troduction of a novel track addressing ontology-based query answering in OAEI
2014 , given the importance of this venue for ontology matching researchers.

Finally, as discussed in Section 7, we have already been able to accumulate
encouraging results for what concerns the violation rate, and the efficiency and
effectiveness of our detection and repair techniques. This constitute a reasonable
guarantee for the feasability of our approach.

Acknowledgements. The author thanks Ernesto Jiménez-Ruiz and Giovanna
Guerrini for their invaluable help.

4 http://www.om2014.ontologymatching.org/
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