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Abstract. Ultrasound probe localization with respect to the patient’s
body is essential for freehand three-dimensional ultrasound and image-
guided intervention. However, current methods for probe localization
generally involve bulky and expensive equipment. In this paper, a highly
cost-effective and miniature-mobile system is described for 6-DoF probe
localization that is robust to rigid patient motion. In this system, skin
features in the scan region are recorded at each ultrasound scan acquisi-
tion by a lightweight camera rigidly mounted to the probe. A skin map
is built based on the skin features and optimal probe poses are estimated
in a Bayesian probabilistic framework that incorporates a prior motion
model, camera frames, and ultrasound scans. Through freehand scan-
ning on three different body parts, it is shown that on average, for every
probe travel distance of 10 mm, the translational and rotational errors
are 0.91±0.49 mm and 0.55◦±0.17◦, respectively. The 3D reconstructions
were also validated by comparison with real ultrasound scans.

1 Introduction

Localization of the ultrasound probe with respect to the patient’s body in six
degrees of freedom (6 DoF) is essential for freehand three-dimensional ultrasound
(3D US) and image-guided intervention. Currently freehand probe motion is
typically tracked by using an optical or electromagnetic (EM) tracker, which is
able to provide sub-millimeter accuracy in real time. However, these tracking
methods often require expensive and bulky equipment. Additionally, an optical
tracker requires a direct line of sight between the optical system and markers
attached to the probe, and an EM tracker is sensitive to ferromagnetic materials,
both of which pose challenges to the clinical use of these methods.

Inexpensive methods for probe localization have been investigated, sometimes
with the aid of inertial sensing. In [5], structured light is used to estimate probe
orientation against the skin surface. [4] and [11] describe the use of systems sim-
ilar to optical mice to track skin features from a small distance for determining
2D probe translation along the skin surface. [10] describes probe tracking by
affixing a specialized strip with high-contrast markers to the scan region, which
is suitable for pre-determined scan paths. These methods are robust to rigid pa-
tient motion since probe poses are determined with respect to the patient’s body,
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(a) (b)

Fig. 1. (a) The US probe with a rigidly mounted camera for recording skin features
during a freehand US scan. (b) A square sticker with known dimensions that is affixed
to the skin surface of the scan region for scale calibration.

and not an independent coordinate system as in an optical or EM tracker. This
robustness could also be achieved by tracking markers on both the probe and
patient’s body simultaneously using a single optical system [2]. Finally, probe
tracking based on only speckle decorrelation is possible [3].

Previously, we have developed a cost-effective and miniature-mobile system for
6-DoF US probe tracking that is robust to rigid patient motion [12]. A lightweight
camera is mounted to the probe to record artificial skin features when acquiring
2D US scans. From the video of skin features, a skin map is built and the probe
pose corresponding to each camera frame is estimated. In this current paper, our
previous work is extended in two aspects. First, the probe is tracked by using
natural skin features instead of artificial features. To our knowledge, this work
is the first to demonstrate the use of human skin features as body landmarks.
Second, a Bayesian framework is formulated to fuse information from a motion
model, camera frames, and US scans for optimal pose estimation. The system
performance was evaluated on three body parts.

2 Methods

2.1 Hardware

A lightweight, low-cost camera (Macally IceCam2) is mounted to a linear array
US probe for tracking skin features, as shown in Fig. 1(a). The camera is focused
at the skin surface from about 27 mm above, and has a 640×480 field of view
(FOV), which maps to around 28×21 mm on the skin. Camera intrinsics were
estimated by standard calibration. Transformation of coordinates from the US
scan to the camera was estimated by using the single-wall method [9]. Camera
frames and 2D US scans were acquired synchronously at around 10 frames per
second using the Terason t3000 ultrasound scanning system. The square sticker
with known dimensions shown in Fig. 1(b) was affixed to the skin surface of the
scan region and the four corners (marked by red circles) were manually selected
in two camera frames for scale calibration in visual SLAM (Section 2.3).



Probe Localization for Freehand 3D Ultrasound by Tracking Skin Features 367

(a) abdomen (b) thigh (c) neck (d) lower leg

Fig. 2. Natural skin features covered by evenly applied transmission gel at four different
body parts before (top) and after CLAHE (bottom). These features were recorded from
about 27 mm above using the lightweight camera shown in Fig. 1(a).

2.2 Enhanced Natural Skin Features

Performance of our system hinges on robust tracking of natural skin features. It
was found that, using the lightweight camera at a short distance to the skin sur-
face, various skin features could be observed, including skin texture, hair, pores,
and uneven skin tone. These features, however, become less observable when the
skin surface is covered by transmission gel. In order to increase the number of
skin features that could be robustly tracked, the recorded camera images are
enhanced by contrast limited adaptive histogram equalization (CLAHE) before
feature detection. Fig. 2 shows natural skin features at four different body parts
of a human subject, which are more observable after CLAHE.

2.3 Probe Localization in a Bayesian Probabilistic Framework

The skin features recorded in freehand scanning are used to map the skin surface
and estimate the 6-DoF camera pose corresponding to each 2D US scan, which
is a process often called visual SLAM (Simultaneous Localization and Mapping).
A Bayesian framework is formulated to fuse the information from visual SLAM
with a prior motion model and US scan regularity for optimal pose estimation.

Visual SLAM. Visual SLAM is initialized by two-frame stereo. SIFT feature
correspondences between the two frames are first found [7]. Based on the corre-
spondences, the relative pose between the two frames is robustly estimated by
applying the five-point algorithm within a RANSAC scheme [8]. The 3D skin
map points are then computed by triangulating the feature correspondences.
These two initial frames form the set of “keyframes” for future map extension.

Subsequent camera poses are estimated based on the initial map. A constant-
velocity motion model is employed to predict the current camera pose based
on previous estimates. Correspondences between the map points and features
in the current frame are established by windowed searches for the most similar
SIFT descriptors based on the predicted pose. The current pose is then robustly
estimated by applying the EPnP algorithm within the RANSAC scheme [6].
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To maintain the number of map points in the camera FOV, new points are
added to the skin map when the tracked points cover less than one-third of the
current FOV. SIFT feature correspondences are established between the current
frame and the closest keyframe. Correspondences that agree with the current
pose estimate are triangulated and these 3D map points are added to the skin
map. The current frame is added to the set of keyframes for future map extension.
Quality of visual SLAM is judged by the reprojection errors as described below.

Bayesian Framework. For optimal pose estimation, a Bayesian framework is
formulated to fuse information from visual SLAM, US scans, and a prior motion
model. The 6-DoF camera pose at time instance i is denoted by the vector vi,
which includes 3-DoF translation and 3-DoF rotation. v̇i denotes the temporal
derivative of vi. Further, Ii denotes US scan intensities at i, Ui the set of features
tracked in camera frame i, and X the set of 3D map points. Assuming Markov
conditional independence, the posterior probability of vi is written as:

P (vi|vi−1, v̇i−1, Ii, Ii−1,X ,Ui)

∝ P (vi|vi−1, v̇i−1, Ii−1,X )P (Ui, Ii|vi−1, v̇i−1, Ii−1,X ,vi). (1)

This formula can be simplified by conditional independence. In the first term,
conditioned on vi−1 and v̇i−1, vi depends only on instantaneous acceleration
and is thus independent of both Ii−1 and X . Similarly, conditioned on Ii−1, vi−1

and vi, Ii is independent of Ui, X and v̇i−1. Conditioned on vi and X , Ui is
independent of Ii−1, Ii, vi−1 and v̇i−1. Hence, the optimal estimate v∗

i satisfies:

v∗
i = argmax

vi

P (vi|vi−1, v̇i−1)P (Ui|X ,vi)P (Ii|vi−1,vi, Ii−1). (2)

Modeling of the three information sources is described in the following.

Prior Motion Model. We assume a constant-velocity model and change in ve-
locity v̇i is modeled by mutually independent zero-mean Gaussian random vari-
ables, where the translational and rotational variances are σ2

t and σ2
R, respec-

tively. Approximating v̇i by (vi − vi−1) and denoting the k-th element of v̇i by
v̇i,k, the estimate vi that maximizes P (vi|vi−1, v̇i−1) also minimizes the energy
Eprior(vi):

Eprior(vi) =
1

σ2
t

3∑

k=1

(v̇i,k − v̇i−1,k)
2 +

1

σ2
R

6∑

k=4

(v̇i,k − v̇i−1,k)
2. (3)

Reprojection Errors in Visual SLAM. Given vi and tracked map points Xi ⊆ X ,
image coordinates of tracked feature points ui,k ∈ Ui are modeled by mutually
independent Gaussian random variables, the means being projections of the
corresponding map pointsXi,k ∈ Xi. Denoting the projection ofXi,k to a camera
with pose vi by Proj(Xi,k ,vi) and the number of tracked points by Ni, the
estimate vi that maximizes P (Ui|X ,vi) minimizes the energy Ereproj(vi):

Ereproj(vi) =
1

σ2
u

Ni∑

k=1

(ui,k − Proj(Xi,k,vi))
2. (4)
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Ultrasound Scan Regularity. When two closely spaced US scans are accurately
localized, intensities of their neighboring pixels should be similar. Denoting the k-
th pixel intensity in scan Ii by Ii,k and its image coordinates by pi,k, the function
F (pi,k,vi−1,vi, Ii−1) gives its corresponding pixel intensity in scan Ii−1, which
involves projection of pi,k onto the plane of Ii−1 and interpolation on intensities.
The sum of absolute intensity differences between all the corresponding pixels is
modeled by an exponential random variable. Hence, with M pixels in each scan,
vi that maximizes P (Ii|vi−1,vi, Ii−1) also minimizes the energy Escan(vi):

Escan(vi) =
1

σI

M∑

k=1

|Ii,k − F (pi,k,vi−1,vi, Ii−1)|. (5)

Energy Minimization. The global optimal estimate v∗
i minimizes the total energy

Etotal(vi), where Etotal = Eprior+Ereproj+Escan. The variances were determined
empirically. v∗

i was found by using the Levenberg-Marquardt algorithm.

2.4 Robustness to Probe Compression

Visual SLAM could suffer from probe contact, which locally deforms the skin
surface. However, with a careful hardware design, this deformation could be
avoided in the camera FOV and hence visual SLAM could essentially be applied
on the undeformed surface. As shown in Fig. 3(a), the distance between the
FOV and probe contact (s2) could prevent deformation from being visible in the
FOV. Although increased compression causes more deformation, it also brings
the FOV farther away from probe contact. As a result, local surface deformation
could be mostly avoided in the FOV even under significant probe compression.

Our design (h = 27 mm, s1 = 42.6 mm, and s2 = 32.1 mm with no probe
compression) was found to work well for avoiding surface deformation in the
camera FOV, which was validated by experiments performed on the abdomen
of a human subject. A temporary tattoo was affixed to the abdomen to ensure
rich and high-contrast features all over the camera FOV. A camera image was
first taken with minimal probe compression on the abdomen. The probe was
then translated by 4.5 mm to a new position, where camera images were taken
under varying compression. Between the pre-translated image and each one of the
post-translated images, SIFT feature correspondences were found and the five-
point algorithm was performed within a RANSAC scheme, which is similar to
visual SLAM initialization (Section 2.3). Note that since the five-point algorithm
determines the relative pose based on a rigid motion model, skin features that
underwent local non-rigid deformation would be rejected as outliers in RANSAC.

The pre- and post-translated camera images are shown in Fig. 3(b) along
with the inlier feature points. As can be seen, for all the compression levels,
inlier points are present all over the FOV. This observation suggests that the
skin features in the FOVs underwent little non-rigid deformation during probe
compression, including those features close to probe contact (near the bottom
of images). It is therefore confirmed that local surface deformation is avoided in
the FOV by this hardware design even when the surface is highly compressed.
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(a)

pre-translated 1.3 3.4 4.7 

5.4 6.7 7.0 7.4 

(b)

Fig. 3. (a) Illustration of skin surface deformation due to probe contact. (b) The pre-
translated camera image and post-translated images corresponding to varying com-
pression distances against the skin surface (in mm; denoted by d in (a)). Note that for
all the compression levels, the inlier feature points (marked in red) are present all over
the FOV except the leftmost portion, which is not covered by the pre-translated FOV.
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Fig. 4. Motion errors in translation (top) and rotation (bottom) for the freehand scan
on (a) lower leg, (b) abdomen, and (c) neck of a human subject

3 In-Vivo Experiments

Our system was validated by freehand scanning on three body parts of a human
subject, including the lower leg, abdomen, and neck. As the ground truth, in-
dependent measurement of probe motion during these scans was obtained using
OptiTrack V120:Trio (NaturalPoint Inc.), a tri-camera 6-DoF tracking device
with sub-millimeter accuracy. The tracked probe poses from our system and
V120:Trio were then compared in the world coordinate system of V120:Trio.
The body parts were immobilized during scanning to allow this comparison.

Five freehand scans were performed on each body part and examples of the
pose estimation errors from our system are shown in Fig. 4. The drifting effect
is observable, which is common for dead-reckoning approaches and is a short-
coming of our system compared to optical or EM tracking. On average, for
every probe travel distance of 10 mm, the accumulated error is 0.91±0.49 mm in
translation and 0.55◦±0.17◦ in rotation. A major cause of the estimation errors
is the well-known ambiguity in discriminating between translation and rotation
from camera frames [1]. Other sources of errors include inaccuracies in spatial
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(a)

(b)

(c)

Fig. 5. Volume reconstructions and validation for the freehand scan on (a) lower leg,
(b) abdomen, and (c) neck of a human subject. Left: reconstructed 3D volumes and
reslice planes, with the transducer at the top. Middle: synthesized reslices. Right: real
US scans acquired at approximately the same positions and orientations as the reslice
planes.

calibration and body motion during scanning, such as motion caused by tremor,
respiration, and heartbeat, especially for scans on the abdomen and neck.

By using the localization results from our system, 3D US volumes were recon-
structed and visualized using Stradwin [13]. Examples of these 3D reconstruc-
tions and the validation are shown in Fig. 5, where probe pressure and motion
jitter were corrected in Stradwin. Note that the reslice from the abdomen scan
appears to be more noisy, which is mainly due to physiological tissue motion
such as respiration and heartbeat. These synthesized reslices were validated by
real US scans acquired at approximately the same positions and orientations as
the reslice planes, which are shown on the right of Fig. 5. It can be seen that
the tissue structures are consistent between the real US scans and the portion
of reslices highlighted by yellow. This consistency shows the potential practi-
cal value of our system in improving clinical workflows and aiding diagnosis by
enabling the creation of diagnostically useful reslices after US scanning.
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4 Conclusion

We have presented a highly cost-effective and miniature-mobile system for free-
hand 3D US, which localizes the probe by tracking skin features and is therefore
robust to rigid patient motion. Results from freehand scans on three body parts
show that the system could potentially be an alternative to conventional tracking
devices for freehand 3D US with a much lower cost and higher portability.
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