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Abstract. The solution of linear least squares problems across large
loosely connected distributed networks (such as wireless sensor networks)
requires distributed algorithms which ideally need very little or no co-
ordination between the nodes. We first provide an extensive overview of
distributed least squares solvers appearing in the literature and classify
them according to their communication patterns. We are particularly
interested in truly distributed algorithms which do not require a fusion
centre, cluster heads or any multi-hop communication. Beyond existing
methods, we propose the novel least squares solver PSDLS, which utilises
a recently developed distributed QR factorisation algorithm. All com-
munication between nodes is exclusively performed within the push-sum
algorithm for distributed aggregation.

We analytically compare the communication cost of PSDLS and the
existing truly distributed algorithms. In all these algorithms, the commu-
nication cost of reaching a predefined accuracy depends on many factors,
includingnetwork topology, problem size, and settings of algorithm-specific
parameters. We illustrate with simulation experiments that our novel PS-
DLS solver requires significantly fewer messages per node than the previ-
ously existing methods to reach a predefined solution accuracy.

1 Introduction

We consider the problem of solving the linear least squares problem

min
x

‖b−Ax‖2 (1)

for x ∈ IRm in a truly distributed way, where A ∈ IRn×m with n ≥ m and
b ∈ IRn. We are interested in solving such problems over a loosely connected,
decentralised network, e. g. a wireless sensor network (WSN), where each node
holds part of the input data. In particular, we assume that A is distributed
row-wise over the N nodes of the network and that the element b(i) resides on
the same node as the ith row of A. For n > N , each node contains a block of
consecutive rows of A.

Many applications in WSNs require the distributed solution of a linear least
squares problem, e. g., the reconstruction of physical fields [1], target tracking [2],
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the solution of the seismic tomography inversion problem [3] when monitoring
volcanic activity or localisation [4]. WSNs typically consist of a large number of
inexpensive sensor nodes which act autonomously but cooperate with each other
to achieve a common goal. Working in a fully decentralised manner allows for
decisions to be made on any node. In combination with actuators, the nodes can
take autonomous actions in the physical world. Asynchronous communication
is an important challenge to be considered in the design of a truly distributed
algorithm. The sensor nodes are normally constrained in terms of their resources,
primarily their energy supply and computation capabilities. One of the sources
of high power consumption is communication. The energy required by the nodes
to communicate with other nodes is directly proportional to the communication
range. This implies that communicating with the immediate neighbourhood of
a node is significantly cheaper than communicating with very distant nodes.
Preserving energy also increases the lifespan of the nodes and in turn of the
entire network.

As we will summarise in the following section, many distributed least squares
solvers can be found in the literature, but most of them do not operate in a
truly distributed manner without the need for centralised fusion centres, cluster
heads or multi-hop communication. Multi-hop communication requires routing
tables, and setting those up requires additional communication. The overhead is
particularly large if the routing tables have to be updated frequently.

Dynamic changes and distributed fault tolerance are also important factors
in the design of a distributed algorithm for WSNs. Although such difficult sce-
narios are beyond the scope of this paper, they can be implicitly considered by
the use of gossip algorithms for aggregation. The push-sum algorithm [5] used
by the PSDLS algorithm proposed in this paper can be directly replaced by
fault-tolerant alternatives which are able to recover from silent message loss and
temporary or permanent link failures [6,7].

Synopsis. In Section 2, we provide an extensive review of the existing literature
about distributed least squares solvers and classify them based on their communi-
cation patterns. In Section 3, we introduce the new push-sum-based distributed
least squares solver PSDLS. Section 4 provides an analytical comparison of the
communication cost of PSDLS and the truly distributed algorithms appearing
in the literature up until now. Simulation results are presented in Section 5, and
our conclusions are summarised in Section 6.

2 Existing Distributed Least Squares Solver

In this section, we summarise the efforts presented in the literature for solving the
linear least squares problem (1) in a distributed setting. We categorise existing
algorithms into three groups: (i) Centralised approaches using a fusion centre or
approaches which require global communication, (ii) clustered approaches where
the communication of each node is limited to a subset of the network (cluster)
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with a cluster head, and (iii) truly distributed approaches where the communi-
cation of each node is limited to its immediate neighbourhood without using any
multi-hop communication.

2.1 Centralised Approaches or Global Communication

A strategy that has been studied extensively is the use of a central unit (fu-
sion centre) which performs the computation for the entire network. The fusion
centre approach first collects the data from all nodes in the network (global
communication), then solves problem (1) at the fusion centre and finally dis-
tributes the result to all nodes (global communication). The positioning of the
fusion centre is crucial for communication cost and scalability (cf. [3]). There
are several drawbacks to this approach: Potential congestion effects (particu-
larly around the fusion centre [8]) can lead to delays and in the worst case to
data loss. Multi-hop communication and setting up routing tables incur addi-
tional overhead. Last, but not least, the fusion centre becomes a single point
of failure. Research on fusion centre approaches often focusses on the efficient
accumulation of the data at the fusion centre (see, e. g., [9]). Other efforts per-
form only parts of the computation at the fusion centre and offload other parts
onto the individual nodes (see, e. g., [4]). However, these approaches still require
global (multi-hop) communication of each node with the fusion centre.

Reichenbach et al. [4] consider the problem that each node needs to determine
its location and analyse three methods for solving the least squares problem
arising in this context: normal equations, QR factorisation and singular value
decomposition. For all three methods, they split the computation into two parts
in order to distribute them between a high performance base station and wireless
sensor nodes. The base station computes the computationally intensive tasks and
then sends the result to the nodes, which only have to perform low complexity
computations to determine their location. This approach significantly reduces the
amount of computation performed on the sensor nodes, saving more than 47%
of floating-point operations for normal equations and more than 99% for the QR
factorisation and the SVD. The disadvantage is the communication cost incurred
by the nodes having to send their measurements to the fusion centre either over
long distances or with multi-hop communication and non-static routing.

One example for exploiting a specific routing structure is presented by Borgne
et al. [9], where the measured data is aggregated at each node towards the fu-
sion centre along a routing tree. The authors extend the basic set of available
aggregation functions (minimum, maximum, sum, count and average) to a re-
gression operator which uses the sensor node measurements as input, reducing
the amount of data based on the regression model. The advantage of this ap-
proach is the reduction of the communication range of the nodes to a localised
neighbourhood. However, the final result is only available at the fusion centre,
which in the event of a failure leads to the breakdown of the entire computation.

The distributed multisplitting method [10], based on the parallel multiplitting
method by Reanut [11], applies the well-known fixed-point iteration methods
Jacobi, Gauss-Seidel and successive over-relaxation to the normal equations.
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The matrix A is distributed column-wise over the nodes and weighting matrices
are used to recombine the solutions of the local problems, which are independent
problems resulting from the linear multisplitting of A. Note that in this method,
the solution x is not replicated, but distributed across the nodes. In each iteration
a vector of size n has to be broadcast to all other nodes (global communication).

The distributed modified conjugate gradient least squares (D-MCGLS) algo-
rithm [10] exploits the fact that the conjugate gradient method can be applied to
the symmetric and positive definite normal equations. It is also based on a par-
allel method, MCGLS by Yang and Brent [12], which is targeted at distributed
memory architectures. Yang and Brent have improved the parallel performance
of the standard CGLS method by reducing the global synchronisation points for
the inner products. D-MCGLS requires A to be distributed row-wise. If A is not
symmetric, for each local row of A, the node also needs to have the correspond-
ing column locally. Each node has to use the same initialisation for x. In each
iteration, a vector of length m and a scalar value have to be broadcast to all
other nodes in the network (global communication).

2.2 Clustered Approaches

A first step towards a more decentralised setting than the fusion centre ap-
proaches summarised in Section 2.1 is based on clustering. The network is di-
vided into clusters. In each cluster, one node acts as the cluster head, which
often is more powerful than the other nodes in the cluster. The division is based
on a certain criterion, e. g., on the geographical location of the nodes or on the
predefined communication radius of the cluster head. The cluster heads act as
intermediate fusion centres for the clusters. The nodes of a cluster only commu-
nicate with their cluster head and with nodes within the same cluster. Compared
to the fusion centre approaches, a multi-tier model is used where only the cluster
heads communicate with the fusion centre, reducing the communication cost and
also the risk of congestion.

Behnke et al. [13] address issues arising with the clustered version of the dis-
tributed least squares algorithm presented in [4]. They report that the algorithm
does not scale well with an increasing number of nodes and on large networks
does not work at all due to the assumption that each node can communicate
with all cluster heads which distribute the precomputed parts of the solution.
They develop the scalable distributed least squares (sDLS) algorithm to over-
come these drawbacks by limiting the communication of each node to its cluster
head. To achieve this, each node is provided with individual precomputed data,
in turn reducing the size of the data transferred to each node and also the
computations to be performed by each node. Communication and computation
costs are therefore independent of the network size and enable scalability of the
algorithm also in large networks.

Shakibian and Charkari [14] propose a clustered, multi-swarm version of the
particle swarm optimisation algorithm (MMS-PSO) for solving a least squares
problem as a minimisation problem. Each cluster head manages the member
nodes acting as a sub-swarm of the process. They also use a fusion centre to get
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the final global result from all cluster heads through weighted averaging. The
authors claim that their method decreases the latency through clustering and
converges faster than a fusion centre approach.

Summarising, clustering reduces but does not eliminate the risk of a single
point of failure affecting the entire network. The cluster heads usually have to
be more powerful than the other nodes to be able to handle the higher volume
of messages received. If a cluster head fails, the complete area covered by the
cluster and its data are lost until a new cluster head takes over.

2.3 Truly Distributed Approaches

The most decentralised approach is to limit the communication of the nodes
to their immediate neighbourhood (defined by the communication range). Each
communication partner has to be reachable in a single hop as multi-hop com-
munication would incur additional overhead through routing and thus increase
the energy consumption of the resource restricted nodes.

Zhou et al. [15] propose a distributed least squares solver which they claim
is robust against reported node failures. The algorithm is designed for m =
1 and higher dimensions are not considered in [15]. The distributed iterative
algorithm exchanges the values of A and b with the neighbours and updates
them using a Metropolis weight based on the degree of the node’s neighbours,
which are determined before the iterative algorithm initialises. In the event of
a node failure, convergence is still guaranteed, but the result will no longer
be correct. Therefore, the authors extend their algorithm, trying to reduce the
magnitude of the occurring error. A disadvantage is that node failures have
to be detectable. Once detected, the weights used in the computation have to
be updated throughout the network, which poses a global updating problem
requiring communication across the entire network. In the event of a node failure,
the magnitude of the error depends on the network topology. Although the
algorithm presented in [15] is truly distributed, we do not consider it in our
analysis and in our simulations because it is restricted to the special case m = 1.

Sayed et al. [2,16,17] propose a diffusion-based least mean square estimator
(diffLMS) using steepest-descent iterations for solving the normal equations. Dif-
fusion strategies are seen as an alternative to consensus strategies for distributed
optimisation problems, both limiting the communication to the neighbourhood.
A and b are both distributed row-wise. In each iteration, diffLMS consists of two
main steps, an adaption step and a combination step, and delivers an estimate of
the solution x in each node. The authors provide two variants of their algorithm,
adapt-then-combine (ATC) and combine-then-adapt (CTA), which differ in the
order of these computation steps (for details, see Section 4).

Another fully distributed approach is the distributed least mean squares
method (D-LMS) by Schizas, Mateos and Giannakis [18,19,20]. D-LMS is based
on Lagrange multipliers and uses the least squares residual and the difference
between the estimates of x from the neighbourhood in a correction step to com-
pute the least squares solution iteratively. The data distribution of A and b is
again row-wise. At each step an estimate for the solution x is available in each
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node. D-LMS communicates twice in each iteration, once to broadcast the cur-
rent estimate to all neighbours and a second time to send individual correction
vectors to each neighbour (single-hop unicast – for details, see Section 4).

3 A Push-Sum-Based Least Squares Solver

In this section, we introduce the Push-Sum Distributed Least Squares Solver
(PSDLS), shown in Algorithm 1, for problem (1). The matrix A and the vector
b are distributed row-wise across the participating nodes. The parts of A and b
available locally at node u will therefore be denoted by Au and bu, respectively.
The solution x is approximated at each node. The local instance of a vector v
which occurs at every node u will be referred to as vu, and vu(i) refers to the ith

element of vu. In particular, xu refers to the approximation of the entire solution
vector x at node u. The algorithm does not require any knowledge about the
global topology of the network and it does not assume any specific connections
between the nodes. Each node only needs to know its neighbours. In such a
setup, the push-sum algorithm [5] provides a truly distributed way for summing
or averaging values across the nodes of the network. If each node knows the total
number of nodes N in the network, then the sum of the values over all nodes can
be computed using distributed averaging. Note that N can also be estimated in a
truly distributed way [21]. Alternatively, the push-sum algorithm can be used to
compute the sums directly without the need to know N at every node. However,
based on our experience, this variant leads to slightly slower convergence.

Algorithm 1. Push-Sum Distributed Least Squares Solver (PSDLS)

Input: A ∈ IRn×m with n > m, b ∈ IRn, both distributed row-wise over N nodes
Output: xu ∈ IRm on every node
1: in each node u do
2: [Qu, Ru] ← vdmGS(Au)
3: zu ← dmmv(Qu�, bu)
4: xu ← solve Ruxu = zu � local

PSDLS is a direct least squares solver first computing a distributed QR
factorisation of A (line 1.21) and subsequently solving locally a linear system
with the triangular matrix Ru at every node (line 1.4). For the distributed
QR factorisation we use the gossip-based distributed modified Gram-Schmidt
orthogonalisation method vdmGS introduced in [22,23]. vdmGS returns the or-
thonormal matrix Q ∈ IRn×m distributed row-wise (denoted by Qu) and the
complete upper-triangular matrix R ∈ IRm×m in every node (denoted by Ru).
Consequently, Q� is distributed column-wise across the nodes. To compute the
right-hand side of the linear system (line 1.3), the distributed matrix-vector mul-
tiplication dmmv described in [23] is used, which accepts the matrix argument

1 Line x.y refers to line y in Algorithm x.
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distributed column-wise and the vector argument distributed row-wise. The so-
lution of the linear system (back substitution) can be computed locally and does
not need any further communication with the other nodes because every node
has its local estimate of R. At the end of the algorithm, each node u has its own
local approximation xu of the solution of the least squares problem (1).

4 Communication Cost of Distributed LS Solvers

We compare the communication cost of the novel PSDLS method, both variants
of diffLMS described in [16] and D-LMS described in [20] in terms of number of
messages and amount of data sent per node.

diffLMS. There are different versions of the diffLMS algorithm aside from the
order of execution in ATC and CTA mentioned previously. diffLMS can also
exchange the observations bu and matrix rows Au with the neighbouring nodes
to improve the estimate of the solution. This requires an additional step for
exchanging the information which increases the communication cost. For better
comparison with [16], we will limit the analysis to the versions without the
additional information exchange.

In the ATC version of the diffLMS method, shown in Algorithm 2, each node
u first computes an intermediate value ψu ∈ IRm, which adds a step-size μ of
the least squares residual to the current estimation of xu, where Au and bu

correspond to the rows of A and b available locally on node u. The intermediate
value ψu is subsequently broadcast to the local neighbourhood Du. Each node
then updates its estimate of xu with a weighted sum of all received ψi (i ∈ Du),
and its own ψu, the weights being denoted as ωu(i). A proof of convergence and
several possible weighting matrices are given in [16].

The CTA variant of diffLMS performs exactly the same operations but in
a different order. The intermediate values ψu are first broadcast to the neigh-
bourhood, then each node computes its estimate of xu and in the last step the
new intermediate value ψu. According to [2, p.31], “. . . the difference between the

Algorithm 2. Diffusion Least Mean Square (diffLMS) - ATC and CTA

Input: A ∈ IRn×m with n > m, b ∈ IRn, both distributed row-wise over N nodes
For all nodes u: xu and ψu initialised with zero

Output: xu ∈ IRm on every node

Adapt-then-Combine (ATC)

1: in each node u do
2: while not converged do
3: ψu ← xu+ μAu�(bu − Auxu)
4: Broadcast ψu to Du

5: xu ← ωu(u)ψu+Σi∈Duωu(i)ψi

6: end while

Combine-then-Adapt (CTA)

1: in each node u do
2: while not converged do
3: Broadcast ψu to Du

4: ψu ← ωu(u)xu+Σi∈Duωu(i)xi

5: xu ← ψu+ μAu�(bu − Auψu)
6: end while
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Algorithm 3. Distributed Least-Mean Squares Solver (D-LMS)

Input: A ∈ IRn×m with n > m, b ∈ IRn, both distributed row-wise over N nodes
For all u and ∀i ∈ Du: xu and viu initialised with zero

Output: xu ∈ IRm on every node

1: in each node u do
2: while not converged do
3: Broadcast xu to Du

4: for each node i ∈ Du do
5: viu = viu + c

2
(xu − xi)

6: Send viu to each corresponding node i ∈ Du

7: xu = xu + μ[2Au�(bu − Auxu)−Σi∈Nu(v
i
u − vui )− cΣi∈Nu(xu − xi)]

8: end while

implementations lies in which variable we choose to correspond to the updated
weight estimate.”. In ATC, xu is the result of the combination step (line 2.5 of
ATC), in CTA it is the result of the adaption step (line 2.5 of CTA). However,
mathematically and numerically this does not result in the same solution.

D-LMS. The D-LMS method is shown in Algorithm 3. A node u first broadcasts
its current estimate xu to its neighbourhood Du (line 3.3). Then an individual
correction vector viu is computed for each neighbour i ∈ Du using the received
estimation xi and its own estimation xu (line 3.5). These values are then sent
to each corresponding node i. In the last step of each iteration (line 3.7), the
new estimate xu is computed using a least squares residual from Au and bu, the
locally available parts of A and b, and the correction terms viu and vui received
from the neighbourhood. This term is added to the current xu and weighted
with a step-size parameter μ resulting in an estimate xu of the solution x in
each node. Proof of convergence is given in [18].

Comparison of Communication Cost

The cost of a broadcast to all neighbours (“local broadcast”) depends on the
topology and on the type of connection. Therefore, we introduce the broadcasting
parameter B(d) for denoting the number of messages required for broadcasting
to d neighbours. In a wireless setting, a single message is required to perform a
broadcast to all neighbours, thus B(d) = 1. However, in a setting with point-
to-point communication (e. g., wired connections), d messages are required for
sending a message to d neighbours, thus B(d) = d. For a global broadcast beyond
the neighbourhood in any network other than a fully connected one, additional
messages are needed for multi-hop message relaying over intermediate nodes.

The communication patterns and costs for ATC and CTA are identical. In each
iteration, each node u broadcasts a vector of size m to its neighbourhood Du. In
k1 iterations, node u sends k1B(|Du|) messages. D-LMS requires communication
in two of its steps. In line 3.3, a local broadcast is required to distribute the vector
xu of size m to the neighbours. Line 3.6 sends |Du| individual messages of size
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Table 1. Comparison of the communication cost for diffLMS, D-LMS and PSDLS

Algorithm Number of messages Total amount of data
sent per node sent per node

diffLMS k1 B(|Du|) k1 B(|Du|)m
D-LMS k2 (B(|Du|) + |Du| ) k2 (B(|Du|) + |Du| )m
PSDLS 2mR 1

2

(
m2 + 7m

)
R

m to distribute the correction term. This results in k2(B(|Du|)+ |Du|) messages
and k2(B(|Du|) + |Du|)m data values sent per node.

Although PSDLS is not an iterative method, we have to consider the number
of rounds R required by each push-sum algorithm. Note that in practice R
may vary slightly for different push-sum calls due to the randomisation. In the
distributed QR decomposition, for the first m − 1 columns of the matrix A
two push-sum calls have to be executed, the first one summing scalars and the
second one summing vectors. In column l of A the length of these vectors is m−l.
For column m only one scalar push-sum call has to be executed. The matrix-
vector product Q�b requires one more push-sum call on vectors of length m.
Consequently, the number of messages sent per node is 2mR. In each push-sum
call, the values and a weight have to be transmitted [5].

Table 1 summarises the analytical results of this section. We conclude that
independently of the number of iterations k1 and k2, D-LMS sends |Du| more
messages and more data per iteration than diffLMS. For comparing the com-
munication cost, information about the number of iterations k1 and k2 required
by diffLMS and D-LMS, respectively, and the number of push-sum rounds R re-
quired by PSDLS is necessary. As our simulation results in Section 5 illustrate,
these quantities differ significantly across the three methods.

5 Experiments

The simulation results presented in this section demonstrate the different con-
vergence speeds in terms of average number of messages sent per node and
therefore provide some qualitative insight into typical values of k1, k2 and R for
the algorithms compared in this paper. Our simulations are based on Matlab
implementations of the algorithms. The implementation of the push-sum algo-
rithm is round-based and synchronised. The neighbours are selected at random
from a uniform distribution. For all methods, A and b are distributed row-wise
over all N nodes. Without loss of generality, we consider the special case n = N ,
i. e., each node holds one row of A and one element of b. Like in [16], the relative
degree weight matrix was used for both diffLMS and D-LMS.

In order to evaluate the accuracy of the approximate solution xu computed
by the algorithms, we evaluated the relative error

max
u=1,..,N

‖xu − x∗‖∞/‖x∗‖∞, (2)

where x∗ is the solution computed sequentially in Matlab.
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Fig. 1. Comparison for N = n = 64, m = 8 on different topologies: hypercube (left) and
random geometric (right). The step-sizes are μATC = μCTA = 0.01 and μD-LMS = 0.2.

diffLMS and D-LMS are both iterative methods, whereas the PSDLS is a di-
rect method with an iterative building block (the push-sum algorithm) in each
step. For a fair comparison of the methods, the instances of the push-sum algo-
rithm in PSDLS were not terminated based on reaching a predefined accuracy,
but based on a predefined maximum number of rounds.

The behaviour of diffLMS and D-LMS strongly depends on the choice of the
step-size parameter μ. Based on our experience, in particular the convergence
speed of diffLMS is very sensitive to the choice of μ, and for bad choices of μ the
methods even diverge. The best choice for μ in terms of convergence speed seems
to vary greatly withm, the topology and the average node degree. Unfortunately,
the literature does not give any guidance on how to choose μ. Thus, we performed
extensive simulations across a wide range of values for μ and chose the values at
which the respective algorithm eventually achieves the highest accuracy.

Figure 1 shows the convergence behaviour of the different algorithms for N =
64 nodes arranged in a hypercube and as a random geometric graph on the unit
square with a communication radius 0.2. The horizontal axis shows the average
number of messages sent per node and the relative error (2) achieved for this
number of messages sent per node is plotted on the vertical axis. The experiments
show that the diffLMS methods do not reach the targeted accuracy of 10−8 and
after 12000 messages only achieve an accuracy of 10−2 on a hypercube. On
a random geometric graph diffLMS diverges at around 3100 messages and does
not even reach 10−1. On a hypercube network, the D-LMS algorithm achieves an
accuracy of 10−8, but requires around 32600 messages to be sent per node. The
PSDLS method converges significantly faster than the other algorithms requiring
only about 1950 messages per node to reach an accuracy of 10−8, which is a factor
of 16 less than D-LMS. The amount of data sent per node is also significantly
lower for PSDLS, sending only 5400 values compared to 261000 values sent by
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D-LMS. Similar behaviour can be observed for the random geometric graph.
PSDLS converges more than 7 times faster than D-LMS and sends only 0.05%
of the data sent by D-LMS.

6 Conclusion

We surveyed existing distributed least squares solvers and classified them based
on their communication pattern. We introduced a novel truly distributed least
squares solver PSDLS based on the push-sum algorithm, which limits the com-
munication to the immediate neighbourhood of each node and does not require
a fusion centre or clustering.

We analysed and compared the communication cost of all existing truly dis-
tributed methods in terms of the number of messages and the amount of data
sent per node. Numerical simulations showed that the number of messages per
node required for a solution accuracy of 10−8 is more than a factor of seven lower
for the novel PSDLS algorithm than for the other truly distributed methods.

Future work will consider fault tolerance in distributed least squares solvers.
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