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Abstract. This paper presents a new I/O technique called Selectively Parallel
I/O Compression (SPIOC) for providing high-speed storage and access to data
in QoS enabled parallel storage systems. SPIOC reduces the time of I/O opera-
tions by applying transparent compression between the computing and the stor-
age systems. SPIOC can predict whether to compress or not at runtime, allowing
parallel or sequential compression techniques, guaranteeing QoS and allowing
partial and full reading by decompressing the minimum part of the file. SPIOC
maximises the measured efficiency of data movement by applying run-time cus-
tomising compression before storing data in the Papio storage system.

Keywords: Parallel File System, Data Intensive Computing, Compression algo-
rithms, Adaptive systems.

1 Introduction

Large scale Data-Intensive Computing plays an important role in many scientific ac-
tivities and commercial applications, whether it involves data mining of commercial
transactions, experimental data analysis and visualization, or intensive simulation such
as climate modelling. The challenge [1] is to develop a new framework to support
Data-Intensive Computing that provides persistent storage for large datasets as well
as balanced computing so the data can be analyzed. Parallel file systems (PFSs) such
as Lustre [2], General Parallel File System (GPFS) [3], and Papio [4] are a type of
distributed file system that distributes file data across multiple servers and provides
for concurrent access by multiple tasks of a parallel application. For transferring com-
pletely a large dataset to or from PFS, the data are striped via several I/O streams. This
type of file system, is commonly used in Data-Intensive Computing for obtaining high-
performance I/O. While PFS, can scale in capacity and access bandwidth to support a
large number of clients and petabytes of data, they cannot mask the imbalance between
I/O throughput and compute power, the expensive storage network, and the limitation
of hard disk drive (HDD) throughput. Therefore, the rate at which data can be delivered
from disk to compute engine is a limiting factor, causing the data transfer channel to
become a serious bottleneck.

Our aim is to reduce this bottleneck by decreasing the overall I/O time needed for
transferring completely datasets between the computer and storage system (and vice
versa). To reach our objective, in this paper we present three new compression strate-
gies: Sequential Compression, Parallel Compression and Selectively Parallel I/O Com-
pression (SPIOC), which are located on the client’s side. Each strategy is an improve-
ment over the previous one, and they apply run-time lossless compression (sequential or
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parallel). SPIOC also decides whether to compress or not, and which technique should
be use (sequential or parallel) depending on the features of the client’s machine.

We have chosen Papio as the storage system, because it was designed for large scale
cluster computing. Papio provides QoS guarantees by employing an advanced reser-
vation approach. While Papio executes each I/O operation with the I/O throughput re-
quested by users, our techniques reduce the number of strips needed for completing the
data transfer. Therefore, the combination of Papio and SPIOC allows us to reduce the
time needed for writing and reading files while satisfying the reservation requests from
users.

The remainder of this paper is: Section 2 introduces related work. Section 3 describes
our system for selecting the compression algorithm. Section 4 explains the compression
strategies. Section 5 presents an extensive evaluation. We conclude with a summary and
a discussion of potential future work.

2 Related Work

2.1 The Papio Parallel File System

Papio is a storage system that supports parallel I/O and the performance reservation
functionality [4]. Papio has a client API library, which allows users to reserve I/O per-
formance with desired throughput (e.g. MB/sec), access type (read or write), and access
time (from start to end). Papio allocates storage resources according to these reserva-
tions. When the requested throughput is higher than that provided by a single Storage
Server (SS), multiple SSs are used, increasing the I/O parallelization. An I/O stream
is the channel which the data flow between the client’s application and one SS. There-
fore, the total number of I/O streams (called stripe count) is set to the number of SSs
assigned to the reservation. Furthermore, Papio’s API allows users to cut up a file into
parts for performing the I/O operations (read PAPIO and write PAPIO). Each part is
called a chunk. In each I/O operation, the chunk is striped over all of the I/O streams.
The minimum unit of transfer via an I/O stream in Papio is called a stripe of stripe size
bytes. So, according to the level of I/O parallelization, more stripes can be transferred
in parallel because more I/O streams are used. The total amount of data (stream width)
written or read each time by the I/O streams is stripe size* stripe count.

Figures 1(a), 1(b) show examples of application programs which write a 130MB
file to Papio by using different chunk sizes. In both examples, the user’s I/O through-
put reservation is 300MB/sec. As the requested I/O throughput is higher than a single
SS (100MB/sec), three SSs are assigned to the execution of the applications. In Fig-
ure 1(a), the entire file is written as one chunk, which requires one write PAPIO opera-
tion, and in Figure 1(b), the file is written in several chunks of 10MB, which requires 13
write PAPIO operations. Finally, each write PAPIO operation stripes the chunk (stripe
size is 1MB in the examples), written in parallel via 3 parallel I/O streams. If the re-

quested I/O throughput was 100MB/sec, only 1 SS would be assigned, and the stripes
would be written sequentially. For both examples, stream width is 3MB, and the num-
ber of stripes is 130.

Similar performance is obtained if users use a single or several chunks. Timing mea-
surements by using those methods with the environment explained in Section 6 are
at1. However, we have to be aware that if chunk size is smaller than stream width, Pa-
pio will wait for the next chunk to fill the streams, causing a performance degradation
called stream delay.

1 Supplementary details:
http://effort.is.ed.ac.uk/Compression/WritingMethods.pdf

http://effort.is.ed.ac.uk/Compression/WritingMethods.pdf


284 R. Filgueira et al.

File
(size 130MB)

write(File, chunk_size) e.g. write(File.txt, 130MB)

a)  Stripe_size e.g. (1MB)

User application program 

Papio Library 

Papio storage server 

Packing

*write_PAPIO(File_offset, chunk_size)  

* Number of write_PAPIO operations = 1

Original File

Stripe

Client 

Server

N_OC= 1

requested I/O 
throughput=300MB/sec

SS SS SS

100MB/sec I/O 100MB/sec I/O 100MB/sec I/O

(a) Writing a file by using a single chunk to Pa-
pio

File
(size 130MB)

write(File, chunk_size) e.g. write(File.txt, 10MB)

b)  Stripe_size e.g. (1MB)

User application program 

Papio Library 

Papio storage server 

Packing

*write_PAPIO(File_offset, chunk_size)  

a) chunk_size. e.g. (10MB)     N_OC= 13

* Number of write_PAPIO operations = 13 

Original File

Stripe

Server

Client 

requested I/O 
throughput=300MB/sec

SS SS SS

100MB/sec I/O 100MB/sec I/O 100MB/sec I/O

(b) Writing a file by using a several chunks to
Papio

Fig. 1. Methods for writting files to Papio

2.2 Applying Compression to File Systems

The following are examples of how compression can be applied to files before storing
them in the file system, with parallel or sequential strategies, and using different lossless
compression algorithms.

APCFS [5] is a file system which supports fast autonomous compression at high
compression rates by applying multiple compression techniques. It is designed as a vir-
tual layer inserted over an existing file system, compressing and decompressing data
by intercepting kernel calls. FuseCompress [6] provides a mountable Linux filesystem
which transparently compresses its content. FuseCompress supports several compres-
sion algorithms. However, when users want to read partial data by specifying an offset,
FuseCompress will decompress data from the beginning of the file to the specified off-
set.

ZBD [7] is a chunk-layer driver that transparently compresses and decompresses
data as they flow between the file-system and storage devices. ZBD maintains high
performance by leveraging modern multicore CPUs through explicit work scheduling.
In [8], two real-time methods are presented to identify the data that will yield significant
space savings when compressed. The first method estimates the compressibility of the
data. The second method examines data being written to the storage system in an online
manner and determines its compressibility.

All those approaches perform transparent compression to files before storing them,
and some of them have adaptive methods for deciding wether to compress or not. Our
work covers those two aspects, in addition it reduces the I/O time needed for transferring
the data guaranteeing the I/O throughput requested by users. We also apply adaptive
parallel techniques to reduce as much as possible the compression time. Furthermore,
our techniques allow us to perform partial reads decompressing the minimum part of
the file. Finally, the file system where we apply our compression techniques is a parallel
storage system, while others apply their techniques to serial file systems.

3 Selecting the Compression Algorithm

Depending on the datatype and redundancy levels, some algorithms can achieve a higher
compression ratio than others, or may need more time to perform the compression and
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decompression operations. So, an adaptive method that selects the most suitable com-
pression algorithm depending on a users priorities (speed vs compression ratio) and
data features is desirable.

In [9], we implemented a strategy called Runtime Adaptive Strategy (RAS) for ap-
plying compression to the communications among MPI processes, and it has been pro-
ductively by [10]. The decisions taken by RAS relies on two modules: The Network
Behaviour module, which estimates the speedup achieved by sending a message with
and without compression, and the Compression Behaviour Module which has a library
called Compression Library with several compression algorithms and it produces a
heuristics file, which stores the compression algorithm to use depending on the mes-
sage datatype and its redundancy level.

The Compression Behaviour Module allows us to select a compression algorithm
based on two criteria: high compression ratio; high compression and decompression
speed. Our goal is to improve the I/O performance by reducing as much as possible
the transfer time. Overhead introduced by the compression should be as small as pos-
sible. Therefore, we have tuned the Compression Behaviour Module to give us the best
algorithm for each datatype (primitive or derived) based in the second criterion.

The compression strategies presented in this paper are completely different from our
previous work. However, we have decided to use the Compression Behaviour Module
to select the compression algorithm for each file datatype. As well as modifying this
module to work with files instead of MPI messages, in this work we have added two
new lossless data compression algorithms to our Compression Library: LZ4 [11] and
Snappy [12]. So, the new version of the Compression Behaviour module has access to
the following algorithms: RLE, Huffman, LZO, Snappy and LZ4.

In the current work we have performed an exhaustive empirical study with synthetic
and real files to improve the heuristics file, by using the environment described in Ta-
ble 2. We have developed a synthetic file generator to test integers, floats and double
numbers and character string datatypes. The files generated have sized 100KB, 500KB,
900KB, 1MB, 2MB. We have added redundancy to the data as described in [13]: 0%,
25%, 50%, 75% and 100%. On the other hand, real files from different sources, and
with different sizes and datatypes have been selected :

– The UCI Machine Learning repository2: 3D spatial network (float), pop failure
(float), regression tom (integer and float), regression twitter (integer and float), and
ad (integer and float)

– The Canterbury corpus3: E.coli (text), Bible.txt (text), World192.txt (text),
plrabn12.txt (text), pi.txt (text) and kennedy.xls (excell)

– The Text Compression Benchmark4: enwiki8 (text), enwiki9 (text)
– The BISP3D application [14]: Mesh3 (integer), Mesh4 (integer).

The studies show that the shortest compression and decompression times are achieved
by LZ4, Snappy, LZO, RLE, Huffman in ascending order as shown in Table 1.The re-
sults for the synthetic files can be founded at5. Notice that the highest compression
ratios are not always achieved by the faster algorithms. But as the aim this work is to
provide high-speed storage and access to Papio, fast algorithms are preferred over high-
compression algorithms. LZ4 is the fastest algorithm, independent of the datatype, size,

2 http://archive.ics.uci.edu/ml/
3 http://corpus.canterbury.ac.nz/
4 http://mattmahoney.net/dc/text.html
5 Supplementary information:
http://effort.is.ed.ac.uk/Compression/SyntheticResults.htm

http://archive.ics.uci.edu/ml/
http://corpus.canterbury.ac.nz/
http://mattmahoney.net/dc/text.html
http://effort.is.ed.ac.uk/Compression/SyntheticResults.htm
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Table 1. Compression ratio, and compression and decompression times for real files

Compression ratio Time compr. + decompr(sec)
File Size(MB) RLE HUFF LZO Snappy LZ4 RLE HUFF LZO Snappy LZ4

3D spatial 20 1.00 2.14 1.67 1.61 1.65 10.4 54.00 8.45 6.33 5.36
pop failure 0.25 1.17 2.3 1.63 1.65 1.52 12.89 74.69 15.07 11.74 10.00

regression tom 15 1.24 3.51 4.95 4.79 4.70 10.61 35.33 3.70 2.80 2.46
regression twitter 217 1.20 2.99 4.08 4.27 3.81 7.06 36.04 4.18 3.24 3.26

ad 9.8 1 5.2 33.05 16.6 38.65 9.6 24.04 0.98 0.83 0.60
E.coli 4.5 1.01 4 2.03 2.14 1.60 14.72 46.01 9.91 5.97 4.69

Bible.txt 3.9 1.00 1.82 2.02 2.03 1.93 20.01 92.49 7.92 5.33 4.82
World192.txt 2.4 1.02 1.58 1.98 1.99 2.00 10.81 123.02 7.76 5.34 5.05
plrabn12.txt 0.47 1.00 1.74 1.55 1.51 1.49 10.09 125.13 16.43 12.05 10.79

pi.txt 0.97 1.00 2.35 1.22 1.20 1.26 11.53 85.07 14.00 14.02 11.89
kennedy.xls 1 1.00 2.22 2.84 2.42 2.74 11.02 62.21 6.29 5.51 4.88

enwki8 35 1.00 1.56 1.79 1.76 1.97 6.44 75.07 8.25 6.33 6.10
enwiki9 954 1.00 1.54 1.99 1.97 1.75 6.08 76.25 7.55 5.61 5.16
Mesh3 14 1.00 2.40 7.81 7.61 6.50 8.18 49.01 4.98 3.74 3.29
Mesh4 26 1.00 2.26 2.48 2.55 2.05 8.18 42.81 5.42 5.64 3.59

or redundancy level, so we have updated the heuristics file used by the Compression
Behaviour Module by selecting this algorithm for all datatypes and redundancy levels.
However, in future works this selection can be different if the selection criteria change,
or if a new algorithm is introduced which satisfies our requirements, for some or all
datatypes and redundancy levels.

4 Adding Compression to Papio

4.1 Sequential Compression Strategy

The first of three strategies proposed in this work is Sequential Compression, which
aims to reduce the total time needed for writing a file into Papio Storage Server, guar-
anteeing the I/O speed specified by the user. To reach this aim, this strategy divides the
file into several chunks and compresses them before writing to the storage system be-
cause if a user selects a part of file to read, only the chunks which belong to the selection
will be decompressed. Otherwise, the whole file must be decompressed.

This strategy applies an algorithm which returns the compression parameters: the
number of chunks to be compressed (N CC), the size of the chunks to compress (com-
pression chunk size), the compression ratio (compression ratio), and the compression
algorithm to use (algo) according to the heuristics file.

Firstly, the algorithm checks the compression heuristic file to determine the compres-
sion algorithm to use. Then, a compressibility study is performed to get the compression
ratio. Today there is not established method for estimating compression ratio rather than
just compressing. In [15], we find an analytically proof which affirms that accurately
estimate the compression cannot be performed unless reading practically all the data.
But this, will take too long. So, this algorithm selects three slices located randomly
from the middle until the end of the file and it studies their compressibility. The size of
each slice is 5% of the chunk size. Later, the algorithm calculates the compression ratio
getting an average of the compressed size of those slices. Finally, in order to avoid writ-
ing to Papio in very small chunks6, the algorithm ensures that each compressed chunk
is approximately the same size as the chunk size specified by the user. So, knowing

6 We want to prevent that the compressed chunks are not smaller than stream width to avoid the
stream delay problem.
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Fig. 2. Adding compression to Papio write operation

the compression ratio, this algorithm computes the new chunk size to compress (com-
pression chunk size = �chunk size× compression ratio�) and the number of chunks to
compress (N CC= � f ile size/compression chunk size�). Pseudo code of the algorithm
at7. The outcome of this algorithm, is that the number of stripes is reduced.

Figure 2(a) illustrates the Sequential Compression Strategy. The number of chunks
(N OC) has been reduced from 13 uncompressed chunks to 8 compressed chunks. Note
that the chunk size is 10MB in 1(b) and the compression chunk size is 18MB in 2(a).
However, the compressed chunks size is chunk size. In the example, the number of
stripes has been reduced from 130 to 80. However, we need extra memory for allocat-
ing the compressed chunks. The write API of Papio has been modified to implement this
algorithm and to write the compressed chunks calling the compression API of the Com-
pression Library. So, the compression is completely transparent to the user. Finally, this
strategy stores in Papio a mapping file with information needed for decompressing the
file. To achieve an improvement in the I/O write operations with this strategy equation
(1) must hold:

Time write∗N OC
(Time write∗N CC)+(Time comp∗N CC)

> 1 (1)

Where Time write is the time needed for writing a chunk of data in Papio, and
Time comp is the time for compressing a chunk of data.

4.2 Parallel Compression Strategy

This strategy divides the file in chunks to compress in the same way as the previous
one. The main difference, is that Parallel Compression Strategy reduces as much as
possible the compression time, compressing several chunks in parallel. To benefit from
multithreaded compression we should use <= nc threads, where nc is the number of
cores available to the application [16]. Any number of threads higher than the number
of cores could cause performance degradation. There are studies that show, that when a

7 Supplementary details:
http://effort.is.ed.ac.uk/Compression/SequentialCompression.pdf

http://effort.is.ed.ac.uk/Compression/SequentialCompression.pdf
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machine has a large number of cores (>= 24 nc), it is not always true that the number
of threads created should be equal to the number of cores [17], [18]. However, in this
work we have set the nc as the number of cores, because the evaluations have been per-
formed in a machine with few cores (see Table 2). In future work, a more sophisticated
algorithm could be used to obtain the suitable number of threads at run time depending
on the characteristics of the machine.

To get the compression parameters, this strategy uses the outputs given by the algo-
rithm described in Section 4.1. However, this strategy also applies another algorithm
to perform the compression and write operations. Before explaining the algorithm, we
would like to highlight that Papio’s write operation requires that the file’s chunks must
be written in order. Therefore, although the compression can be performed in paral-
lel by several threads, only the master thread can write compressed chunks following
a sequential order. Note that the parallel compression and parallel streams (striping)
in Papio are independent. Therefore, parallel compression would be useful even when
only one SS is used, because the compression speed of each chunk with this strategy is
lower than the SS speed.

The algorithm starts by allocating the memory needed for compressing the chunks.
Next, the algorithm creates as many threads as cores has been detected in the machine.
In case that the number of chunks to be compressed (N CC) is smaller than the num-
ber of cores, the algorithm creates N CC threads. Later, to each thread a chunk (which
size compression chunk size) is assigned to compress. Compressions are performed in
parallel, and each thread writes the compressed data in its allocated buffer. For com-
pressing, each thread calls the compression API of the Compression Library.

In the mean time the master thread waits until the first thread has finished the com-
pression of its chunk, and then writes the compressed chunk to Papio. The information
of the compressed chunk is added to the mapping file. Blocks are compressed in groups
of the number of threads. So, as soon as the first compressed chunk of each group is
written to Papio, a new group of chunks are assigned to threads to be compressed. In
that way, the master thread only waits for the fist compressed chunk, and ideally, the
remaining chunks are going to be compressed by the time the master writes the com-
pressed ones. For pseudo code of the algorithm see at8.

The Figure 2(b) shows an example by applying Parallel Compression Strategy. The
number of chunks to compress is 8 (N CC), as in the previous example. However, the
first 5 chunks are compressed in parallel. In this example, we not only have reduced
the number of stripes from 130 to 80, but also the compression time. To achieve an
improvement in the I/O write operations with this strategy equation (2) has to be hold:

Time write∗N OC
(Time write∗N CC)+(Time comp)+(Time total wait)

> 1 (2a)

Time total wait = Time wait ∗ (N CC/Num T hreads) (2b)

Note that the Time wait could be most of the time zero or near zero. This happens when
the time spent by the threads to compress in parallel a group of chunks (Time comp)
is less than the time spent by the master to write those compressed chunks (Time write∗
Num Threads). Otherwise, Time wait would be the difference between these two times.

4.3 Selectively Parallel IO Compression Strategy

While storage system compression can save disk space, compressing data can adversely
affect, increasing sometimes the I/O time when the compression is applied. So, if writ-
ing a compressed file decreases the write performance, it probably will also decrease

8 Supplementary information:
http://effort.is.ed.ac.uk/Compression/ParallelCompression.pdf

http://effort.is.ed.ac.uk/Compression/ParallelCompression.pdf
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read performance. Therefore, we have designed Selectively Parallel I/O Compression
Strategy (SPIOC) whose decision algorithm only turns compression on when the esti-
mated time of compressing and writing the file is lower than writing the file without
compression. Also, in case the machine is single core, the file will be compressed and
written sequentially. Otherwise, multiple threads can be created for compressing and
writing the file in parallel.

SPIOC decision algorithm uses the algorithm explained in Section 4.1 for obtaining
the compression parameters. Firstly, the algorithm checks the compression ratio. If the
compression ratio is not higher than a predefined threshold (threshold 1, set up as 1.20),
the compression will be turned off, and the file will be written without compression.
Otherwise, the next step is to estimate the time for writing the file with and without
compression, applying the equation (1) in case of single core, an the equation (2) in
case of multi core. Because Papio guarantees the I/O throughput specified by the user,
we already know the time needed for writing a chunk in Papio (time write). On the
other hand we have modified the algorithm explained in Section 4.1 to measure the
time for compressing the slices of file used for checking the compression ratio and to
estimate which is the time needed to compress a chunk of data (Time comp). Only when
the estimated reduction by the decision algorithm is higher than a predefined threshold
(threshold 2, set up as 1.20), the compression is activated, and Sequential Compresion
or Parallel Compression strategy is applied depending on the machine’s features (single
or multi core). Otherwise, the file is written without compression

The values of the thresholds have been set after preliminary studies using the en-
vironment explained in Section 6. Those values could be different depending on the
characteristics of the machine where the applications are executed. Ideally, they should
be adjusted at run time by the decision algorithm. However, this feature is beyond the
scope of this work. As the previous algorithms, this one also has been implemented
by modifying the write API of Papio. Because SPIOC is an improvement over the two
previous strategies, it has been chosen as the strategy to use in Papio. Furthermore,
with this strategy the compression is not always applied, so the information stored in
the mapping file has been modified by adding a new line, to indicate wether the file is
stored compressed.

5 Adding Decompression to Papio

In order to make readings of compressed and non-compressed files stored in Papio
transparent by applying SPIOC, a decompression algorithm has been designed and im-
plemented for the read operations, as shown9. This algorithm performs full and partial
read operations by decompressing the minimum part of the file. This means that if a
user wants to read some portion of a file, the algorithm calculates which compressed
chunks it has to read and decompresses only those ones. Unlike write operations, Papio
allows read operations to be performed without following a specific order. Therefore,
in this case, multiple threads can read and decompress the chunks in parallel.

The algorithm starts by reading the mapping file associated with the file that is going
to be read from Papio. The mapping file states whether the file has been compressed
or not, and information about each compressed chunk written to Papio. Only the com-
pressed chunks that need to be read from Papio are obtained by mapping the parameters
provided by the user.

9 Supplementary information:
http://effort.is.ed.ac.uk/Compression/ReadCompression.pdf

http://effort.is.ed.ac.uk/Compression/ReadCompression.pdf
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Table 2. Machine specifications

Nodes Description
32 Compute nodes Intel Xeon E5540 (2.53GHz, 4 cores) CPU x 2, 48GB memory, Broadcom NetXtreme-II (10 GbE)
8 Storage servers Intel Xeon E3-1230 (3.2GHz, 4 cores) CPU, 8GB memory, Intel X520-DA2 (10 GbE)

1 Management server AMD Opteron 6128 CPU (2GHz, 8 cores), 8GB memory, Intel X520-DA2 (10 GbE)

In case of compression, the next step is to read the selected compressed chunks from
Papio and decompress them in parallel by several threads. For decompressing, each
thread calls our decompression API of the Compression Library. The master thread
waits until all threads finish their operations, and if it is needed, more threads are created
in the following iterations. However, if the file is stored without compression, the file is
read as in the original version of Papio.

6 Evaluation

We have evaluated our three compression strategies by using a High-Performance Clus-
ter described in Table 2. Several files have been used to evaluate our proposal. However,
we only show results for the seven largest files (Table 3) with the most different char-
acteristics, to demonstrate how our strategies adapt to different scenarios. The file sizes
displayed in the Table 3 correspond to originals (uncompressed). Using any of our com-
pression strategies these are reduced to size∗compression ratio

100 .
Figure 3(a) shows a comparative in terms of speed up between Sequential Compres-

sion and Parallel Compression strategies. As previously described, in Papio a higher
level of I/O parallelization is used whenever a higher I/O throughput is requested, be-
cause more stripes are written at the same time. By presenting the speedup values de-
pending on I/O throughput, we show how our techniques perform at different levels
of I/O paralelization. We have used the first five files described in table 3, and three
different I/O throughputs: 100MB/sec, 200MB/sec and 300MB/sec. The Parallel Com-
pression Strategy set up the threading level to 8 automatically. We define speed up as

Table 3. Details of files used for our evaluation

File Size Category Type Comp. Ratio
lgd element.rdf [19] 17GB geographic text 11.96

all geonames.rdf [20] 6.3GB geographic text 12.76
enwik9.txt [21] 950MB linguistics text 1.75

strain cat.txt [22] 433MB earth science float 1.3
biggan learn.bvecs [23] 13GB computer vision multidata 1.05
tiny metadata.bin [24] 38GB computer vision binary 8.13

dna 15.cel [25] 1.9GB biology numeric 1.52

Table 4. Estimated and real speed up values for sequential and parallel compression

100 MB I/O 200 MB I/O 300 MB I/O
File/Strategy Speed Up Speed Up Speed Up

strain cat estimated real estimated real estimated real
Sequential 0.78 0.84 0.49 0.43 0.33 0.38

Parallel 1.28 1.34 1.21 1.24 1.20 1.21
all geonames estimated real estimated real estimated real

Sequential 8.14 8.72 4.36 4.5 3.04 2.9
Parallel 12.58 13.45 12.25 12.35 11.97 11.68
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(a) Comparative between Sequential
Compression and Parallel Compression
strategies

(b) Speed up by applying SPIOC in the
write operations.

(c) Speed up by applying decompression in the
read operations

Fig. 3. Evaluations results

Original time IO operation
Strategy time IO operation . As the results show, in most cases both strategies reduce the
time needed for writing the different files by using different I/O throughput. The speed
ups obtained by Parallel Compression Strategy are higher than Sequential Compres-
sion Strategy, because the compression overhead has been almost hidden. However, we
can observe that there are some cases where using those strategies write performance
is decreased. For example, writing the file biggan learn.bvecs with any of those strate-
gies. Because the compression ratio of that file is very low, the overhead introduced
by applying compression is higher than the benefit from writing compressed chunks to
Papio.

Table 4 shows how SPIOC detects when the compression is going to improve the
I/O performance, and when not, estimating the speed up in each case. We have used
strain cat.txt and all geonames.rdf files, with different I/O throughput, and we have
applied sequential (by using 1 thread) and parallel (by using 8 threads) compression
techniques and measured the real speed up for each case. The estimated speed up by
SPIOC has been recorded. The results demonstrate that the estimated values by SPIOC
are very close to the real ones, with an error between 3%- 7%.

The performance of SPIOC has been evaluated, see Figures 3(b) and 3(c), with all
the files described in the table 3. SPIOC set up automatically the threading level to 8.
Experiments demonstrate how SPIOC reduces I/O time for reading/writing Papio in
most cases, and only in few cases, the I/O performance has not been improved, but it
has not been degraded. Note that for biggan learn.bvecs file the compression has been
deactivated. The reason is that SPIOC has detected that the compression ratio of this file
is smaller than the threshold 1. If we used a single core machine for evaluating SPIOC,
it would also deactivate the compression for strain cat.txt file because the estimated
speed ups for sequential compression (shown in table 4) are smaller than threshold 2
for any of the I/O throughputs.
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The difference between the speed ups shown in Figures 3(b) and 3(c) depends on how
much each file can be compressed. Also, we can appreciate in the results that with higher
I/O throughput, the speed up gained by SPIOC is lower. This is because with higher
I/O throughput, less time is required for I/O operations, and the impact of applying
compression is lower but still significant. Finally, we can observe that the speed up for
write operations is higher than for read operations. This is because the LZ4 compression
algorithm is 20% faster than the decompression algorithm. So, the threshold 2 has been
set up to 1.20, to be sure that the reads operations can also benefit from SPIOC.

7 Conclusions and Future Work

We have presented three different transparent compression strategies in order to im-
prove the I/O performance in QoS enabled parallel storage systems. With the Sequen-
tial Compression strategy, we have analysed how the I/O operations could be improved
by applying compression. With the Parallel Compression strategy we have studied how
to reduce the compression time by applying multithreading techniques. Since in some
cases compression may introduce overhead in the I/O operations, we have designed the
Selectively Parallel I/O Compression strategy. This strategy allows us to predict the I/O
time reduction achieved by compression. As the evaluations show, SPIOC is able to im-
prove the I/O operations, adapting the compression techniques at run time, and turning
it on, only when is beneficial.

In future work, we would like to improve SPIOC by detecting the optimal value for
the thresholds and threading level at run time depending on the characteristics of the
computer nodes and files. And to provide users the option to choose the compression
algorithm criteria that suit their requirements. Other improvements could apply different
compression algorithms to the file’s chunks depending on their datatypes, and apply our
strategies to collective I/O operations provided by the Papio. Finally, SPIOC could be
applied to other file systems which have similar QoS features to Papio’s. For other
systems where available throughput is not aware, Sequential Compression and Parallel
Compression strategies are still applicable.
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