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Abstract. Popular split testing approaches to interface optimization
mostly do not give insight into users’ behavior. Thus, a new concept is
required that leverages usability as a target metric for split tests. WaPPU
is a tool for realizing this concept. It learns models using a minimal ques-
tionnaire and can then predict usability quantitatively based on users’
interactions. The tool has been used for evaluating a real-world interface.
Results underpin the effectiveness and feasibility of our approach.

Keywords: Usability, Metrics, Interaction Tracking.

1 Introduction

Usability is an utterly important factor for successful interfaces. Yet, in today’s e-
commerce industry, effective methods for determining usability are applied only
at very slow iteration cycles (i.e., mainly before a website or redesign goes live).
This is because such established usability evaluation methods are costly and time-
consuming from a company’s point of view. User testing and expert inspections
are two of the most prominent examples (cf. [3,6]). Contrary, interfaces are mostly
optimized based on conversions and more efficient split tests (cf. Visual Website
Optimizer1) during operation.A conversion is a predefined action completedby the
user, e.g., a submitted registration form. In a common split test, the interface ver-
sion which generated the most conversions is considered best. However, this gives
no insights into the user’s actual behavior.2. In fact, suboptimal interfaces can lead
to accidentally triggered conversions, which is contrary to usability.

Based on the above, Speicher et al. [7] have pointed out the need for usability
as a target metric in split tests. This would enable a trade-off between traditional
methods and split testing. That is, a usability-based approach to split tests
would provide insights into user behavior while leveraging the efficiency and
affordability of split testing. As a solution, Speicher et al. [7] propose a novel
concept called Usability-based Split Testing that must meet three requirements:
(R1) It is more effective in measuring usability than conversions; (R2) Efforts for
users and developers are kept to a minimum; and (R3) It delivers precise/easy-to-
understand usability metrics that enable quantitative comparison of interfaces.

1 http://visualwebsiteoptimizer.com/ (2014-03-07).
2 http://www.nngroup.com/articles/putting-ab-testing-in-its-place/
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In this demo paper, we presentWaPPU (“Was that Page P leasant to U se?”),
a tool that has been developed for realizing the above concept. Our tool enables
developers to perform usability-based A/B tests and carry out metric-based com-
parisons of web interfaces. For this, WaPPU tracks user interactions I and, based
on existing machine learning classifiers, trains models Mi for predicting aspects
of usability Ui from these: Mi(I) = Ui. The tool offers a dedicated service for
creating and monitoring A/B testing projects in real-time with minimal effort.

2 Related Work

WaPPU is related to a variety of existing research and tools concerned with
usability evaluation. The following gives a representative overview.

AttrakDiff 3 is an existing A/B testing tool for optimizing e-commerce prod-
ucts. It measures two dimensions of user experience based on a specific instru-
ment. Despite superficial similarities, the tool is conceptually different from
WaPPU. Particularly, it does not leverage user interactions for predicting us-
ability metrics based on models.

W3Touch [5] and m-pathy4 are two tools that leverage user interactions for
evaluating web interfaces. The first engages interactions to automatically adapt
interfaces for touch devices. The latter collects interactions for manual interpre-
tation by an evaluator. In analogy, tools like WUP [1] allow to track interactions
on a website and compare them to predefined, optimal logs. Yet, all of these do
not focus on usability as a quantitative target metric.

Nebeling et al. [4] derive quantitative metrics from static layout properties of
a web interface, such as the amount of too small text. The specific aim of their
approach is to support the adaptation of interfaces for large-screen contexts.
Although they take a step into the direction of usability metrics, they do not
leverage dynamic interactions. Contrary to WaPPU, their concept is based on
well-grounded a priori assumptions rather than learning indicators of good/bad
usability from actual user behavior.

3 WaPPU

Our tool is realized as a service with a central repository, which enables devel-
opers to create and monitor A/B testing projects. First, an A/B testing project
is given a name and password for access to real-time analyses and visualizations.
Subsequently, the developer chooses which interaction features shall be tracked
for which components (defined by jQuery selectors) of their interface.

Listing 1.1. Exemplary WaPPU configuration.
1 WaPPU.start ({
2 projectId: 42, interfaceVersion: ’A’, provideQuestionnaire: true },{
3 ’#nav’: [’hovers ’, ’hoverTime’],
4 ’#content ’: [’cursorSpeed’, ’cursorTrail’] });

3 http://attrakdiff.de/ (2014-03-07).
4 http://www.m-pathy.com/cms/ (2014-03-07).

http://attrakdiff.de/
http://www.m-pathy.com/cms/


WaPPU: Usability-Based A/B Testing 547

Fig. 1. The WaPPU dashboard

It is possible to choose from a range of 27 predefined interaction features includ-
ing clicks, length of the cursor trail, amount of scrolling etc. The developer is then
provided with two automatically generated JavaScript snippets to be added to
the two interfaces-under-test of the A/B testing project (Listing 1.1). The above
snippet defines an interface-under-test associated with the split testing project
with project ID 42 and specifies that a usability questionnaire is shown to users
of the interface. The amount of hovers and hover time are tracked for the com-
ponent #nav. Moreover, the length of the cursor trail as well as the cursor speed
are tracked for the component #content.

By default, the first interface is configured to show a dedicated usability ques-
tionnaire (R1) with seven items based on [8] (Fig. 1) while the second interface
does not. From users’ answers to this questionnaire and client-side interactions,
WaPPU incrementally learns models (e.g., Näıve Bayes5) on a per-item and per-
context6 basis for the A/B testing project. These are stored in the central repos-
itory. The models are then used to predict the usability of the second interface
based on user interactions only (R1). In this way, the amount of questionnaires
shown to users is kept to a minimum (R2). Yet, WaPPU can also be configured
to show the questionnaire on both (for remote asynchronous user testing) or
none of the interfaces-under-test (for use with existing models/heuristics). As
soon as the configuration snippets have been integrated into the interfaces (R2),
analyses are available via the WaPPU dashboard (Fig. 1). On the dashboard,
developers are presented with users’ evaluations of seven usability items for the
two interfaces. Depending on whether an interface shows a questionnaire, these
evaluations are either based on users’ answers or on predictions by the learned
models for each item. The items’ value range lies between −1 and +1. The dash-
board provides the average rating across all users of the interface along with
standard deviations. From the seven individual ratings, WaPPU computes an

5 http://weka.sourceforge.net/doc.dev/weka/classifiers/bayes/

NaiveBayesUpdateable.html (2014-03-16).
6 Context is determined based on screen size and whether an ad blocker is activated.
These factors influence the appearance of an interface and thus also users’ interactions.

http://weka.sourceforge.net/doc.dev/weka/classifiers/bayes/NaiveBayesUpdateable.html
http://weka.sourceforge.net/doc.dev/weka/classifiers/bayes/NaiveBayesUpdateable.html
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overall usability rating between 0% and 100% (R3). Moreover, the tool auto-
matically performs a Mann–Whitney U test to determine whether there is a
statistically significant difference between the interfaces w.r.t. overall usability.
The result of this test is indicated by a traffic light (R3).

4 Example Study

WaPPU was used to evaluate two versions of a real-world search engine results
page in a user study with 81 participants [7]. The old version of the interface
had been redesigned by three usability experts. Our tool was able to detect the
predicted difference in usability with statistical significance for the largest and
most representative user group (screen=HD, new user). We were able to train
reasonably good models with F-measures between 0.518 (item distraction) and
0.296 (item readability). Finally, heuristics for search engine results pages were
derived based on these models. These state that, e.g., less confusion is indicated
by a lower scrolling distance from top (Pearson’s r=-0.44); and better readability
is indicated by a lower length of text selections (r=-0.39).

5 Conclusion

Wehave presentedWaPPU, a tool for realizing the novel concept ofUsability-based
Split Testing [7]. Our tool enables developers to set-up A/B testing projects with
minimal effort and instantly provides them with quantitative usability metrics.
These metrics can be derived from user interactions based on previously learned
models.Auser studywitha real-world interfaceunderpins the feasibility ofWaPPU.
Potential future work includes integration with existing approaches such as Web-
Composition [2] for automatic optimization of widget-based interfaces.
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