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Abstract. The scalability of modern Web applications has become a key aspect 
for any business in order to support thousands of concurrent users while reduc-
ing its computational costs. If a Web application does not scale, a few hundred 
users can take the application down and as a consequence cause business prob-
lems in their companies. In addition, being able to scale a Web application is 
not an easy task, as it involves many technical aspects such as architecture de-
sign, performance, monitoring and availability that are completely ignored by 
current Model Driven Web Engineering approaches. In this paper we present a 
model-based approach that uses runtime transformations for overcoming scala-
bility problems in the applications derived from them. We present our approach 
by “scaling up” a WebML application under a stress scenario, proving that it 
provides a “framework” for overcoming scalability issues. 

1 Introduction 

Scalability is the ability of a system to handle a growing amount of work in a capable 
manner or its ability to be enlarged to accommodate that growth [3]. Scalability prob-
lems in the applications derived using Model Driven Web Engineering (MDWE) tools 
may not appear as soon as they are deployed, but rather after they has been “living” in 
production for some time.  

In the Web engineering research area, MDWE approaches [11] have become an at-
tractive solution for building Web applications by raising the level of abstraction and 
simplifying Web application development. Regardless of the approach used, the main 
focus is always the same: to create a Web application that satisfies functional require-
ments. As a consequence, little attention has been put to non-functional requirements 
such as scalability issues as they have been considered technological-dependent as-
pects [12]. Additionally, the Web applications derived from MDWE approaches pose a 
rigid/static architecture that cannot be easily changed hindering scalability fixes. To 
make things worse, diagnosing and fixing these problems becomes cumbersome and 
impossible to be done in the models thus forcing teams to deal with the generated code. 

To overcome these problems, a recent study [7] has captured the top 20 problems 
that Web applications face to achieve scalability and it also shows that “unforeseen 
scalability issues during development, can easily appear in a production environ-
ment”. This list includes obstacles that affect both code and model based development 
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2 Related Work 

Developing and maintaining Web applications require not only an initial construction 
process but also a continuous monitoring/fixing cycles that must interleave with new 
requirements implementation. Scalability is generally an implicit desired feature by 
product owners but it is the least aspect that is paid attention on during development. 

In this matter, the authors in [12] clearly states “Many MDWE approaches have 
been created in the last 20 years with special focus in modeling the functional aspects 
of Web applications. Non-functional (e.g., scalability) properties of Web applications 
have traditionally been a minor concern in the Web engineering community and have 
been seen as technology or system-related issues”. Additionally, the author presents a 
theoretical proposal to deal with non-functional requirements during a model based 
development; however scalability is not treated as a specific concern and no imple-
mentation is presented. 

Not restricting to Web Engineering, the aspects of dealing with scalability in Mod-
el-Driven Engineering (MDE) are the central topic of a recent study [8]. However, the 
term scalability in this area is treated not as the scalability of the derived application 
but to actually scale the tools and models to be able to handle relatively big applica-
tions. In this aspect, being able to scale the development of model based applications 
involves handling huge graph representing the models which compromise the perfor-
mance of the transformations applied to obtain the applications.  

In [5] the authors present an approach for transforming models into code while the 
application is running. To accomplish such task, the authors provide a runtime model 
with an API to push the code changes to the running environment. Though the ap-
proach makes sense from a conceptual point of view, many technological issues such 
as concurrency and well known issues in the derived language (e.g. memory issues in 
a Java program such as hot code replacement) are not taken into account. As a conse-
quence, we argue that the approach, in its current state, lacks practical application. 

Finally, holding models at runtime to perform runtime changes has been presented 
in [1]. However, the approach focuses in the representation of the actual requirements 
while the application is running rather than on the live models. The approach was 
initially applied for autonomous systems where domain experts are not able to access 
the system easily and thus has to run autonomously. The applications built with mod-
els @ runtime are from a different domain and seems to have less sophisticated busi-
ness requirements than a Web application; as a consequence those automatic changes 
can be applied. In the Web engineering area, we think that those changes should be 
applied by SREs in a semi automatic way. 

3 LiquidML 

In this section we present our approach for fixing scalability issues at runtime. 
Though our approach can be applied to any MDWE method, we will illustrate it using 
WebML [4], as it is the most mature MDWE regarding to tool support. 

3.1 LiquidML in a Nutshell 

A LiquidML model is a composition of so-called Flows. A Flow describes a sequence 
of steps that need to happen within a Web request (called a Message in our approach). 
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the right option when aiming at scalable applications but scalability involves more 
than an application running fast.  

As our behavioral models (Flows) are rather simple, the interpreter algorithm is 
quite simple too. We present a simplified version of the algorithm using a Java-based 
pseudocode in the next lines: the interpreter works when messages are received (event 
based style [6]) on Message sources (e.g. an HTTP message source) (line 1). It finds 
the next element (currentElement) that will handle the message (line 2 and 5) and 
evaluates it using the message content (line 4). An evaluation returns a Message  
instance that could be the same as the previous one or a new one depending on the 
Element intent (data transformation, routing, etc.) and it is passed to the next Element 
until we run out of Elements (line 3). 
 

1. OnMessageReceived(MessageSource msgSource, Message message): { 

2. Element currentElement = interpreter.getNextInChain(msgSource); 

3. while (currentElement != null) { 

4.  interpreter.evaluate(currentElement, message); 

5.  currentElement = interpreter.getNextInChain(currentElement); 

6. } 

7. } 
 

Interpretation happens while engineers are building the application and when the ap-
plication is run in every other deployment environment (QA, Staging, Production). Once 
the models satisfy the requirements, the deployment process to a specific environment 
occurs. The deployment is an automatic process where a copy of the models is moved to 
the servers where they can start receiving messages. As aforementioned, unforeseen 
problems may appear in a production environment; thus in the following subsection, we 
present two tools to help diagnosing problems while our models are running. 

3.4 Diagnosing Production Problems 

The LiquidML model is what the engineering team tweaks and what is being run in 
production by means of the LiquidML interpreter. Such interpreter resides inside the 
LiquidML server, which is our execution platform that provides the ability of tweak-
ing the models at runtime to improve the overall scalability of the application.  

In our approach, each Element inside a Flow can suffer of production problems and 
as a consequence it may need to be adjusted. In these cases our approach allows us to 
monitor specific Elements but only when the engineer requests so. Monitoring adds a 
small performance footprint on each request that must be handled with caution. To 
diagnose problems we provide two well-known features such as profiling and log-
ging. However, instead of generating low-level artifacts such as Java code, we work 
at a high level allowing to reference elements and messages.  

As shown in [7], logging is a practical tool for this purpose as we can log informa-
tion about the incoming messages. In our approach, we also allow condition logging 
(log information if it only satisfies some conditions). This is extremely important as it 
helps to reduce the performance degradation [10] of the elements when thousands of 
messages are processed per second and because it filters messages that we know are 
not causing the problem. Considering the Product detail example, we can dynamically 
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4 Implementation 

We have developed some tools to support the construction of models using a Web 
based application that allows modeling each of the concepts we have mentioned. All 
the figures presented in this paper have been obtained from the Web tool we have 
built. Such tool allows handling multiple teams and each team allows the creation of 
multiple applications. Each application consists of multiple flows, properties and re-
sources and it can be snapshot and deployed.  

Once the application is deployed, we can move to a deployment view of the flows 
where we can modify the application at runtime to diagnose and fix any performance 
problem that may arise. In the deployment view, we can select an element and add a 
profiler. After some messages are received, we can start seeing the number of millise-
conds it takes for a message to be processed. If necessary we can add some logging 
information that can help us diagnose the problem. The logging information is gener-
ated from a dynamic expression on the message and each recorded entry can be seen 
in the tool. Finally, if the problem can be fixed by simply applying a transformation, 
we can do so by selecting the Element involved, configuring the transformation (if 
necessary) and clicking in the apply button. The task is straightforward because the 
user selects a Flow Element used as a reference for the transformation and then 
chooses a valid transformation. 

We have decided not to use the well-known Eclipse Modeling Framework (EMF)4 
for defining our language and its visual representation since, in our humble opinion, it 
provides a rigid structure that we want to avoid. As a consequence, our tool support 
required a bit of extra effort to be developed. To implement it we have used a stan-
dard Java architecture composed by Spring Framework5 and Hibernate6. In addition, 
Cappuccino7 was used to build the editor. On the server side, we implemented the 
REST API services with Jersey8 so that the models can be deployed and share most of 
the Java code. We have also used Spring and Hibernate in the Server side too. We 
encourage the reader to visit our Web site at http://www.liquidml.com for demonstra-
tion videos. 

5 Conclusions and Future Work 

In this paper we have presented LiquidML, a model-based approach that comple-
ments MDWEs methodologies to help them improving the scalability of the applica-
tions they derive. To the best of our knowledge, this is the first work to propose  
and implement a solution to deal with this topic. Once a LiquidML model is obtained, 
we can monitor the application to help with the identification of production problems 
that can not be reproduced in any other environment. If the problem can be fixed at 
                                                           
4 Eclipse modeling framework. http://www.eclipse.org/modeling/emf/ 
5 Spring, http://projects.spring.io/spring-framework/ 
6 Hibernate, http://hibernate.org/ 
7 Cappuccino, http://www.cappuccino-project.org/ 
8 Jersey, https://jersey.java.net/ 
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runtime, engineers can apply a well-known solution safely and automatically, avoid-
ing the high cost of redeploying the application.  

Interpreting models poses multiple challenges and many advantages that we want 
to take into account as future work. From analyzing multiple empirical experiences, it 
is easy to abstract solutions to common patterns that appear in the application. Thus, 
we plan to provide these patterns that fix production problems and the rules that help 
their identification as first class entities. We predict that such approach cannot be ful-
ly automated as it requires knowledge about the running application (e.g. where the 
information is stored in the message and what are the things we want to cache) and as 
a consequence a semi automatic process using a rule engine seems to be a viable solu-
tion. Finally, we plan to expand the catalog of patterns that can be applied to flows, 
which will help SREs fixing more problems at runtime. 
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