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Abstract. This paper describes an approach that puts even inexperienced users 
in charge of force-directed layouts. The visual interface to a powerful but rela-
tively easy to use visualization grammar has been augmented with sliders for 
controlling the strength of constraints applied to visual objects. Users can 
change the balance of power between constraints while an animated visualiza-
tion is running, turn off the constraints affecting the layout, or return a layout to 
its pre-constraint-solving specification. An initial empirical evaluation support-
ed the usefulness of this interactive design intervention for providing user con-
trol over force-directed layouts. This approach is a step towards addressing the 
lack of tools with which less sophisticated users can design customized visuali-
zations that best meet their needs. 
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1 Introduction 

The built-in charting tools available in consumer software products, such as Microsoft 
Excel and Google Spreadsheets, are very popular because they are easy to use for 
generating graphic displays of data. Chart types are limited, however, to a standard set 
of options.  Higher-level visualization tools, such as Tableau [1], QlikView [2], and 
Spotfire [3], provide greater flexibility and support for data exploration and analytics, 
but outputs are still constrained by predefined templates. While designers with pro-
gramming expertise can make use of graphic libraries for developing customized 
visualizations, those without such expertise have been largely ignored [4].  

The information visualization language described in [5] was developed to address 
the need for tools with which non-experts can design their own novel visualizations of 
data. It is based on the concept of providing direct access to “first principles,” i.e., the 
basic building blocks from which informational graphics are built. Visualizations are 
constructed with a powerful but relatively easy to use grammar that ties the graphical 
properties of generic objects, such as points, lines, polygons, text, etc., to data values. 
The relationship between data values and graphical values is mediated by a function 
called a scale, which may be depicted graphically by a legend, such as an axis or a 
color bar. The actual placement of objects is governed by constraints that enable the 
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use of positional information in a more flexible way than directly tying property val-
ues to specific locations. Constraints are solved by reduction to mass-spring systems 
and iterative relaxation in conjunction with user manipulations of the positions of 
objects, as in [6].  

This paper demonstrates how all users, including non-experts, can gain greater 
control over rendered visualizations by providing them with visual mechanisms for 
manipulating the strength of constraints embedded in layout specifications. In addi-
tion to the constraints of equality, approximate equality (henceforth referred to as 
near), and non-overlap previously defined in [5], horizontal and vertical alignment 
constraints have been added to the language. The graphical front-end has been aug-
mented with sliders that permit the precise specification of the strength of each of 
these constraints. As users interact with the sliders, the force-directed layout changes 
dynamically. To prevent constraint-driven changes to the layout, users can simply set 
the strength of each constraint to zero. Users can manually adjust the layout by drag-
ging any object whose location has been specified by a near, as opposed to equality, 
constraint while the animation is running as well as when it has been stopped. To 
reset the layout to its initial specification (i.e., pre-constraint-solving), the user can set 
the near constraint slider to its maximum value and all other constraint sliders to zero. 
The ability to precisely control the strength of constraints governing a force-directed 
layout while it is actively running, including turning those constraints on and off, is 
the unique contribution of this work.  

The next section of this paper discusses related work. This is followed by a more 
detailed description of the constraints that have been implemented and examples of 
how user control over their strengths affects visual layouts. The results of an initial 
empirical evaluation of this approach are then presented. The paper concludes with 
directions for future research.    

2 Related Work 

The numerous tools available for information visualization support varying amounts 
of user interaction for controlling presentation properties. The previously mentioned 
charting tools that are often built into spreadsheet packages are among the least inter-
active, with users selecting a chart type from a predefined set and associating data 
with it. Customization of the output is limited to the selection of presentation proper-
ties such as colors and labels. More control is possible if the application also supports 
the embedding of code. Experienced users of Microsoft Excel, for example, can create 
more advanced visualizations by writing macros in Visual Basic for Applications 
(VBA). Interactive features such as selecting parameters from lists and displaying 
graph properties via mouse clicks can be added in this way.  

Visual analytics tools provide additional features for interactive data analysis and 
exploration. Users of Tableau, the commercialized version of Polaris [7], construct a 
visual specification by dragging fields from a database schema onto shelves that cor-
respond to visual encodings [8]. Show Me [9], an integrated set of user interface 
commands and defaults based on the algebraic specification language VizQL [10], 
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allows the user to choose among alternative views of the data. Supported user interac-
tions include sorting and filtering of visualized data, creating interactive dashboards, 
and clicking on a mark to display user-specified field values. Spotfire also allows 
users to create dashboards from combinations of different chart types and provides 
several controls for filtering the visualized data [8]. None of these tools, however, 
allows users to define their own visualizations.  

For greater control over layouts and representations, users may turn to general pur-
pose diagramming tools, but these can be laborious and inexact for depicting data 
visualizations. There are, however, specialized drawing tools that can be very effec-
tive for particular types of layouts. Two examples are the GLIDE [6] and Dunnart 
[11] constraint-based authoring tools, in which the graph layout engines run continu-
ously while the author applies placement constraints to guide the layout of network 
diagrams. Both support a range of constraint types, including non-overlap of nodes, 
horizontal alignment, and vertical alignment. In addition, the minimum distance be-
tween nodes can be adjusted via a slider in Dunnart. While these systems bear the 
most similarity to the approach described in this paper, they are limited to a particular 
type of layout and do not permit user control of constraint strengths. 

Graphics libraries and toolkits provide far more flexibility and expressiveness for 
enabling the design of advanced, interactive visualizations, but they are intended for 
designers with considerable programming expertise. The InfoVis Toolkit [12] uses 
interactive components, or “widgets,” for constructing visualizations. Widgets repre-
sent lower-level elements as well as higher order visualizations. New visualizations 
can be added through subclassing of existing ones or programmed from scratch.   

With the Prefuse [13] toolkit and its successor, Flare [14], abstract data is mapped 
to visual object representations. Visual parameters, such as location, color, and shape, 
are set by designers using a series of configurable operators, and customized visuali-
zations are rendered from the configured objects. Controls provide interactive opera-
tions such as drag, hover, pan and zoom, and selection. There are several layout  
options that the user can specify programmatically, including node-link trees, icicle 
trees, and force-directed.  New operators and objects can also be added by expert 
users.  

Protovis [15], an extensible graphical toolkit, defines a domain-specific language 
for visualization design. As in [5], visualizations are constructed from graphical prim-
itives, or marks, such as bars, lines, and labels. These marks serve as building blocks 
for creating visualizations, with their visual properties defined as functions of data. 
Event handlers can be registered with marks to enable interactivity in response to 
mouse and keyboard events. Protovis has been succeeded by the Data-Driven Docu-
ments (D3) JavaScript visualization library [16]. The main difference between the two 
is that in D3, the visual elements are defined by the web’s document object model 
(DOM) rather than by graphical marks. A number of layouts have been defined in 
both Protovis and D3 to support the reuse of useful techniques, including force-
directed. While it is possible to change the strength of applied forces and constraints 
programmatically, there are no built-in means for interacting with those constraints 
while a force-directed animation is running. 
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3 Manipulating Visual Constraints 

The key difference between the approach presented here and those described above is 
that it provides two ways in which users can manipulate the placement of graphical 
objects in a visualization: (1) by the standard means of dragging objects to different 
locations, and (2) by manipulating the strength of the constraints controlling the force-
directed positioning of those objects. The latter way makes it possible for users to stop 
an animation, reset it to its pre-animated state, and change the balance of power  
between conflicting forces.  

In the declarative visualization language described in [5], each graphical object in a 
user-specified layout has at least one positional attribute for defining its initial place-
ment. If an equality constraint (=) defines the relationship between that attribute and a 
location, then that position is fixed. If, however, it is defined by a near constraint (~), 
then the position can change in response to direct user manipulation or the enforce-
ment of other constraints specified in the layout. A positional property can also be set 
equal or near to a property of another graphical object. To simplify this type of asso-
ciation, a find function has been added to the language that makes it possible to select 
graphical objects based on an attribute value. 

Three types of constraints between two or more objects have been defined within 
the language. A non-overlap (NO) constraint specifies that no parts of the graphical 
representations of the constrained objects can overlap. Horizontal alignment (HAlign) 
signifies that the graphical representations of the constrained objects must be aligned 
along the x-dimension, while vertical alignment (VAlign) indicates alignment along 
the y-dimension.  

The visual interface to the language has been augmented with sliders that allow the 
user to control the strengths of the near, non-overlap, and alignment constraints. Set-
ting any of the sliders to zero nullifies the associated constraint, while setting a slider 
to its upper limit maximizes its strength. Because there is interplay between the con-
straints, adjusting the strength of one constraint may impact the influence of others. 
For example, say a point is subject to two constraints, one that says it must be near a 
particular location and another that says it cannot overlap with any other points. 
Strengthening the non-overlap constraint while leaving the near constraint unchanged 
will cause the point to move farther away from the specified location if that location 
overlaps with another point. Weakening the non-overlap constraint and strengthening 
the near constraint will move the point closer to its initial placement. 

Figure 1 displays a screenshot of the interface, with the (partial) code for generat-
ing a visualization shown in the left side panel, the results of running that code shown 
in the center panel, and sliders for controlling the strengths of the constraints in the 
right side panel. In this case, the mathematical expression b * a * d * c from the data 
shown in Table 1 is being visualized as a scatterplot of scatterplots. Two of the sliders 
have been adjusted from their default positions: the strength of the near constraint has 
been increased, while the strength of the non-overlap constraint has been decreased. 
The strengths of the horizontal and vertical alignment constraints have been left at 
their default values, as they have no role in this visualization. The result is that the 
visual data points in the lower right quadrant have moved slightly so that each is  
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distinguishable from the other but not as far apart as they would be if the non-overlap 
constraint were more strictly enforced. The user could also turn off both the near and 
non-overlap constraints by setting their sliders to zero and could then freely move the 
visual points through direct manipulation to any desired location. 

 

 

Fig. 1. Scatterplot of scatterplots  

Table 1. Data to be visualized  

a b c d 

1 1 2 5 

1 4 2 5 

2 1 2 5 

2 1 3 5 

2 1 3 6 

2 4 3 6 

Having the ability to interact with both the strengths of the constraints being ap-
plied and the visual objects being affected by them lets the user take advantage of the 
power of force-directed layouts while still maintaining ultimate control over the re-
sulting visualization. It also allows for the effective resolution of constraints that may 
be overspecified. For example, if an object is dithering between two locations as a 
result of conflicting constraints, the user can decide which constraints should take 
precedence and which can be relaxed. The placement of the object can then be adjust-
ed in accordance with the user’s preferences, which may differ from the coordinates 
determined by the constraint-solving process. These types of user interactions are 
illustrated by the following example. 
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3.1 Illustrative Example 

Let us consider again the data shown in Table 1, but this time, the mathematical ex-
pression b * a * d * c will be depicted by a tree-type visualization, as in [17]. Figure 
2a shows the results of running a program written in the language of [5] for specifying 
a vertical tree layout in which the initial placements of the nodes are in conflict with 
the constraints being applied. Near constraints have been used to set all of the nodes 
of the same color to the exact same location and all of the different colored nodes to 
positions that are aligned vertically. Non-overlap constraints have been specified to 
prevent nodes from overlapping, while horizontal alignment constraints have been 
applied to nodes of the same color. Since the near constraints are in conflict with the 
non-overlap and horizontal alignment constraints and all have been left at their de-
fault strengths, the nodes in this layout are dithering between locations. 

In Figure 2b, the user has interacted with the constraints to increase the strengths of 
the non-overlap and horizontal constraints while decreasing the strength of the near 
constraint. In addition, she has dragged nodes to adjust the vertical distances between 
each row, with all of the nodes of a particular color moving in lock step due to en-
forcement of the horizontal alignment constraint.  

To generate the layout shown in Figure 2c, the horizontal alignment constraint 
specified in the initial program was changed to a vertical alignment constraint. Once 
again, the user has interacted with the constraints, this time increasing the non-
overlap and vertical alignment constraint strengths while decreasing the near con-
straint strength. All nodes of the same color have moved together as the user dragged 
any one of them in a horizontal direction.  

 

  

Fig. 2a. Tree layout with 
default constraint settings 

Fig. 2b. Horizontally aligned 
tree layout 

Fig. 2c. Vertically aligned 
tree layout 

As illustrated by this example, being able to adjust the strengths of constraints in 
force-directed layouts and directly manipulate the placement of graphical objects puts 
the user in control of the visual outcome. At the same time, the enforcement of con-
straints saves time for the user, who does not have to manually adjust every node. 
This approach leverages the ability of the visualization application to render complex 
visualizations with the user’s more nuanced understanding of the most suitable way to 
present the underlying data. 
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4 Empirical Evalu
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Each of the above conditions was demonstrated to the user prior to her having to 
perform the visualization task. Instead of the tree layout, a different network visuali-
zation was used for the three demonstrations, and the participant was invited to ask 
questions before beginning on the assigned task. 

4.2 Results 

All eleven participants were able to successfully render the tree visualization under all 
three conditions, thus answering the first question concerning if the user could make 
successful use of the sliders. In addition, all found the third condition with the sliders 
to be the most useful. Ten participants had highly positive experiences with this 
treatment and preferred it over the other two, while one claimed it was only marginal-
ly better than the first condition. Table 2 summarizes the most frequently heard posi-
tive (+) and negative (-) comments about constructing the tree layout under each of 
the three conditions: 

Table 2. Summarized findings on three interaction conditions 

 

As these comments suggest, preliminary findings concerning the usefulness of 
providing users with interactive control over constraint strengths in force-directed 
layouts are encouraging. Users ranging from the least experienced to the most appre-
ciated the flexibility provided by the sliders. Increasing the strength of the constraints 
helped them develop the initial structure for the layout, which was much more effi-
cient than having to move each component to its desired position. Lowering con-
straints gave much greater control to the user than the force-directed layout without 
sliders, and all took advantage of the ability to turn off the constraints at some point in 
their interactions. Keeping the horizontal constraint at its highest level allowed users 
to take advantage of what some referred to as a “snap-to” experience, which simpli-
fied node placement as the aligned nodes moved together. While more thorough test-
ing is needed, the results from this initial empirical evaluation support the premise 
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that the approach described in this paper provides users with more control for  
rendering visualizations that meet their individual requirements. 

5 Conclusions  

Today’s visualization toolkits are geared toward designers with considerable pro-
gramming expertise, while less savvy users must typically make do with predefined 
layout templates [4]. The approach presented in this paper is a step toward bringing 
the ability to create customized visualizations to a broader range of users. Coupling an 
interactive mechanism for adjusting the strengths of constraints with a declarative 
grammar that is flexible and expressive enables the specification of force-directed 
layouts that can be precisely controlled, as was demonstrated by example. The useful-
ness of this approach was supported by a preliminary empirical evaluation, which also 
confirmed that users of all experience levels could make effective use of the sliders 
provided for setting constraint strengths. 

More thorough testing with a wider range of visualizations and a greater number of 
participants is needed to confirm the initial findings presented here. Methods for mak-
ing the setting of constraint strengths more intuitive will also be explored and tested. 
Other directions for future work include implementing additional layout constraints 
within the language, such as bounding boxes, symmetry, and even spacing, and ena-
bling user-control over their strengths. Providing users with the ability to add and 
remove constraints visually while a force-directed layout is running will also be a 
focus of future design efforts.  
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