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Abstract. Post-incident analysis of a security event is a complex task due to the 
volume of data that must be assessed, often within tight temporal constraints. 
System software, such as operating systems and applications, provide a range of 
opportunities to record data in log files about interactions with the computer 
that may provide evidence during an investigation. Data visualization can be 
used to aid data set interpretation and improve the ability of the analyst to make 
sense of information. This paper posits a novel methodology that visualizes data 
from a range of log files to aid the investigation process. In order to 
demonstrate the applicability of the approach, a case study of identification and 
analysis of attacks is presented.   
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1 Introduction 

Post-incident analysis of a security event is a complex task due to the amount of data 
that must be triaged and analyzed from multiple sources. This analysis may involve 
just one computer, for example a Web server on the perimeter of the network 
boundary, or many computers within a large, interconnected system. Depending on 
the attack itself, evidence will be resident on the victim system in a variety of 
locations that may help the security analyst understand the attacker’s actions and thus 
enable the organization to secure their systems. 

In order to identify attacks against our systems and their perpetrators, system log 
files may be used as one form of evidence during an investigation. Current operating 
systems contain various log files that record a wide range of data and contain a wealth 
of information for the security analyst. For example, dependent on system 
configuration, log files may record information such as network nodes that have (or 
are) connected with the system under investigation, failed login attempts to a user 
account or interactions remote nodes have had with a victim system. However, the 
volume, diversity and format of system logs make this evidence source intractable for 
post-incident analysis and response. 

The textual format of log files often results in such data rarely being analyzed 
despite the wealth of information that they may contain. For example, whilst an 
organization may invest a considerable sum of money in perimeter-based protections, 
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such as a firewalls and Intrusion Detection Systems (IDS), it is rare that the logs that 
these systems produce are accessed and routinely analyzed. This paper therefore 
posits a novel approach to the visualization of system logs to encourage users to 
interact with such files on a regular basis. Moreover, as will be demonstrated by the 
case study in this paper, the results of these visualizations can be used to identify 
attacks against our systems.  

This paper is organized as follows. Section 2 discusses related work. Section 3 
posits the methodology for visualization of log files for post-incident analysis and 
response. Section 4 presents the results of a case study to demonstrate the 
applicability of the approach. Finally, we make our conclusions and discuss further 
work. 

2 Related Work 

Due to the complexity and volume of information available today, there is much 
interest in data visualization outside the security domain. The applications of data 
visualization are wide and varied. For example, Changbo Wang et al (2013) propose 
SentiView, a visualization system to analyze multiple attributes and relationships 
within demographics of interest and the sentiments of participants on popular topics. 
Alternatively, Guerra-Gomez et al (2013) propose a system for the analysis of data 
change over time by creating dynamic hierarchies based on the data attributes. 
Schmidt et al (2013) focus on the requirement for image comparison through VAICo, 
a system which visualizes differences and similarities in large sets of images and 
preserves contextual information. Another application of data visualization has been 
proposed by Krishnan et al (2012) for the representation of anatomic and time-
varying flow data sets within the health sector. 

The benefits of data visualization and interaction for large data sets have ensured 
that such approaches have been adopted within the security and forensics domains. 
Visualization enables an analyst to gain an overview of data during an investigation 
(Schrenk and Poisel, 2011). For example, Haggerty et al (2014) propose TagSNet, an 
approach for the quantitative and qualitative analysis of email data to enable a 
forensics examiner to analyze not only actor relationships but also visualize discourse 
between those actors. Koniaris et al (2013) present visualizations of their results of 
detecting attackers utilizing SSH vulnerabilities to attack honeypot systems. Promrit 
et al (2011) propose an approach that analyzes simulated network traffic and their 
features to identify a variety of attacks through visualization. Ando et al (2010) 
propose Blink, an approach for the monitoring and visualization of peer-to-peer traffic 
to identify security incidents that may arise in such network architectures. Giacobe 
and Xen Su (2011) propose an approach to visually represent security data in a 
geographical sphere based on IP address rather than physical location. These 
visualization schemes have in common that they are only targeted at a particular type 
of investigation or attack rather than providing a systemic overview of available data 
to aid the security effort. 

Visualization can play an important role in informing security decisions regardless 
of the relative skill and knowledge of the user. For example, Stoll et al (2008) propose 
Sesame, a user interface aimed at conceptualizing security such that users will be 
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motivated and informed enough to take appropriate action. Furthermore, it is well 
highlighted that network security often deals with large amounts data that humans can 
find difficult to cope with and visualization of that data provides a clears means of 
streamlining the analysis process (Dunlop et al, 2012) for all potential stakeholders.  
Hence, the visualization of data from seemingly complex, and often underused, log 
files may provide a method of analysis that is relevant to range of end-users.  

Recent work has posited schemes for the analysis of security device, such as 
firewalls and IDS, log files for post-incident analysis and response. For example, 
Schmerl et al (2010) propose an approach to visualize system audit information to 
develop IDS signatures in order to respond to network attacks. An approach proposed 
by Nishioka et al (2011) attempts to identify system data leakage or incorrect system 
operations that may be related to security incidents. Mantoro et al (2013) propose a 
system to detect SQL injection attacks by visualizing traffic and intrusion detection 
logs. Thomson et al (2013) propose Pianola, a system for visualizing and 
understanding the contents of intrusion detection logs. The use of security system logs 
as the basis for post-incident analysis and visualization remains problematic for two 
reasons. First, the logs that are produced by such systems are diverse in format. 
Therefore, data would have to be interpreted or re-formatted for incident analysis, 
thus violating digital forensics principles which prevent evidence tampering. Second, 
security device logs implement only partial logging, i.e. attacks that are detected 
according to the system configuration, and therefore potential data of interest during a 
post-incident analysis may be missing. This will affect the success of any security 
response mechanism. 

3 Log File Visualization 

The volume of data that an investigator may encounter during the post-incident 
analysis and response process may be considerable. The key challenges encountered 
include: the high volume of data that may contain evidence, evidence identification 
and analysis, identification of further potential security issues, and representation of 
the data under investigation. However, data visualization may be used by analysts to 
alleviate the overheads of interpreting data sets and improve the ability of users to 
make sense of activity patterns in event logs (Thomson et al, 2013).This section 
outlines the use and visualization of system log files for post-incident analysis and 
response. 

A log file is data recorded by the operating system or other software in response to 
events or messages from software to a human user. For example, network log files 
record information about incoming and/or outgoing connections to remote hosts. The 
information that these may contain varies according to operating system or software. 
These may also be targeted for a particular use, such as firewall and IDS logs that 
detail suspected attacks against computer systems. Other logs may take the form of 
personal messages and therefore are more entropic for a user. For example, the 
Windows operating system records information such as programs that fail to start 
properly or updates that are downloaded automatically in user-friendly system 
messages. Both types of log provide a wealth of information that may be used during 
post-incident analysis and response as they record what has happened to the system 
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during an incident under investigation. However, as Schmerl et al (2010) suggest, 
much of this data is represented in textual form so remains suboptimal for providing a 
holistic view of system behavior. 

Schrenk and Poisel (2011) suggest that data for visualization in forensics 
investigations can be classified in a number of ways.  For example, data 
categorization ranges from one- to multi-dimensional data, to traffic captures and 
traffic flow analysis. However, this paper posits that the information that may be 
retrieved from system log files falls into two categories; quantitative and qualitative. 
Quantitative information refers to the network events that may be inferred from log 
data. For example, host A receives data across the Internet from host B which is an 
event in the network. From this event, we may infer that host A and host B have some 
form of relationship in that there is communications between them. With the multiple 
events that occur in the network over time, a forensics examiner may derive relational 
information between a number of network nodes, for example by using statistical 
techniques. Qualitative information refers to the content of more entropic log files 
recording a single event. For example, the Windows operating system security centre 
records logins and logouts from the system. Analyzing this information, either as an 
individual message or as a series of messages, provides qualitative data. 

As discussed above, security countermeasures provide system logs for audit 
purposes. However, these are of minimum use during a post-incident investigation for 
two reasons. First, firewalls and IDS only provide a minimal logging facility. Once a 
suspected attack has been detected, the system only records information about the 
suspicious packet or anomalous behavior. Second, the logs themselves will only 
record data according to their security rules, and therefore, if there is a log entry, a 
potential attack has already been detected and thwarted by the security system. 
However, in post-incident analysis investigations, it is probable that the security 
countermeasures have not detected the attack and would therefore hold little or no 
information for the investigator.  

Operating systems provide a wide range of log files. However, it may be necessary 
for a system administrator to create additional log files, for example to record network 
activity of users. This should be defined within the organizational security policies. 
There is also an issue with the reliance on system logs during post-incident analysis 
and response in that during the incident, the attacker may have tampered with these 
files to avoid detection. Log file tampering may occur in a number of ways, for 
example, missing logs where system files have been completely removed, counterfeit 
logs where the system files have been replaced by those created by the attacker, or 
logs replaced with nonsensical data. However, visualization of the log files may be 
used to detect these occurrences. For example, no data will be visualized in the case 
of missing logs or inconsistent data representations where logs are replaced with 
nonsensical entries.  

As illustrated in figure 1, the software developed by the authors has, at its most 
basic level, three main areas of functionality; file reading and processing (data 
mining), visualization, and graphical output. These functional points are covered in 
more detail below. 
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Fig. 1. Overview of the log file visualization application 

The log files are processed in two ways dependent on the type of data to be 
investigated. Event mining analyses the file for information relevant to quantitative 
investigations, such as events and IP addresses. Text mining applies simple statistical 
measures against the data input. For example, in the case of investigations involving 
data theft, the log files would be analyzed using the event mining feature to identify 
outward network connections from the host computer. However, in the case of failed 
logon attempts, a textual analysis is performed to identify key words in qualitative 
data associated with this type of event. The results of this analysis are then passed to 
their respective visualization functions. For network events, such as relationships with 
other networked hosts, an interactive graph is produced. For textual analysis, an 
interactive tag cloud is visualized. It is posited that the occurrence of words (or lack 
of) suggests their concern to the incident. As such, commonly occurring words, such 
as ‘the’, ‘a’, ‘to’, etc. are ignored during this process. These words provide a useful 
function in language but their commonality adds noise to the visualizations without 
aiding the analysis. However, this function could be extended to a user-defined 
dictionary of words to include or exclude in a search. 

The results of this data mining are passed to the two visualization functions. A 
network graph is constructed from the data passed from the event mining function. 
This graph-building element visualizes events or IP addresses as network nodes and 
produces lines to represent relationships between them. A tag cloud is created from 
the textual analysis results to produce a narrative view of qualitative data. This view 
sizes words in the log file text by frequency of occurrence and these are placed using 
a random layout. Various sensitivity levels, or thresholds, can be applied to the data, 
based on popularity of words, to reduce noise, and highlight key concerns within the 
text. These visualizations together form an appropriate output within the visualization 
graphical user interface (GUI). Both these visualizations are interactive in that the 
examiner may move both network nodes and text around the interface. This enhances 
the visualization by ensuring that the results can be explored and that the best layout 
can be chosen, for example to enhance analysis of the data or for presentation to a 
management team who may not be well versed in such data analysis. 
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This section has provided an overview to the log file approach for post-incident 
analysis and response. In the next section, we demonstrate the applicability of the 
approach for evidence analysis by applying it to three different case studies of attacks. 

4 Case Study and Results 

In order to demonstrate the application of log file visualization for post-incident 
analysis and response, three cases will be considered; a history of failed logins, 
analysis of network connections and a Denial of Service attack. The logs are taken 
from a computer running the Ubuntu 12.04 operating system.  

Linux-based systems provide many log files under the /var/log directory. For 
example, /var/log/messages records general system messages, /var/log/auth.log 
provides authentication logs, and /var/log/wtmp provides a history of logins. 
Windows logs may be accessed through the Control Panel’s Event Viewer 
application. Logs relating to Windows applications, security, setup, system and 
forwarded events may be viewed within this program. It should be noted that certain 
functionality for logging that would be useful during an investigation may not be 
invoked as default, and therefore, the organization’s security policies should detail 
how logging is to be set. 

Figure 2 illustrates a visualization of the /var/log/auth.log file. This log file 
contains system authorization information, such as commands in the terminal run as 
administrator, iptables entry changes, and records of system logins (successful or 
not). Font size in the visualization is by occurrence; the more that a word occurs, the 
greater the font size.  

 

Fig. 2. Visualization of the /var/log/auth.log file 
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As figure 2 demonstrates, the piece of data that is recorded most often is the 
machine name, ubuntu1-virtualbox followed by the date.  Lightdm refers the X 
Window display which uses various front-ends to draw login interfaces. However, of 
interest to post-incident analysis and response are the words authentication, failure, 
ubuntu1, ingroup and nopasswdlogin. These are from the following log entries; 
logname= uid=0 euid=0 tty=:0 ruser= rhost=  user=ubuntu1 
and requirement "user ingroupnopasswdlogin" not met by 
user "ubuntu1". These entries are records of failed user logins to the system for 
the ubuntu1 user account and are clearly discernible within the visualization. Their 
presence within the visualization would suggest to the examiner that a user has 
attempted to login to the system without authorization. 

Figure 3 illustrates network connections that a computer has with other devices and 
such visualizations may be used to identify computers of interest, such as those 
involved in data theft. There are no standard log files that collect IP addresses of 
computers to which the victim device has been connected. Therefore, in this case, log 
files are created to monitor recent connections using the netstat –natp command 
and the data recorded to a file. The log file in this case has been parsed to return only 
destination IP addresses and port numbers to simplify the graph output. 

 

Fig. 3. Graph output of network connections and port numbers 
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The outputs of the log file in figure 3 shows the victim machine in the centre and 
colored red and IP addresses of machines to which it has been connected in blue. 
Unexpected IP addresses and port numbers would be of interest of interest during an 
incident, as well as connections to online file repositories where protected data may 
be stored. As can be seen in figure 3, many of the connections are to Web servers 
indicated by port 80 (http) and port 443 (https). However, one of these, 
108.160.163.38:80, is a connection to a Dropbox account which may be used to store 
files belonging to the organization. IP addresses that would be of interest to the 
examiner would be dependent on the nature of the investigation, the network 
configuration and organizational security policies. Visualizations such as that in 
figure 3 can be further enhanced by visualizing statistical information. For example, 
thicker of thinner lines between networked nodes can be used to indicate frequency of 
contact or colorization to indicate other information, such as protocols used or 
geographic location. 

Figure 4 visualizes a TCP SYN flood Denial of Service (DoS) attack against a 
network host. As with the above example, network logs do not monitor all traffic on a 
network by default. However, dependent on an organization’s requirements, logs can 
be created using the tcpdump application and the results written to a file. This type of 
attack can be visualized in either of the two ways as illustrated in figures 2 and 3. 
However, the impact of such an attack can be clearly discerned using a similar 
approach to figure 2. The log file in this case has been parsed to return only source IP 
addresses of incoming connections. 

 

 

Fig. 4. Visualization of a TCP SYN flood attack 
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In figure 4, the IP address of a legitimate connection on the internal network is 
clearly visible at the bottom of the image. As with figure 2, font size reflects the 
number of occurrences in the log file. However, it is immediately obvious that there 
are a large number of connection requests from a range of IP addresses, which is an 
indicator of this type of attack. A TCP SYN flood is an effective attack as it requires a 
computer(s) to send packets from spoofed source addresses in order to subvert the 
TCP three-way handshake for establishing a session. Hence, in the visualization 
above, there are apparently many hundreds of individual computers attempting to 
establish a TCP session with the victim host without completing the three-way 
handshake. 

This section has demonstrated that visualization may be used as a tool in post-
incident analysis and response. The visualizations are able to automatically mine 
various log file types and identify a number of attacks. This, combined with a 
knowledge of the context surrounding the attack and the organizational security 
policies, enable the examiner to effectively triage data from a wide range of sources to 
effectively secure their systems.  

5 Conclusions and Further Work 

Post-incident analysis of a security event is a complex task due to the volume of data 
that must be assessed, often within tight temporal constraints. System software, such 
as operating systems and applications, provide a variety of opportunities to record 
data in log files about interactions with the computer that may provide evidence 
during an investigation. The range of information that may be recorded will be 
defined within the organization’s security policies. The use of a variety of log file 
sources for post-incident analysis overcomes issues associated with the reliance on 
perimeter-based security countermeasures’ data. This paper has presented a novel 
approach for the visualization of log files to aid post-incident analysis and response. 
To illustrate the methodology’s applicability to the investigation process, it has been 
applied to system logs and the resulting visualizations demonstrate the use of the 
approach.  

The methodology and software has been tested on a small number of users using 
different data. However, future work will test the approach with a larger, statistically 
representative sample to fully understand the advantages and disadvantages of 
visualization as a tool for post-incident analysis and response. Furthermore, the 
authors plan to extend the approach to assess visualization as an approach for the 
analysis of a range of attacks. Finally, the applicability of log file correlation will be 
assessed. 
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