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Abstract. In this paper, a rotation invariant approach for face detec-
tion is proposed. The approach consists of training specific Haar cascades
for ranges of in-plane face orientations, varying from coarse to fine. As
the Haar features are not robust enough to cope with high in-plane rota-
tions over many different images, they are trained only until an accented
decay in precision is evident. When that happens, the range of orienta-
tions is divided up into sub-ranges, and this procedure continues until a
predefined rotation range is reached. The effectiveness of the approach
is evaluated on a face detection problem considering two well-known
data sets: CMU-MIT [1] and FDDB [2]. When tested using CMU-MIT
dataset, the proposed approach achieved accuracies higher than the tra-
ditional methods such as the ones proposed by Viola and Jones [3] and
Rowley et al.[1]. The proposed approach has also achieved a large area
under the ROC curve and true positive rates that were higher than the
rates of all the published methods tested over the FDDB dataset.

Keywords: face detection, orientation invariance by training, adaboost,
haar features, tree of classifiers.

1 Introduction

The human face is a very important way of expressing emotions and the ability
to recognise them is fundamental for interpersonal social interaction and for
human-computer interaction [4]. Many approaches have been proposed for face
detection [5–7, 3, 8, 9], among then those which presented higher accuracies
use some variation of Adaboost and weak classifiers. Although the successful
application of face detection in real life situations, pose variation still remains
a challenge. The approach proposed in this paper is inspired by the JointBoost
method [10–12] and aims to share features of different face poses to achieve pose
invariant face detection.

The Rowley et al. [6] work contains one of the first successful classifier com-
bination approaches for rotation invariant face detection. The kernel of that
detector is composed of three neural networks. The first neural network is called
router, which is designed the function to determine the rotation angle
of the candidate window. The router network has three layers: the first with
400 neurons (corresponding to the quantity of pixels in the image with resolution
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20 × 20 pixels), the hidden layer has 15 neurons, and the output layer has 36
neurons (corresponding to variations from 0◦ to 360◦ augmented by 10◦).

The rotation angle is classified by the router network. The face candidate is
rotated to an upright position, and is given as input to two other neural networks
independently trained. The result of the two neural networks is combined by a
logical AND. The candidate face is only classified as face if the two networks
agree in classification. Rowley et al. [6] commented on the necessity of using
bootstrapping to acquire representative samples of non-face images, and to ex-
plain how they used it. The images used for testing their method are available
on-line, and nowadays are commonly used to evaluate face detection approaches.
This set of images is known as CMU-MIT face database.

Although the approach proposed by Rowley et al. [6] used a simple combina-
tion of classifiers, it has the drawback that all classifiers need to process every
candidate window. Viola and Jones [3] proposed a method to deal with that
problem. Their method combines a fast and simple feature extractor (Haar-like
features [13]) with a weak classifier combination method (AdaBoost [14]).

Among the appearance based object detection approaches, the one proposed
by Viola and Jones [3, 8] has achieved greater popularity and more promising
results in the area. Within their framework, there are contributions to classifier
training as well as to the procedure of scrutinising the image searching for ob-
jects. There followed a great number of approaches, all of them further extending
that method.

For example, Huang et al. [15] proposed the training of classifiers using Sparse
Granular Features and Vector Boosting. Another variation of that method is
the use of Width-First-Search (WFS) to traverse the search tree. A distinctive
feature of the WFS approach is that it is possible to traverse more than one path
through the tree at a time. If more than one leaf is achieved at the end of the
traversal, than the leaf of higher degree of confidence is used for classification.
Huang et al. [15] tested their detector by using the CMU-MIT images [1] and
detected correctly, for the frontal face image set, more than 97% of the faces,
with less than 100 false positives.

Another variation of the Viola and Jones framework was recently proposed
by Vural et al. [16]. The major contribution of the authors is the use of rotated
versions of Haar-like features with angles ranging from 0◦ to 180◦. As the authors
proposed a multi-view approach, they used a combination of trained cascades to
achieve such aim. In the case of face detection, they used 6 different cascades
(frontal, right, left, up, down, profile) combined by neural networks to correctly
classify the faces. As the used features are more powerful, lower training time
is needed for training the cascades, and less features are selected to create the
cascade. They tested their detector on images and videos and obtained higher
results than those implemented by the Viola and Jones approach available in the
OpenCV library1, which processed images of 4 mega-pixel in 15fps. A criticism
to this experimental evaluation is that they did not use any well-known face
image databases to evaluate their approach, such as CMU-MIT [1] or FDDB [2].

1 http://opencv.willowgarage.com/wiki/
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The AdaBoost term is an acronym for adaptive boosting. It was coined by Fre-
und and Schapire [14] to name the process of adaptively weighting classifiers in
combinations such that the weak classifiers receive more attention (high weights)
than the strong ones. The weights are computed based on the classification rates
of each corresponding classifier, those which obtain higher hit rates are assigned
lower weights, and those that achieve lower rates are assigned higher weights.
Many variations of AdaBoost were proposed after the publication of the first ap-
proach. The main difference among them is the method of assigning the weights
based on the classifier accuracies. For instance, the Gentle AdaBoost uses an
exponential function to relate classifications with weights, and it is described by
Friedman et al. [17]. Friedman et al. [17] handle the AdaBoost algorithm using

an additive model F (x) =
∑M

m=1 cmfm(x), where cm is constant that depends
on the expectation over the training data. Each fm is a separate function for
each input variable. This leads to the interpretation of each feature as a weak
classifier.

Within the above context, this paper presents a method for detecting faces at
different in-plane orientations with any degree of rotation in image plane; with
precision rates equal or higher than those obtained by other popular approaches
such as those proposed by Rowley et al. [6] and Viola and Jones [8]. However,
the proposed method uses less features and is trained faster than the methods
proposed by Rowley et al. [6], Viola and Jones [8], and Huang et al.[15]. An
approach that shares features among different poses was conceived. The proposed
approach achieves in-plane invariance by training when using cascades of Haar-
like features and Adaboost. The major objective of using invariance by training
is to reduce the quantity of nodes in the classifier tree, and, consequently, this
reduces the detection complexity.

2 Sharing Features for Multi-pose Face Detection

The method JointBoost [10–12] may be used to share features among multiple
image classes. Considering different views of the same object as different classes,
one may create a multi-pose classifier by employing this method. This will be
explained here as a start point for the approach proposed in this paper.

Torralba et al. [12] argue that it is possible to demonstrate, subjectively (by
means of visual inspection) as well as objectively (by evaluating the features
extracted from images) that some characteristics of frontal faces are present on
profile faces. In the same way, characteristics of non-rotated frontal faces are
present in in-plane rotated frontal faces. This observation may be extended to
other object categories, such as: cars, houses, and animals. From this reason-
ing, Torralba et al. [12] proposed a boosting approach for multi-class problem
classification, the JointBoost.

In the JointBoost approach, at every cycle of weak classifier computation,
the chosen feature would be that which has the lowest classification error for
the highest number of different classes. Thus, one may assert that the feature is
shared among different classes. The authors say that their experiments showed
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that classifiers jointly trained (using JointBoost) tend to select features that
generalise well for various classes. Generally, those features are edges and blobs.

Haar-like features, such as those used by Viola and Jones [8], may also be
used to generalise among multiple classes. However, such generalisation power is
limited, i.e., it is not possible to obtain rotation invariance by training a classifier
using only that type of features. In this paper, the term rotation invariance by
training refers to training a Haar cascade, with GentleBoost, with rotating face
images in-plane.

3 Proposed Approach

As a preliminary step of the present research, a number of experiments were
performed in order to verify the possibility of training a rotation invariant face
classifier simply by varying the training face rotations. Those experiments were
to no avail. However, some important insights were drawn from those experi-
ments. First, the classifier trained with Haar-like features could not generalise
frontal faces in any in-plane rotation angle; however, until obtaining a number
of training stages, the training converged well. As more stages are trained, the
classification problem becomes more complex, and the available features cannot
adequately generalise. Another idea inspired by those experiments is that classi-
fiers obtained with invariance by training, but with a reduced set of stages, may
be combined to yield a multi-pose classifier tree. Based on those observations,
this section presents the proposed approach.

Figure 1 shows a simplified representation of a classifier tree obtained with
invariance by training, and with reduced quantity of stages. This classifier tree
may be used to detect frontal faces with any in-plane rotation. The tree root is
a cascade with at most 5 stages, and it classifies frontal faces in any in-plane
rotation. As the tree is binary, the orientation ranges are divided by two as
the classification is propagated through the tree. The division by two allows
more specific classifiers to be used in deeper tree levels. Besides, as in previous
approaches, the false positives quantities go down exponentially at each tree
level.

The circle on right left-hand side of the classifier tree illustrates the orienta-
tion pattern of faces. The pattern differs from the trigonometric circle, which
establishes the angle of 0◦ corresponding to the angle of 270◦ presented in Fig-
ure 1. The difference between the patterns is simply an offset of 90◦ in such a
way that the 0◦ corresponds to the upright face image.

Another important feature of the presented classifier tree is that each leaf
actuates within a range of 20◦. Consequently, the classifiers in the leafs must be
trained with face images that have a variation of ±10◦ in relation to the angle
that labels the leaf. Besides, the neighbour leafs have an intersection of 10◦ in
their angle coverage ranges. Thus, the central angle of a leaf corresponds to the
edge angle of the neighbour leaf.

The arrangement of angle ranges of the leafs was designed to allow redundancy
and reinforcement of the classification to possibly difficult angles, e.g. cases in
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Fig. 1. Classifier tree for in-plane rotated frontal faces

which few training face samples have been used. The redundancy also allows
that the candidate window be classified by more than one leaf. The leaf that
will be used to classify such window will be the one that obtains the highest
confidence level (which may be a threshold or a probability).

4 Experimental Evaluation

For training the cascades, 10, 000 frontal face images and 10, 000 profile face im-
ages were cropped from the following image databases: BioID [18], Caltech [19],
CMU-PIE [20], YaleB [21] and Color FERET [22]. At each stage, 20, 000 non-
face image crops were used. The non-face images were selected from the author’s
personal images and from Naotoshi Seo web site on training Haar cascades2. In
this section, two sets of experiments are described: experiments using the FDDB
image database, and experiments using the CMU-MIT image database.

4.1 Detector Evaluation Using the FDDB Image Database

The FDDB image database (FDDB - Face Detection Data Base) [2] is a bench-
mark for evaluation of face detectors, without condition restrictions. That base
has a companion protocol to evaluate the results obtained by the detectors ap-
plied on its images. The major motivation for the creation of the FDDB was
the absence of coherent methods to compare face detectors. One image database
traditionally used to evaluate face detectors is the CMU-MIT, which was used
in its final version by Schneiderman and Kanade [23].

However, up to the creation of the FDDB, the image databases previously
used to evaluate face detectors neither required, nor proposed an evaluation

2 http://note.sonots.com/SciSoftware/haartraining.html

http://note.sonots.com/SciSoftware/haartraining.html
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protocol. These bases were composed by a set of images accompanied by files
containing the coordinates of the faces or some fiducial points. It must also be
taken into account the fact that some face detectors are not available to the
research community for evaluation. For example, one of the most popular face
detectors, the detector proposed by Viola and Jones [8] has no available official
implementation by the authors. A closer match of Viola and Jones’ detector
is implemented in OpenCV [24], which comes accompanied by some XML files
with trained cascades for face detection. However, the results obtained by those
detectors are inferior to the results published by Viola and Jones [8].

Apart from providing the images and the ground-truth, the FDDB provides
the code that will be used to count the hits and errors. The measure used to
count detection as a hit corresponds to the ratio between the area of intersection
and the area of union of both the detected region and the labelled region [2].
The faces are annotated by using elliptical regions; however, the code performs
the necessary conversions to compatible detection results that were marked as
rectangles. The authors presented as features of their base: (1) the great quantity
of images and faces: 2845 and 5171, respectively; (2) a great range of difficulties
(occlusions, poses, low resolution, and faces with bad focus); (3) the specification
of face regions using elliptical regions.

There are two ways to evaluate detectors using the FDDB: 10-fold cross-
validation and training without restrictions. In the first case, the cumulative
performance is reported as a mean curve of the 10 ROC curves (Receiver Oper-
ating Characteristic). In the second case, one is allowed to use images that are
not part of the base to train the classifiers. However, in this case, the set is also
divided into 10 parts, and the resulting ROC curve is obtained from the average
of curves. The experimental mode was applied without restrictions in order to
evaluate the proposed method. At the time this paper was written, all results
presented on the FDDB site did use such experimentation mode.

Another peculiarity of the FDDB is that there are two evaluation metrics:
the discrete metric and the continuous metric. The discrete metric counts as
hit at every detection at which the ratio between the area of intersection and
area of union with the ground-truth region is higher than 0.5. The continuous
metric assigns a score to the detection equivalent to the ratio between areas of
intersection and union.

On the result page of the FDDB’s site3 there are ROC curves for face detec-
tors that had published papers and results without announced publications. The
graphics of the ROC curves are separately presented as: one graphic pair (with
continuous and discrete metrics, respectively) for the detectors whose methods
were published, and a pair of graphics for the detectors whose approaches were
not published. Among the detectors with published methods, those with higher
results were proposed by Li et al. [25]. Other published results used for compari-
son are the results obtained by Jain and Miller [26], Subburaman and Marcel [27].
The OpenCV implementation represents the Viola and Jones approach [3].

3 http://vis-www.cs.umass.edu/fddb/results.html

http://vis-www.cs.umass.edu/fddb/results.html
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In Figures 2(a) and 2(b), detection results are presented for the two metrics.
The curves labelled as LiEtAl refer to the results with the highest results found
in the FDDB’s site.
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(a) Continuous metric.
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(b) Discrete metric.

Fig. 2. Comparison of face detection results in the FDDB database

The results showed in Figures 2(a) and 2(b) were obtained by using the fol-
lowing methods: upright frontal detector trained via the proposed approach, the
Jain and Miller detector [26] (which are the authors of FDDB), the Li et al. [25]
detector, the Subburaman and Marcel [27] detector, and by the Viola and Jones
detector represented by OpenCV implementation [24]. The small areas under
the ROC curves are due to the fact that the base is composed by images of faces
in different poses, and the detectors were trained only for frontal face detection
with extreme in-plane rotations.

4.2 Detector Evaluation Using the CMU-MIT Image Database

To the best of our knowledge, the image database that has been largely used for
rotation invariant face detector evaluation is the CMU-MIT [6]. The FDDB
database has variations in-plane and out-of-plane, but does not present ex-
treme variations (e.g., up-side down faces). Additionally, the CMU-MIT has
been mostly used to compare results of diverse approaches. Figure 3 presents
the results of face detection by using the rotated set of CMU-MIT images for
four detectors: the proposed approach, the Jones and Viola’s detector [28], the
Rowley et al.’s detector [6], and the Huang et al.’s detector [15]. The curves which
represent the results obtained by Jones and Viola [28] and Rowley et al. [6] were
constructed from the tables of results reported in their corresponding papers.

The curve representing the results of Rowley et al. [6] has a sawtooth shape
as it was obtained by the interpolation of just four points. The hit rate verifica-
tion metric used in that approach is similar to the one mentioned by Lienhart



An Approach for Multi-pose Face Detection Exploring Invariance 189

0 25 50 75 100 125 150 175 200 225 250 275 300
0.75

0.77

0.79

0.81

0.83

0.85

0.87

0.89

0.91

0.93

0.95

0.97

0.99

False Positives (absolute values)

T
ru

e
 P

o
s

it
iv

e
s

 (
%

)

 

 

Proposed−Approach
V−J
R−B−K.
Huang et al.

Fig. 3. Face detection results in the CMU-MIT rotated images (rotated set) database

et al. [29]. The results obtained by Huang et al. [15] are very high, with true
positive rates higher than 90% without the occurrence of any false positive. A
possible criticism to those results is related to its range of variation: Why did
not the authors vary the parameters of testing sufficiently to show the results
for quantities of false positives higher than 100? Another fact to be questioned
is that Huang et al. [15] did not mention which metric was used to measure the
hits, and they did not comment on the use of distances between the centers of
the regions or on the use of the face areas.

In terms of complexity, the algorithms that use tree of classifiers may be
compared by the quantity of stages. The detector created by Jones and Viola [28]
is composed of two cascades: one to estimate rotation (with 11 stages), and
another to distinguish between face and non-face (35 stages). Thus, according
to this approach, a face candidate must pass through 46 stages of evaluation to
be classified as face.

The face detector proposed by Huang et al. [15] has 234 nodes (each node
corresponds to a weak classifier) and 18 stages. The classifier tree proposed in
this paper has 192 nodes and 6 stages. It has 64 nodes for each view: frontal,
left profile, and right profile. Thus, a candidate window should pass through less
nodes, and less classification stages, when submitted to the detector proposed in
this paper. Besides, the range of rotation angles used by the proposed detector
are better fine-grained (±10◦) in relation to the range of Huang et al. [15](±15◦),
that allows for much higher precision when estimating rotation angle.

Huang et al.[15] did not explain why they did not evaluate their detector using
the CMU-MIT image test set without extreme rotations (Test Sets A, B, and
C). Possibly, their detector would present inferior results, because it was trained
with face images with resolution of 24×24 pixels, and it is known the mentioned
image set has many images with lower resolution.
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5 Conclusion

In this paper, a new approach for rotation invariant object detection is pro-
posed. The major feature of the proposed approach is the rotation by training,
in which sets of rotated images are presented in the classifier training stage and
the features that best describe that set of rotated images are selected for usage
as part of weak classifiers. The proposed approach demonstrates the viability of
using weak and non-invariant features in order to obtain a robust and rotation
invariant object detector. This is possible due to the fact that Haar-like features
exhibit some degree of generalisation among multiple classes that may be ex-
ploited using classifier trees as it was explained in Section 2. Two well-known
image databases were used for experimental evaluation: CMU-MIT, and FDDB.
The proposed approach was evaluated in a face detection scenario and obtained
better results than all the other published approaches evaluated on FDDB im-
age database. The proposed approach obtained higher precisions than those of
Rowley et al. [6] and Jones and Viola [28].
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