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Abstract. Dialogue Systems (DS) are intelligent user interfaces, able to provide 
intuitive and natural interaction with their users, through a variety of modalities. 
We present, here, a DS whose purpose is to ensure that patients are consistently 
and correctly performing rehabilitative exercises, in a tele-rehabilitation scena-
rio. More specifically, our DS operates in collaboration with a remote rehabili-
tation system, where users suffering from injuries, degenerative disorders and 
others, perform exercises at home under the (remote) supervision of a therapist. 
The DS interacts with the users and makes sure that they perform their pre-
scribed exercises correctly and according to the specified, by the therapist, pro-
tocol. To this end, various sensors are utilized, such as Microsoft’s Kinect, the 
Wi-Patch and others. 

1 Introduction 

To guarantee safe system access, we employ a secure log-in mechanism, which is 
being used for identification and personalization. As far as the identification is con-
cerned, the system will be able to identify a subject by their biometric data. In related 
works, subject identification is achieved by speech or image [1,2]. In this work, we 
apply techniques for audio-visual data fusion in decision level. More specifically, 
after the identification, the user must verify his / her identity by saying a unique sub-
ject id which is assigned by the system. If the subject does not exist in the database, 
then the system adds the user into the database after collecting the required data. The 
system then can retrieve the user’s profile and in this way, the session is personalized 
and adapted to this individual user, preventing injuries or harmful activities. We plan 
to evaluate our method against other proposed feature sets or similar methods, such as 
[3]. Regarding robust communication with the system, we employ state of the art 
Audio Visual Automatic Speech Recognition (AVASR) algorithms, paired with a 
Natural Language Understanding (NLU) component, responsible for making sure the 
subject’s response is on-topic and satisfactory. AVASR utilizes the visual modality in 
addition to audio, in order to accomplish accurate and robust recognition of spoken 
words. More specifically, 3-dimensional visual speech articulation information is 
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extracted from the subject’s mouth region using a Kinect sensor, and the data is fused 
with audio information. The output of the AVASR component is then fed to the NLU 
component. In case there is a misunderstanding (e.g. the user’s response is off topic), 
the system will ask for clarification (e.g. explicit / implicit confirmation, repetition). 
The NLU component is also able to identify keywords indicating pain and rank them 
accordingly. Database attributes are vital for the system adaptation and important for 
personalization of each rehabilitation session. These attributes include user demo-
graphics, physical condition, history (chronic diseases, syndromes, previous rehabili-
tation) and physiological data (heart rate, respiration rate, blood pressure). This  
information is stored into a rule based backend server, which contains an evidence-
based knowledge base on what is an appropriate rehabilitation activity for different 
demographics, clinical profiles, underlying physiological metrics and past perfor-
mance. Data are either stored a-priori into the system (i.e. demographics) or dynami-
cally acquired during the lifecycle of the system (i.e. rehabilitation history). The 
aforementioned information may be utilized for the adaptive personalization of the 
system, in an effort to maximise the benefits of the rehabilitation activities. When  
the subject completes a session, the system updates the database, storing useful in-
formation for future sessions (i.e. if a user gets easily tired, then the system should 
provide less intensive activities, or even switch to alternative exercises). To ensure 
correct execution of rehabilitative exercises and compliance with the current protocol 
(prescribed by the therapist), the DS analyzes data from Microsoft’s Kinect and Wi-
Patches (which monitor heart rate, blood pressure, and acceleration), in order to detect 
indicators of pain from facial expressions and speech as well as correct execution of 
exercises, within the prescribed acceptable boundaries. When the system detects un-
acceptable levels of pain, which may be explicitly stated by the user or inferred from 
sensor data, the exercise stops immediately and a report is issued to the therapist. 
When the system detects execution outside the prescribed boundaries (e.g. the subject 
raises their hand too high), it provides encouragement or warnings. Pain itself is not 
very informative regarding safety and compliance in exercise, so we use real-time 
monitoring of the rate of decline in exercise activity. Moreover, the DS prompts the 
subject at regular intervals, asking for comfort and pain levels, aiming to get an expli-
cit answer. Responses are translated into a numeric value (0-11), according to the 
Numeric Rating Scale (NRS-11), an 11-point scale for patient self-reporting of pain. 
Sensor measurements have the added benefit of providing a ground truth, therefore 
enhancing the system’s understanding, so for example, if the subject does not speak 
clearly, the system can infer pain levels by analyzing input from the sensors. To our 
knowledge, few related works combine audio-visual stimuli in order to extract hu-
man’s feelings and the interest in these works has focused for example in emergency 
response systems, where the user cannot signal an emergency (e.g. by pressing a but-
ton) and in emotional expression recognition. In [8] a speech recognition interface has 
been developed that triggers a connection to an assistant when the users do not have 
access to an emergency signal button or to avoid unwanted and intrusive calls. In [9], 
the authors conducted experiments that combine facial and vocal expressions in order 
to infer the users’ real emotions, through multi sensory interaction. Furthermore,  
rehabilitation systems researchers [10][11] have conducted experiments using 3D 
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avatars and virtual environments that enable users to interact with the system and give 
force feedback to the therapist by analyzing the resistive forces from the body’s 
movements and exercises [12][13][14][15]. However, these systems do not provide 
safe rehabilitation and to bridge this gap, we propose a multimodal system that en-
sures, to the extent possible, the users’ correct execution of rehabilitative exercises. 

2 Architecture 

In this section we present the architecture of our system. We describe our novel user 
log-in method, as well as the AVASR technique we applied and present in detail how 
we model the interaction between the user and the dialogue system. 

2.1 User Login and System Personalization 

As already mentioned in the introduction, ensuring safe execution of the rehabilitation 
exercises is an essential part of our system. Users are required to follow a certain 
rehabilitation schedule, based on various criteria, decided by both the therapist and 
the user. The purpose of the login mechanism is twofold: it is used for automatic user 
recognition based on audiovisual features and also for personalization of the rehabili-
tation session. As far as the user recognition is concerned, the user can login to the 
system in an automatic way, without having to perform any specific action. This can 
be very useful for users that may suffer from kinesiology-related problems, or users 
that are unable to login to the system manually. On the other hand, the user, after the 
login process, connects to the user database. This database includes information about 
each user, describing their physical condition and other useful data regarding the re-
habilitation session. During each session, the database is being updated, helping the 
system be better personalized for a user’s future session. 

 

Fig. 1. Architecture of the proposed automatic log-in mechanism 

2.2 Audio Visual User Recognition 

User identification systems are very important for many applications, where the  
system must recognize a user’s identity amongst many known users. Such systems 
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mostly use speaker and face identification technologies, the most common being bio-
metric identification. In this work, we implement an audiovisual user recognizer, 
combining speaker identification (or speaker recognition) and face recognition tech-
niques. Speaker identification consists of recognizing a user based on the speech fea-
tures of each user. It requires a prior enrollment phase, where the speech signal is 
processed extracting features to train an explicit model for each user.   Our system is 
a text- independent speaker recognition system that starts with an audio feature ex-
traction module; for each speech signal, we extract the Mel Frequency Cepstral Coef-
ficients (MFCC), which are being used extensively in such applications and have also 
been used for text- independent speaker recognition systems.  During our evaluation, 
we plan to compare a variety of classification methods, such as Euclidean distance, 
Nearest Neighbor and Gaussian Mixture Models (GMM). Face recognition is the 
procedure of identifying a person from a digital image. It has many applications on 
security systems and is another part of the biometric identification systems. It is based 
on comparing the user’s facial features to a database of stored features and selecting 
the face that matches better, with respect to explicit facial features. A well-known 
facial feature extraction method is the Local Binary Patterns (LBP) method, a texture 
operator that is reliable and computationally efficient.  Shortly, it labels the pixels of 
an image by thresholding the neighborhood of each pixel and considers the result as a 
binary number.  LBP is widely used in face recognition systems, due to its simplicity 
and reliability, as well as robustness to illumination variations. After the facial feature 
extraction, we use specific classifiers (Euclidean Distance and Nearest Neighbor) to 
identify a test face image. In order to implement the audiovisual user recognition 
system, we perform data fusion at the decision level. To train the classifier, we create 
an audiovisual feature vector, unique for each user. Each vector consists of a unique 
user ID (UID), the LBP facial features and the MFCC speech features. We apply all 
the classification methods we referred to, and we classify each new entry (set of audi-
ovisual features) to a UID. For the specific UID, we can retrieve all the useful infor-
mation for each user. The user is thus automatically logged in the system and ready to 
perform any required exercises.  After the session, the user database can be updated 
for a future session. In this way, we achieve both user identification and system per-
sonalization.   

2.3 Audio Visual Automatic Speech Recognition 

The AVSR module that is integrated to the system is used to communicate with the 
user via recognition of speech. This module is based on prior work [4] and utilizes 
three distinct modalities captured by the Kinect, namely the audio signal of the speak-
er's voice and both color video and depth information from the mouth region of 
speaker's face. This approach ensures higher reliability for the system, since each 
stream captures correlated information from a different source, which can comple-
ment each other as well as account for different speech disorders expressed either in 
the vocal tract or the lip muscles. An important aspect of the effort is related to ex-
tracting speech informative features from the visual and depth streams. For this pur-
pose, we employ appearance based features, obtained from the 2-D Discrete Cosine 
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Transform (DCT) of the mouth region-of-interest. A straightforward feature selection 
method of the resulting DCT coefficients is the use of feature energy and position as a 
measure of information content. The aforementioned approach is also applied to the 
depth data, after appropriate mapping of the tracked mouth region-of-interest from the 
traditional video data to the depth data stream. The features extracted from the audio 
stream are the well-known MFCCs.  The statistical modeling is carried out by means 
of HMMs and the implementation is based on a modified version of HTK.  

3 Dialogue System 

Dialogue Systems (DS) are able to interact with their users in a natural manner, typi-
cally using spoken natural language input and output. Figure 2 shows the overview of 
our architecture, including the DS, where the user's input is processed and analysed, 
then forwarded to the Dialogue Manager (DM), which is the decision making compo-
nent of the DS and decides how to respond to the user. This response is then for-
warded to the appropriate modules, such as Natural Language Generation or Text to 
Speech. 

 

Fig. 2. The architecture of our proposed safe tele-rehabilitation system 

To model the dialogue problem, we follow the Information State Update (ISU) pa-
radigm [5]. According to this model, there is a current system state, called the dialo-
gue state, typically represented as a vector that contains information of interest (such 
as user name, medical history, etc.). The dialogue state is updated according to a set 
of rules that are triggered during the interaction. In order to achieve adaptation to 
various user types and circumstances, we apply Machine Learning methods and spe-
cifically Reinforcement Learning (RL). Before applying such techniques, we need to 
define the dialogue problem as an optimization problem. We therefore use a Markov 
Decision Process (MDP) to model the interaction, which is defined as a tuple 
{S,A,T,R,π}, where S is the (dialogue) state space, A is the available actions the sys-
tem can take, T is a transition probability matrix SxA→S, R:SxA→Re is a reward 
function, π is a (dialogue) policy and is defined as a mapping between state-action 
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pairs and probabilities, π: SxA→[0,1]. RL techniques, such as SARSA [6] or Natural 
Actor Critic (NAC) [7] are able to find, in an online fashion, an optimal policy π*, i.e. 
a policy that yields maximum rewards. RL algorithms typically suffer from the curse 
of dimensionality and in an attempt to alleviate this problem, DS usually operate in 
feature space φ. Dialogue states are then mapped into this feature space and the Re-
ward function as well as the dialogue policy are defined in φxA. Our system receives 
continuous feedback from both the user and the sensors (Kinect, Wi-patch). More 
specifically, we process input from these sensors to extract features that can be used 
by the dialogue system to determine the best possible action at each moment. These 
features are concatenated to a feature vector that determines the next dialogue state, as 
shown in Table 1. An algorithm that uses metrics to decide if each exercise is per-
formed correctly by the user is also employed by the DS. Based on the user actions 
and the current dialogue state, the RL algorithm determines the next system action. 

 
Table 1. class A: the user can perform all exercises based on clinical data, class B: the user can 
perform most of exercises, class C: the user can perform certain exercises, class 1: normal 
blood pressure, class 2: warning, class 3: high blood pressure 

Dialogue State Feature Representation 
Clinical Data 00, 01, 10 (Class A,B,C) 

Pain Detection 0, 1 (No pain, Pain) 
WI-Patch 00,01,10 (Class 1,2,3) 

User input (AVASR) 00001 – 01011 (NSR11) 
Proper exercise execution 0,1 (Wrong, Correct) 

Discourse history User Acts 
User Profile  

 
There are two categories of actions in our architecture, System Actions ΑS and Us-

er Actions ΑU. At each turn, the user’s action is inferred by mapping the input (e.g. 
speech, facial expression) into one of the available ΑU. ΑS are selected by the system 
with the goal of making the user perform the prescribed exercises correctly, while 
simultaneously maximizing the effort of the exercise performance and the user’s 
commitment. For example, if the user feels tired, the system will not move to an easi-
er exercise at the first time, but will try to encourage the user continue the exercise. If 
the user is not able to do the specific exercise, the system moves on an easier exercise. 
ΑU allow the users to personalize their session, based on their needs and physical 
condition. They are always able to provide the system with information about their 
pain level, the exercise difficulty, or even stop the current exercise. Moreover, using 
our novel AVASR system, the users are able to interact reliably with the system in 
spoken natural language. Table 2 shows the available ΑS and ΑU. 

We define the reward function as follows: 
 

R(φ(s),a) = 100, upon successful completion of exercise 
R(φ(s),a) = -100 upon unsuccessful completion of exercise 
R(φ(s),a) = -1, otherwise (dialogue turn penalty) 
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Table 2. Available System and User Actions 

System Actions User Actions 
GREET_USER LOGIN 
REQUEST_LOGIN GREET 
EASIER_EXERCISE 
 

REQUEST_STOP 

HARDER_EXERCISE PROVIDE_PAIN_LEVEL 
NEXT_EXERCISE REQ_NEXT_EXERCISE  
STOP_EXERCISE REQ_INSTRUCTIONS  
ENCOURAGE_USER  
PROVIDE_INSTRUCTIONS  

4 Clinical Data 

Clinical attributes stored into the database are vital for the system adaptation and the 
personalization of each rehabilitation session. The required information is stored by 
the therapist who uses a backend server and addresses critical aspects of the rehabili-
tation therapy process. This information falls into two different categories: (i) the user 
related and (ii) the exercise related attributes. Important user related information in-
cludes the demographics, profile information (height, weight) medications, user histo-
ry and chronic conditions. Exercise related information includes the specification of 
appropriate exercises, their duration and frequency, the performance during previous 
rehabilitation sessions and physiological data (heart rate, respiration rate, blood  
pressure) during performance. 

These data will be sent to an expert system, which is a rule based backend suggest-
ing appropriate exercises based on the input from the database. We are here describing 
an evidence based knowledge base on what is an appropriate rehabilitation activity for 
different demographics, clinical profiles, underlying physiological metrics and past 
performance. By using a priori information stored into the system (i.e. rehabilitation 
history), automated reasoning will provide recommendations about the appropriate 
exercises. This recommendation is then stored into our database and the therapist is 
given the opportunity to fine-tune the prescription, in favor of his/her patient.  

The aforementioned information system (database and expert knowledge base) 
may be utilized for the adaptive personalization of the system, in an effort to max-
imise the benefits of the rehabilitation activities. When the subject completes a ses-
sion, the system updates the database. New information for future sessions (i.e. if a 
patient gets easily tired, then the system should provide less intensive activities, or 
even switch to alternative exercises) will then be taken into consideration when a new 
session starts.  

In order to assess the level of exercise, out of the three levels we propose, we have 
to be certain that the clinical input itself is enough for such a decision. For example, a 
patient with diabetes mellitus may or may not be able to undergo a level 1 exercise, 
and this is something to be decided based on the severity of his condition. There are 
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though specific conditions which restrict the patient from performing intensive exer-
cises, most typical one being the ischemic disease. Based on this, we can use the fol-
lowing input as an assessment for exercise level variability: 

• Patient is older than 65 years 
• Patient suffers from 
─ Specific cardiovascular diseases (ie congestive heart disease) 
─ Specific chronic diseases, i.e. in asthma, activities that involve long periods of 

exertion, such as soccer, distance running, may be less well tolerated. Another 
example is arthritis, and can cause great pain in the hips, knees and wrists. Mo-
bility and physical exercise can be impossible or intensely painful for those 
people 

─ Other conditions like inguinal which has not been operated 
─ Auto-immune diseases: some of these diseases can affect balance, movement 

and coordination, affecting the sufferer's ability to move about and exercise 
freely 

─ Pregnancy 
• Users with a high body mass index may be classed as morbidly obese. Moving 

around with so much excessive weight on the body can cause exhaustion and 
breathlessness, because of the workload on the heart. 

Based on the above information, here are four scenarios for the assessment of poten-
tial patients: 
 
Case 1. A 35 year old man with no prior diseases has recently been diagnosed with 

rheumatoid arthritis and the pain levels are well controlled: the system may sug-
gest level 2 (medium) or level 3 (intense) exercises, based upon other data, like 
exercise history, which is collected and stored into the system. 
 

Case 2. A 67 year old man who is healthy and has no clinical conditions may under-
go level 2 exercises 
 

Case 3. A 40 year old woman in the 20th week of her pregnancy would only be al-
lowed to undergo very light exercising (level 1) 

 
Case 4. A 60 year old, obese male (BMI = 33) who has been diagnosed with ischem-

ic heart disease will undergo light to medium exercise (level 1 or 2), also based 
upon other data, like exercise history, which is collected and stored into the sys-
tem. 

5 Evaluation Plans and Concluding Remarks 

In order to train the adaptive DM, we plan to first conduct Wizard of Oz (WoZ) expe-
riments with human users. In such a setting, there is an initial version of the  
system (where only the interface is implemented) and the DS is controlled by a  
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human operator. The human users are unaware of this and believe they are interacting 
with an automatic system. Data will be recorded during these interactions and will be 
then used as training data for the learning algorithms. After the algorithms have been 
trained, we will conduct a second round of experiments in order to evaluate our sys-
tem with human users who are not patients as well as with trained therapists to gain 
intuition from their perspective. In this work, we have proposed an initial prototype of 
a tele-rehabilitation platform, able to interact in spoken natural language with users 
and ensure safe execution of the exercises. In the future we plan to evaluate our sys-
tem with patients in need for rehabilitation using televisions as the primary interface, 
as well as the necessary sensors, all of which are inexpensive. 
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