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Abstract. With emergence and adoption of cloud computing, cloud has become 
an effective collaboration platform for integrating various software tools to de-
liver as services. In this paper, we present a cloud-based image processing tool-
box by integrating Galaxy, Hadoop and our proprietary image processing tools. 
This toolbox allows users to easily design and execute complex image 
processing tasks by sharing various advanced image processing tools and scala-
ble cloud computation capacity. The paper provides the integration architecture 
and technical details about the whole system. In particular, we present our in-
vestigations to use Hadoop to handle massive image processing jobs in the sys-
tem. A number of real image processing examples are used to demonstrate the 
usefulness and scalability of this class of data-intensive applications.   

Keywords: Galaxy, Hadoop, Image Processing, Workflow, Scalability,  
Data-Intensive Computation. 

1 Introduction 

The concept of cloud computing has been widely adopted by both industry and re-
search community. As a result, a number of cloud providers came up to provide vari-
ous computing resources in business model of infrastructure as a service (IaaS), such 
as Amazon S3 for storage service [1] and EC² for processing service [2]. Furthermore, 
various software systems are developed and deployed onto to these public/private 
cloud infrastructures in form of platform as a service (PaaS), e.g., Window Azure [3] 
and Microsoft’s Google App Engine [4], or software as a service (SaaS), e.g., Sale-
force’s cloud-based CRM/ERP [5] and Apple’s iCloud [6].  

Due to its scalable computing resources, low total ownership of cost (TOC), and 
pay-as-go flexible cost model, Cloud has become an attract platform to start up busi-
ness and support research. For example, Dropbox founded in 2008 provides file  
storage and sharing services by using cloud storage infrastructures [7]. Boxee, an 
Israel-based start-up company, developed both software and hardware to allow users 
to view, rate, recommend, and upload/download living media contends to/from clouds 
[8]. On the other hand, research communities are leveraging clouds to facilitate vari-
ous researches, ranging from genome bank [9] to big data analysis [10].  
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One trend within research communities is to establish a virtual environment, called 
virtual laboratory (VL), by integrating and deploying various advanced proprietary 
tools onto clouds [13]. This powerful concept allows researchers distributed in differ-
ent institutes to share and reuse these mature and advanced scientific tools to conduct 
big and complicated research tasks, which used to be impossible in the past. However, 
it is not an easy to build a VL. Facilitating a VL for a specific research community 
needs a good understand to the domain and the real requirements from the communi-
ty. It also requires a well system design and implementation to provide a generic plat-
form for unifying and integrating the heterogeneous tools that may be developed in 
different languages and have different requirements for the underlying operation sys-
tems and 3rd part software. In addition, scalability is another challenge as the loads 
(the number of current users and/or data to be processed) increase. 

In this paper, we present a cloud-based image process toolbox as one of key facili-
ties of Australian National Cloud Virtual Laboratory. The current implementation of 
this toolbox integrates three advanced image processing tools developed by CSIRO, 
which allows researchers to conduct complicated image processing analysis anytime 
and anywhere. This paper introduces the system design and implementation of the 
toolbox, including how to unify and integrate the image processing tools. Real science 
images are used to demonstrate the features and usefulness of the cloud-based toolkit. 
We also present our study of scaling the toolbox capability for processing massive big 
images using Hadoop in cloud. 

2 System Design and Implementation  

2.1 Key Requirements 

The aim of this work is to build a collaborative platform/toolbox for research com-
munities to share and reuse the advanced image processing algorithms and tools, 
which otherwise are distributed alone in different organizations. Such an image 
processing toolbox should meet the following key requirements: 

• Web-scope sharing: Since the potential users can be very dynamic in terms of 
organizations and domains, it would be proper to support browsers-based user in-
terface (UI) so that the services provided by the toolbox can be widely accessed via 
Web. 

• Workflow enabling: Usually, each algorithm/tool is designed for a specific 
processing/analysis. As a result, there is a need for constructing workflows by 
composing multiple tools together for a complicated image processing analysis. 
The composed workflow can be packaged and published as a new tool for further 
reuse and composition. 

• Capability scaling: Due to the dynamic nature of this platform (dynamic load) and 
image processing (dynamic image sizes and amounts), it requires the system 
should have a scalable mechanism to handling potential large amount of concurrent 
users and very big data in terms of image sizes and amounts.   
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2.2 System Architecture 

Based on the above requirements, we designed and implemented a cloud-based image 
processing toolbox system to integrate various advanced image processing tools, 
whose overall software architecture is shown in Fig. 1. 
 

 

Fig. 1. Software Architecture of CSIRO Image Toolbox 

As seen in the above software architecture, the toolbox system consists of two 
tiers: (1) Galaxy-based front-end; and (2) A set of image processing tools integrated 
with Galaxy as back-end. 

Galaxy [11] is an open source web-based platform for integrating scientific tools to 
support research. It started up from bi-informatics domain, but has been widely 
adopted by many research communities. The key reasons for us to adopt Galaxy are: 
(a) it supports web browser user interface that makes our toolbox reachable by a large 
range of research communities; (b) it supports workflows, which enables our users 
(researchers) to conduct big and complex image processing analysis by composing 
these shared tools in form of workflow; (c) it is widely supported by a range of cloud 
infrastructures, such as Amazon EC²; and (d) it provides a simple and clean solution 
to integrating 3rd-party tools onto the web platform. Galaxy and its technical details 
are available at [14].  

2.3  Image Processing Tools as Services 

The purpose of this work is to deliver various image processing tools as services to 
research communities. Through the Galaxy web portal, the following three advanced 
image processing tools have been integrated into the collaboration platform: 

• HCA-Vision (High Content Analysis) is software developed for automatically 
identify the cell features in microscopy images. The technology can be used to 
detect and locate proteomics, neurobiology and microbiology in cells, which al-
lows researchers to accurately measure cell changes and improve their understand-
ing of biological systems and processes [15].  
 

• X-TRACT implements a large number of conventional and advanced algorithms for 
2D and 3D X-ray image analysis and simulation. It provides tools for reconstruction 
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and simulation of X-ray phase-contrast CT, including phase retrieval, parallel filtered 
back projection (FBP), cone beam Feldkamp Davis Kress (FDK) algorithms etc. [16].  

• MILXView is a 3D medical imaging analysis and visualization platform for clini-
cal applications. MILXView includes standard imaging functions, such as window-
ing, histogram inspection, panning, slicing, zooming, metadata inspection etc, as 
well as a large number of analysis functions and complex image processing pipe-
lines. This tool allows rapid and accurate interpretations of 2D & 3D medical im-
ages [17]. 

2.4 Tools Integration 

Galaxy provides a unify way to integrate new tools via a configuration file in xml, i.e. 
the tool_config.xml as shown in Fig. 2. In this configuration file provides a list of file 
names that refers to the actual configuration files (also in xml) for each tool, e.g., 
HCA.xml for the HCA-Vision tool. A tool configuration file specifies all information 
required for the tool, including inputs, output and the scripts/commands to execute  
the tool, e.g., HCA.py – a python script to call one or more HCA-Vision functions 
according to the input at runtime. Fig. 2 illustrates the skeleton of the two configura-
tion files and their relationship with the executable scripts. 

 

Fig. 2. How to integrate tools to Galaxy 

With the above configurations, the three image processing tools become visible 
and ready to be used via Galaxy web application as shown in Fig. 3. 
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2.5 Compose Functionalities to Form a Workflow 

Galaxy has a built-in support for scientific workflows. It simply records each step as a 
user is conducting analysis using the integrated tools by selecting a function from the 
left-hand tools menu, specifying the inputs and the output for the function invocation 
and executing the function on the left-hand menu. For example, to identify and mark 
nuclear of cells in a microscopy image, we need the following three steps:  

1. Select ‘get data’ from the tools menu to upload an image to the toolbox as shown 
in Fig. 3 (a) 

2. Select ‘detect nuclear’ from the functions of Cellular Imaging, specify its inputs, 
and execute the function. The output image of the processing is obtained as shown 
in Fig. 3 (b) 

3. Select ‘detect nuclear’ from the functions of Cellular Imaging, specify the out-
comes of Step 1 and Sept 2 as its inputs and execute. The output image of the 
processing is displayed as shown in Fig. 3 (c) 

(a) Step 1 (b) Step 2 

(c) Step 4 (d) Workflow extracted from the above 
history  

Fig. 3. The user interface of the image processing toolbox 
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Fig. 4. Internal representation of a galaxy workflow 

The collection of the recorded steps (also called history) for a particular data analy-
sis task constructs a chain of operations, which can be extracted to form a workflow 
as shown in Fig. 3 (d). The workflow can be edited using Galaxy graphic user inter-
face (GUI) within a browser. Galaxy use JSON as its workflow internal representation 
(IR) as shown in Fig. 4, which can be exported and imported across Galaxy platforms. 

3 Scale Out Galaxy Using Hadoop 

3.1 Requirements for Scalability 

The above Galaxy-based image processing toolbox has been deployed onto a single 
virtual machine of our private cloud for internal testing. However, as deploying onto a 
public cloud for a large amount of users from different domains, there will be re-
quirements for scalability of the system. The scalability requirements can come from 
the following sources: 

R1. A large number of concurrent users: The image processing toolbox is supposed 
to be deployed onto a public cloud and shared among a wide range of research 
communities, such as medical, biologics, and bioinformatics. Potentially, there 
can be a large number of users to access and use the system at the same time, 
which requires the system is able to scale its capability to handle the increasing 
number of concurrent users.  
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R2. Computation-intensive image processing: Some applications need to conduct 
complicated processing on very large images, such as Synthetic-Aperture Ra-
dar (SAR) images [18]. This kind of image processing usually takes a lot of 
CPU cycles and a long execution time. In this case, the image should be parti-
tioned into a set of small images that can be processed on multiple cloud Vir-
tual Machines (VMs) in parallel.  

R3. Data-intensive image processing: Some users may apply a specific identical 
processing function on a large number of images, e.g. microscope images and 
CT images. In this case, the system needs a solution to hosting and processing 
the large amount of images efficiently. 

3.2 Using Hadoop for Data-Intensive Image Process 

Scalability is a classic problem of software systems and has been well studied in lite-
rature [19]. Different scalability requirements need different technical solutions. For 
example, while R1 can be addressed by scaling out Galaxy with CloudMan [20], 
MPI-style parallel technology can be used for computation-intensive image 
processing (R2) [21]. In this paper, we address R3 by exploring and evaluating using 
Hadoop for data-intensive image processing, because of its elegant architecture and 
capability of hosting and processing big data in parallel [22]. Fig. 5 shows the basic 
software architecture of the Hadoop-based scale-out solution. 

 

 

Fig. 5. Using Hadoop for parallel image process 

3.3 Feed Hadoop with a Large Amount of Images 

Hadoop was originally developed for text-based data processing. As a result, the 
whole design and implementation are based on the abstraction of a set of pairs of 
<key, value> computed and exchanged between map and reduce processes, where the 
key and value usually refer to a text string and its unique attributes. It is straightfor-
ward for people to adopt Hadoop software-harnesses and examples for text-mining 
based data mining applications. However, in our case, our inputs are a large amount 
of images.  
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There are a few technologies and research work on feeding Hadoop with images 
(binary data), such as Hadoop Sequence File (HSF) [23], Apache Avro [24] and HIPI 
(Hadoop Image Processing Interface) [25]. While the above three technologies are 
slightly different in their functionalities and features, they share the same design prin-
cipal, i.e. compress and package multiple images into a big file to feed Hadoop. As a 
result, they all need to pack the big files in advance. The corresponding data  
reader/writer also needs to be provided to Hardoop for accessing to the specific  
formatted file. 

 

 

Fig. 6. Feed Hadoop with a list of image HDFS references 

In this paper, we propose another way to feed Hadoop with a large amount of im-
ages as shown in Fig. 6. Instead of feeding Hadoop with data contents directly, we 
can simply feed Hadoop a file, where lists all files’ URI as v of <k, v>. Each mapper 
uses the assigned <k, v> to load the corresponding data contents (e.g. images) from 
the source that each URI refers. In this way, we introduce an abstract layer between 
Hadoop and its input data. This allows us to feed Hadoop with different data sources, 
rather than the files from HDFS only. A simple comparison between the two solutions 
is summarized in Table 1. 

Table 1. Big File vs. URI Reference 

 Pros. Cons. 
Big File: 
-SF,  
-AVRO 
-HIPI  

 

• Directly feed with data 
contents as <k,v> pair 

• Can benefit from Hadoop 
data-location-based sche-
dule 

• Need pack before 
processing 

• Tightly tired with 
HDFS 

URI Ref-
erence 

• Indirectly feed the data 
with uri references 

• Add another lay between 
Hadoop and data 

• Flexible to feed Hadoop 
with data from different 
sources 

• Need coding in map 
to get data from the 
data sources 

• Cannot benefit from 
Hadoop data-
location-based 
schedule 
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3.4 Integrate Hadoop with Non-Java Software 

Almost of all Hadoop was implemented in java, except for some underlying native 
components for performance purpose. As a result, it is nature and straightforward to 
develop map/reduce in java and integrate with Hadoop. However, there are many 
scientific software (such as our image processing tools) were implemented in C/C++, 
and even FORTRAN. Therefore, integrating Hadoop with the non-java software is a 
important software reuse requirement for using Hadoop to preserve the previous soft-
ware investments. 

Basically, there are three ways to integrate non-java software with Hadoop: (a) 
Hadoop Pipes; (b) Hadoop Stream; and (c) JNI (Java Native Interface). While Hadoop 
pipes uses sockets for communication between Hadoop and non-java map/reduce 
processes, Hadoop Stream uses standard I/O [22]. As a result, neither of the two tech-
nologies is suitable for binary images, due to performance and binary encoding con-
siderations. In our image toolbox system, we use JNI to integrate Hadoop with these 
non-java image processing tools (libraries). We report our preliminary performance 
testing results in next section.  

4 Performance Evaluation 

4.1 Performance Testing Environment  

We conducted a set of tests to evaluate the performance of the software architecture 
and the corresponding technologies that we adopted for the imaging process toolbox. 
The testing environment is specified in Table 2. 

Table 2. Testing environment specification  

 Hardware/VM Software 
Cloud 
Server 

• 1 VCPU (Small) 
• 2GB RAM 
• 10GB Disk 

• Ubuntu 12.0.4 64bit 
• Galaxy v2.5  
• Hadoop 1.1.2 
• Oracle JDK 7.0.25 

Client • Dell Latitude Laptop 
• Intel 2.6GHz CPU  
• 4GB RAM 
• 232GB Disk 

• Window 7 SP1 32bit 
• Firefox 23.0.1 
• GridFTP 5.0 
• WinSCP 5.1.0 

4.2 Performance of Uploading Images to Cloud 

The 1st step of using our toolbox to process images is to upload these images onto the 
cloud where the Galaxy and Hadoop are deployed. When Galaxy provides browser-
based GUI for data uploading, Galaxy suggests using the 3rd-party tools to upload a 
large amount of data. We tested using ftp and SCP to upload 1MB~1GB data from 
my laptop to our private cloud. The test results are shown in Fig. 7. 
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Fig. 7. Performance of uploading images to cloud 

As shown in Fig. 7, both FTP and SCP are capable of transferring considerable big 
(1GB) data over the WAN within a reasonable time (25~30 minutes). Note that our 
tests are based on the default settings of FTP and SCP with no multiple port configu-
ration and performance tuning. 

4.3 Performance of Packing Images for Hadoop 

To feed Hadoop with multiple images, we need to pack the images into a sequence 
file using Hadoop I/O APIs. In our tests, we pack 67 CT images for breast cancer 
study, whose sizes are between 5~10MB. A few examples of these images are pro-
vided as follows: 

 
 
 
…

… 

 
   

 

Fig. 8. Performance of packing images for Hadoop 
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Fig. 8 shows the testing results of packing the 67 CT images on a single VM as 
specified in Table 2. As we can see from the above results, it takes about 12 seconds 
to pack 67 images (~415MB) on the testing platform, i.e. 174 ms for each (image) file 
on average. The performance can be further improved by applying MapReduce to 
generate sequence files in parallel for even more and/or bigger images.   

4.4 Performance of Processing Images with Hadoop 

We use the above sequence file as input to test the scalability of processing the im-
ages with Hadoop. Each image is filtered with multiple Gaussian-based filters at dif-
ferent scales. Then the histograms are computed in each filtered image over the breast 
area. The output image is constructed as a matrix of histogram images: columns 
represent filters. We conducted the above image processing with Hadoop using 1, 2 
and 4 VM, respectively. The performance results are shown in Fig. 9. As we can see, 
Hadoop scales well for processing multiple images in parallel as increasing numbers 
of VMs.  

 
(a) Run Time (a) Speedup 

Fig. 9. Performance of parallel images processing with Hadoop 

5 Related Work 

Galaxy, as an open collaborative platform, has been widely used in the genomics 
community. For examples, Ravi K. Madduri et al. used Galaxy for building an ad-
vanced sequencing analysis service [26]. Bo Liu et al. developed and deployed a high 
performance scientific workflow platform in cloud by extending Galaxy with  
Globus [27].  The work presented in this paper extends the application domain of 
Galaxy to image processing by leveraging its web-based UI and simple tool integra-
tion architecture. We also enhance Galaxy by adding new common functionalities and 
operations, such as upload and manage multiple images (files), which we will publish 
in another paper. 

Hadoop is a promising technology for distributed data storage (HDFS) and parallel 
data processing (Map/Reduce) [22], and have been widely used for data-intensive 
processing and analysis, such as page ranking [28], network traffic analysis [29] and 
senior data management [30]. In fact, our work is strongly related to [31], i.e. both 
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aims to enhance the scalability of (Galaxy vs. Kapler) workflow platforms. However, 
our approach is different from each other.  While they tightly integrate Kapler with 
Hadoop at code level, our enhancement is loosely coupling. As a result, Hadoop is 
transparent from Galaxy each other in our architecture, which provides more flexibili-
ty to plug-in and other parallel solutions. 

6 Conclusion 

In this paper, we present a cloud-based collaborative and scalable image processing 
toolbox. Our toolbox offers an open and web-wide collaboration platform for image 
processing by leveraging the user friendly interfaces and simple integration software 
architecture of Galaxy. We also explored technologies and software architecture study 
of using Hadoop for data-intensive image processing. We evaluated the performance 
of technologies and operations for applying Hadoop for processing real CT images on 
real cloud environment. Our testing results show that Hadoop is a feasible and scala-
ble solution to processing a large amount of images in cloud. We plan to extend this 
work by exploring and evaluating more Hadoop applications with more VMs and 
bigger (images) data.  
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