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Abstract. This paper focuses on the scalability problem in cloud-based
systems when changing the computing requirements, this is, when there
is a high degree of requesting service variability in cloud-computing en-
vironments. We study a specific scenario for web-based application de-
ployed in a cloud system, where the number of requests can change with
time. This paper deals with guaranteeing the SLA (Service-Level Agree-
ment) in scalable clouds with web-based load variability.

We present an architecture able to balance the load (mainly web-
browser applications) between different computing virtual machines. This
is accomplished by monitoring the system in order to determine when
to create or terminate virtual machines. A novel scheduling policy to
manage the requested cloud services based on the presented architecture
is also proposed.

The good results obtained by implementing the proposed architecture
in a real cloud framework prove the applicability of our proposal for
guaranteeing SLA.

1 Introduction

Cloud computing offers a wide range of benefits by moving the computing infras-
tructure to the Internet, reducing the costs for the maintenance and management
of hardware and software resources [2]. In cloud computing, hardware and soft-
ware services are more efficiently handled than in other High-Performance Com-
puting (HPC) infrastructure, as they can be added and released dynamically [4].
In our case, Virtual Machines (VM) will be the basic computing infrastructures
to be managed. Cloud computing has gained worldwide attention from many
researchers, but only a few have addressed the performance problem [6].

A Service-Level Agreement (SLA) is an agreement between a service provider
and a consumer, where the provider agrees to deliver a service to the consumer
under specific terms, such as time or performance. In order to comply with the
SLA, the service provider must closely monitor the QoS (Quality of Service)
through such parameters as throughput or response time [1]. In this scenario,
the SLA contract usually states that the consumer only pays for the resources
and services used according to negotiated QoS requirements at a given price [3].
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To study and determine SLA-related issues is a big challenge mainly due to
the complex nature of cloud computing and especially to its high variability [8].
We do not focus on SLA cloud interface, specification or similar issues, such as
the SLAng project, a language for specifying Service-Level Agreements within
the ASP language [16].

We focus our research on designing a cloud-computing framework providing
QoS and high performance for a given SLA and number of HPC users. We have
based this on the response time as the QoS performance metric. Response time
is defined as the time spent by a request to be processed and a response to
be sent back to the client. Job response time is perhaps the most important
QoS metric in a cloud-computing context [3]. For this reason, it is also the QoS
parameter chosen in this work. This paper also deals with problems of variability
[8] and reliability [12], leaving aside such other cloud-computing issues as security
capabilities [9], cloud availability [10] and power-aware energy consumption [11].

As stated in [5], most current cloud-computing infrastructures consist of ser-
vices that are offered and delivered through a service center that can be accessed
from a web browser anywhere in the world. Thus, the cloud has a single access
point, accessed through a web browser. In addition, for the same reason, we also
consider that the main workload, the applications being executed in the cloud,
will be of the web-browser kind. As was pointed out in [7], user requests are
sent by users and redirected by the scheduler to the web servers (located at the
virtual machines) running a service application, which has an associated SLA.

The main contribution of this paper consists of a cloud-based architecture
capable of monitoring and managing cloud-computing resources, i.e. virtual ma-
chines (VMs). In other words, it takes into account the variability of cloud sys-
tems. In this model, the main component of this architecture is the scheduler
(acting as a load balancer), which will initialize or terminate VMs depending on
the current state of the system in order to comply with the SLA. We based this
on Ming [15], who presented a programming mechanism to automatically scale
computing resources on a cloud-based system based on workload information
and performance desire. It was based on the load activity by starting and shut-
ting down VM instances. The mechanism enables cloud applications to finish
submitted jobs within the deadline by controlling the amount of instances, and
reduces user costs by choosing appropriate instance types. As web-browser ap-
plications require a high response time performance, we have replaced a deadline
on the response time as the QoS metric.

We also apply and modify the ideas presented in [13,14], but applied to cloud
computing managing mainly web-browsing applications. In [13], a mechanism
for managing SLAs in a cloud computing environment using the Web Service
Level Agree- ment (WSLA) framework was proposed. In [14], Buyya presented
the main challenges and architectural elements of SLA-oriented resource man-
agement.

The proposed architecture was implemented using OpenStack1, which is an
open-source software that provides facilities for dynamically managing VMs.

1 http://www.openstack.org OpenStak. http://www.openstack.org

http://www.openstack.org
http://www.openstack.org
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This adds additional value to the paper because the tests were performed on a
real platform.

The remainder of the paper is organized as follows. In Section 2 the archi-
tecture and implementation of our cloud proposal are presented. Section 3 is
focused in the main component, the scheduler. The experimentation showing
the good behavior of our cloud framework is presented in Section 4, where rep-
resentative workloads are tested and analyzed. Finally, Section 5 outlines the
main conclusions and possible research lines to explore in the near future.

2 Architecture and Implementation

The proposed architecture is schematically presented in Figure 1. It has been
designed to provide a certain degree of scalability and variability-aware and
reliability. Therefore, the architecture is divided between different physical sites,
which will host the different components of the system. In our case, it is composed
of two different sites: Site 1 and Site 2. Both sites are mode up of a single
physical machine. OpenStack is deployed on top of Site 1 and Site 2. Site 2 adds
redundancy, hence increasing the fault tolerance and reliability of the system and
to provide scalability. Note that additional sites could be added without major
changes to the underlying architecture.

Site 1 hosts the VM where the Load Balancer or simply the Scheduler is
located. The Scheduler acts as the entry point to the system. The Scheduler was
implemented using the Apache HTTP Server v2.2 2 with the mod proxy balancer
module. The mod proxy balancer is governed by the scheduling policy presented
in the next section (Section 3).

As we designed the cloud to operate as a web server, users will access the
system using a web browser. Thus, web-based applications are executed inside
and are deployed over the cloud computing components. That being said, HTTP
requests from different users enter the system through the Scheduler VM, which
decides which Computing VM (or simply VM ) the request will be sent to. Once
a VM has been selected, the request is forwarded to it. The VMs are deployed
on top of the Apache Tomcat web server.

The communication between the Scheduler and the computing VM nodes
follows a master-worker paradigm. All computing VMs are configured with the
AJP3 protocol enabled, which is used by the scheduler to communicate with the
VMs. The AJP protocol enables inbound requests from a web server like Apache
HTTP server to be proxied to an application server like Apache Tomcat. It also
allows the web server to perform a basic monitoring of the applications being
executed in the cloud to determine their status and to know if the applications
are operative or not.

2 http://httpd.apache.org Apache HTTP Server. http://httpd.apache.org
3 http://tomcat.apache.org/connectors-doc/ajp/ajpv13a.html

AJP. Apache Tomcat Connector - Apache JServ Protocol

http://httpd.apache.org
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Fig. 1. System architecture

Each computing instance is created from a unique snapshot instance. A snap-
shot is an image created from a running VM. In OpenStack, a new snapshot can
be created using the following command:

$ nova image-create <uuid> <snapshot\_name>,

where nova is a client of the OpenStack Nova API 4, image-create is a command
to create a new image by taking a snapshot of a running server, uuid is the unique
universal identifier of the VM running and snapshot name is the name assigned
to the newly created snapshot. Once this process is complete, the snapshot is
available for booting into a new VM instance.

The use of snapshots allows the VMs to be updated to newer versions of web
application very easily. Therefore, future upgrading processes or configuration
changes can be easily done and extended to the whole system without having to
update each node manually. This way, required changes can be done in a single
VM and then a snapshot of it created to be used to instantiate in other location.

Although this work is not focused on data-intensive architectures, the database
has been implemented using MySQL Cluster v7.3 5, a widely used open-source

4 http://api.openstack.org OpenStack Nova API. http://api.openstack.org
5 http://dev.mysql.com/downloads/cluster/ MySQL Cluster v7.3.
http://dev.mysql.com/downloads/cluster/
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SQL database. By doing so, we achieve a higher degree of robustness and avail-
ability in the cloud framework. The MySQL Cluster is distributed between the
two sites, and can be implemented with the desired number of VMs in each
site. Having multiple computing and data VMs ensures a higher degree of load
scalability and reliability.

3 SLA-Aware Scheduling

First of all, we present the scheduling policy, named Pending Request Policy
(PRP). This policy assigns an incoming request to the VM with the lowest
number of active requests at that moment. Therefore, when a new request arrives,
it is assigned to the VM that is currently processing the fewest requests. This
policy performs very accurate balancing among the VMs when all requests have a
similar difficulty to be served. When some requests could need a lot of computing
resources and others may not, this policy would not be a good option. However,
web-based requests are usually evenly balanced, so it was the chosen scheduling
policy.

Next, PRP is defined formally. A normalized score is assigned to each VM.
This determines the number of requests that the scheduler will send to such a
VM. The normalized score is obtained as follows. Assuming that the scores of the
computing VMs (V Mi, where i = 1..n, n being the actual number of computing
VMs) are SVMi , the normalized score of VMi, namely NVMi , is obtained as
follows:

NV Mi =
SV Mi∑
k SV Mk

(1)

Therefore, the closer the normalized score is to one, the more requests will be
mapped to such a VM. This policy is based on the computing capacity of the
VMs, and allows us to decide which ones will process more requests.

Additional functionality is implemented through Python scripts and Open-
Stack.

Algorithm 1 describes in detail how the main script manages the creation and
termination of OpenStack instances (VMs). See Fig. 2 for additional explanation.
The script is responsible for guaranteeing the negotiated SLA for the overall
users. Tmax corresponds to the response time above which new VMs will be
launched in order to try to lower it. Therefore, Tmax should be close to, but no
higher than, the maximum user response time negotiated in the SLA agreement.
This is because new VMs become operational after an Initialization period of
time (see Fig. 2). Tmin corresponds to the response time below which additional
VMs will be terminated. Hence, Tmin should be below, an also close to, the
minimum user-negotiated response time.

The current response time of the system is calculated through the loadT est()
function (explained in Algorithm 3). It performs various HTTP requests and
calculates its average. Afterwards, if the average response time is above Tmax,
a new OpenStack instance is launched using the newInstance() function (de-
scribed in detail in Algorithm 2). If there is any error during the initialization of
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Fig. 2. Scheduling diagram

Algorithm 1. main()

Require: maxT ime = Tmax

Require: minT ime = Tmin

Ensure: Tmax > Tmin

avgT ime = loadTest()
if avgT ime ≥ maxT ime then

instance ⇐ newInstance()
if instance == error then

sendAlert()
end if
addInstance(instance)
reloadConfig()

else if avgT ime < minT ime then
instance ⇐ terminateInstance()
removeInstance(instance)
reloadConfig()

end if

the new instance, an alert is sent using the sendAlert() function. This function
sends an email to a predefined email address to alert the system operator, as
human intervention is likely to be needed. Once the new VM is running, it is
added to the Apache HTTP Server configuration file, so that future incoming
requests are also mapped to this instance. Finally, the configuration is reloaded
through the reloadConfig() function to apply the previous modifications to the
Apache HTTP Server configuration file. This is done by performing a system call
to the Apache HTTP Server with the reload command. Note that by doing so,
the server is not restarted and, hence, there is no time penalties from resetting
the system.

Algorithm 2 describes the process of launching a new VM (namely
newInstance()). The openstack.newInstance() function uses the OpenStack
API v2 to communicate with the OpenStack framework. Internally, this func-
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Algorithm 2. newInstance()

instance = openstack.newInstance()
retries = 0
while not openstack.isActive(instance) do

retries = retries+ 1
if retires > MAX RETRIES then

return error
end if
time.sleep(1)

end while
floatingIP = openstack.getF loatingIP ()
openstack.addF loatingIP (instance,floatingIP )
return instance

Algorithm 3. loadTest()

url = TEST URL
avgT ime = 0
errors = False
for i = 0; i < 10; i++ do

start = time.time()
code = urllib.urlopen(url).getcode()
end = time.time()
if code == 200 then

avgT ime+ = (end− start) ∗ 1000)
else

errors = True
break

end if
end for
if errors then

return loadTest()
else

returnavgT ime/10
end if

tion creates a new VM based on a snapshot instance. A maximum number of
retires (MAX RETRIES) is allowed. A snapshot is an image created from a
running VM. All the computing VMs are created using a snapshot, so when the
instance is booted, it is already prepared and configured to execute the desired
web-based application.

Algorithm 3 shows how the loadT est() function works. It performs 10 consec-
utive requests to the TEST URL web address. This parameter can be set to any
valid address, hence it is able to perform the requests against any application
endpoint. In our case, this parameter was set to the Internet address of the http
server of our cloud framework.
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The start time is stored before each request. Then, the request is made and
the HTTP status code is stored in the code variable. The HTTP status code is
a numeric code associated with each response. In our case, we are interested in
the 200 OK status code, which is the standard response for a successful HTTP
request. Therefore, a 200 status code means that the request has been served
successfully. Thus, once the request has been processed, the end time is stored.
Then, if the request is successful, the time spent processing the request is added
to the avgT ime variable (in milliseconds). On the other hand, if the request
is not successful, the algorithm will restart the entire load test. If there are no
errors during the process, the average time is calculated and returned to the
main() function described in Algorithm 1.

The creation of a new VM is not instantaneous, therefore Algorithm 2 checks
the status of the new VM through the openstack.isActive(instance) function
and waits until its status becomes active. Note that a maximum number of retries
can be set by means of the MAX RETRIES variable. This avoids situations
where a new VM is never ready due to an unexpected error. Once active, it
assigns a floating (public) IP to that instance. Finally, the function returns the
newly-created instance.

The functions addInstance() and removeInstance() modify the Apache
HTTP Server configuration file (httpd.conf) by adding or removing lines repre-
senting VMs.

Algorithm 4. bashScript.sh

#!/bin/bash
while true do

/var/main.sh
sleep5

end while

Algorithm 4 describes the work of an additional script responsible for execut-
ing the main.sh script every 5 seconds. This way, every 5 seconds the system
will be tested in order to know its current average response time. Note that
the 5-second interval could be made longer or shorter depending on the type of
system and its characteristics.

4 Experimental Results

This section presents the experimental results obtained using the Apache JMeter
[17] tool. This tool allows a series of load tests to be performed by sending
HTTP requests to the system. This way, parametrized performance tests can be
automatically performed.

Site 1 hosts two computing VMs and one VM from the MySQL Database clus-
ter. Site 2 allocates one computing VM and one VM from the MySQL Database
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Cluster. Each VM has 4GB RAM and 2 VCPU (Virtual CPU). A VCPU cor-
responds to one core of an AMD Opteron 6,100 processor running at 2.1 GHz.
The Scheduler was deployed on a VM with 512MB RAM and 1 VCPU in Site
1, as mentioned above.

The test plan was configured to simulate 600 different users. Each user per-
formed a total of 200 requests, with a 100-millisecond delay between each request.
A ramp-up period of 60 seconds was set. That means that all 600 users were
launched within 60 seconds.

4.1 Response Time

Figure 3 shows the average response time (in milliseconds) of the system when
using two computing VMs. The Scheduler was configured not to launch any ad-
ditional VM during the duration of this test. Therefore, the scheduling algorithm
described in Section 3 was not operative.

Fig. 3. Response time evolution without initializing additional VMs

It can be seen how response time increases sharply. Then it remains at be-
tween 2,000 and 4,000 milliseconds until the end of the test, when response time
decreases as users are finishing and the number of requests is dropping. This
test shows a severe saturation of the system, which leads to high response times.
In the last interval of time, the average response time decreases due to users
stopping sending requests and hence, the system load lowers.

The same test, with the same characteristics as described above was repeated
(see Fig. 4). This time, the scheduling algorithm was configured to initialize two
additional computing VMs (newInstance() and removeInstance() were executed
twice) when the average response time exceeded 500 milliseconds. This is Tmax

was set to 500.
From Figure 4 we can see how average response time increases sharply at the

beginning, like before, but stabilizes quickly and decreases continuously with new
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Fig. 4. Response time evolution when initializing additional VMs

VMs added. Note that there is a significant interval of time between the instant
when the average response time exceeds 500 milliseconds and when it stops
growing. This is due to the fact that the new VMs are not activated instantly,
but rather take around 20 seconds to become operational (the Initialization
Time). We obviated testing the system when Tmin was underpassed because no
stress information about the cloud behavior is added at all.

4.2 Additional Performance Measurements

Further tests were done in order to measure additional performance metrics.
These metrics are the average response time, the median response time, the 90%
line and the throughput. The 90% line (also called the 90th percentile) is the
response time below which 90% of the request response times fall. In other words,
a 90% line value of X means that 90% of the requests have been processed in
X time or less. Consequently, 10% of the requests will be above and 90%, below
X time. The median is equivalent to the 50th percentile. The throughput metric
indicates the number of requests served per second. This metric can be useful for
determining the performance of the system and detecting when it has reached
its maximum capacity and become overloaded.

Fig. 5 shows the evolution of all these metrics (average, median, 90% line and
throughput) when performing tests with different loads using the two additional
computing nodes. The test plan was configured to simulate from 100 to 900 dif-
ferent users. Each user performed a total of 100 requests, with a 100-millisecond
delay between each request. A ramp-up period of 60 seconds was set for all tests.

The 90% line was added as percentiles are commonly used in service-level
agreements. It is a helpful complementary metric together with the median and
average values in terms of SLA. As we do not have complete control over the
Internet network, there can be momentary fluctuations that can greatly affect
results in terms of the maximum time required to process a request through a
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test. For this reason, having a metric that takes most of the samples into account
can offer a more reliable estimation of the performance of the system. This can
be appreciated in Fig. 5. It can be seen how the average, median and 90% line
start increasing rapidly over 400,000 requests. However, system throughput keeps
steady until 800,000 requests, where it starts to drop. The median and average
do not increase as rapidly as the 90% line, thus giving more SLA information
about system behavior.

In Figure 6, the same tests were performed without additional VMs. It can be
seen how the system throughput starts decreasing when performing more than
600,000 requests and how the 90% line is significantly higher than in Figure 5.
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It can be seen how, in this case, the average, median and 90% line start
increasing over the 300,000 requests. System throughput starts decreasing over
600,000 requests. Compared to the previous results (of Figure 5), we can state
that a significant increase in the overall performance of the system is obtained
by adding two additional computing VMs.

Note also on comparing both tests, that the 90% line can give much better in-
formation about guaranteeing SLA. While the average, median and throughput
metrics do not give much information about response time, the 90% clearly in-
form us that some action must be taken to reduce it (i.e. adding more computing
VMs).

5 Conclusions and Future Work

This paper presents a cloud-based system architecture able to successfully re-
spond to a high degree of variability complying with SLA agreements. We de-
veloped and implemented a cloud framework capable of detecting high response
times, initializing new VMs and configuring the Scheduler to detect them on
the fly. As our cloud mainly applies to web-based applications, response time
was used. Moreover, the architecture and implementation design are flexible
enough to allow dynamic changes to adapt to different requirements in terms
of maximum allowed response time (i.e. the negotiated user SLA agreement).
Experimental results show that it is possible to expand the computing capacity
dynamically to avoid system overload by adding additional VMs when experi-
encing abrupt increases in the number of users and requests in system. This
proves the good behavior of the system for correcting the problem of variability.

We still want to expand the architecture further by adding multiple schedulers
to avoid having a single point of failure and hence, increasing the fault tolerance
of the overall system. This could be achieved by using DNS Load Balancing.

We also plan to perform further experimentation with power-aware VM-
placement scheduling and VM-migration policies. In this regard, previous re-
search has been done with OpenStack with the OpenStack Neat project [18],
which is a framework for dynamic consolidation of VMs within OpenStack. Also,
further experimentation and testing with more complex load-balancing software
is planned in order to achieve a higher degree of complexity in the scheduler. We
have seen that instantiating and initializing a new VM is not instant, and there
is a significant delay between the moment when the new instance is required and
when the new instance is up and ready. For this reason, we plan to develop and
incorporate traffic prediction models in the scheduler.
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