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1 Overview

The VirTherm3D project is part of SPP1500, which has its origins in [10] and
[9]. The main cross-layer contributions of VirTherm3D are outlined in Fig. 1. The
green circles are our major contributions spanning from the physics to circuit layer
and from the architecture to application layer. These contributions include physical
modeling of thermal and aging effects considered at the circuit layer as well as
communication virtualization at architecture level to support task relocation as part
of thermal management at architecture level. Our minor contributions span from the
circuit to architecture layer and include reliability-aware logic synthesis as well as
studying the impact of reliability with figures of merit such as probability of failure.

2 Impact of Temperature on Reliability

Temperature is at the core of reliability. It has a direct short-term impact on
reliability, as the electrical properties of circuits (e.g., delay) are affected by
temperature. A higher temperature leads to circuits with higher delays and lower
noise margins. Additionally, temperature impacts circuits indirectly as it stimulates
or accelerates aging phenomena, which in turn, manifest themselves as degradations
in the electrical properties of circuits.

The direct impact of temperature in an SRAM memory cell can be seen in
Fig. 2. Increasing the temperature increases the read delay of the memory cell.
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Fig. 1 Main abstraction layers of embedded systems and this chapter’s major (green, solid) and
minor (yellow, dashed) cross-layer contributions
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Fig. 2 Shift in SRAM memory cell read delay as a direct impact of temperature. Taken (from [3])

This is because increased temperature degrades performance of transistors (e.g., a
reduction in carrier mobility µ), which affects the performance of the memory cell.
Therefore, increasing temperature directly worsens circuit performance and thus
negatively impacts the reliability of a circuit. If the circuit has a prolonged delay
due to the increased temperature, then timing violations might occur. If the circuit
has a degraded noise margin, then noise (e.g., voltage drops or radiation-induced
current spikes) might corrupt data.

Next to directly altering the circuit properties, temperature also has an indirect
impact, which is shown in Fig. 3. Temperature stimulates aging phenomena (e.g.,
Bias Temperature Instability (BTI)) degrading the performance of transistors (e.g.,
increasing the threshold voltage Vth) over time. Increasing the temperature accel-
erates the underlying physical processes of aging and thus increases aging-induced
degradations.

Because of the two-fold impact of temperature, i.e., by reducing circuit per-
formance directly and indirectly via aging, it is crucial to be considered when
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Fig. 3 Indirect impact of temperature stimulating aging. Taken (from [4])

estimating the reliability of a circuit. The temperature at an instant of time (estimated
either via measurement or simulation) governs the direct degradation of the circuit,
i.e., the short-term direct impact of temperature. Temperature over time governs the
long-term indirect impact, as aging depends on the thermal profile (i.e., the thermal
fluctuations over a long period). How to estimate temperature correctly both the
temperature at an instant as well as the thermal profile is discussed in Sect. 3.

After the temperature is determined via temperature estimation, the impact of
temperature on reliability must be evaluated. This is challenging, as the impact
of temperature occurs on physical level (e.g., movement of electrical carriers in a
semiconductor as well as defects in transistors for aging), while the figures of merit
are for entire computing systems (e.g., probability of failure, quality of service).
To overcome this challenge, Sect. 4 discusses how to connect the physical to the
system level with respect to thermal modeling. To obtain the ultimate impact of
the temperature, the figures of merit of a computing system are obtained with our
cross-layer (from physical to system level) temperature modeling (see Fig. 4).

Temperature can be controlled. Thermal management techniques reduce temper-
ature by limiting the amount of generated heat or making better use of existing
cooling (e.g., distribution of generated heat for easier cooling). Thus, to reduce the
deleterious impact of temperature on the figures of merit of systems, temperature
must be controlled at system level. For this purpose, Sect. 5 discusses system-
level thermal management techniques. These techniques limit temperature below
a specified critical temperature to ensure that employed safety margins (e.g., are not
violated time slack to tolerate thermally induced delay increases), thus ensuring the
reliability of a computing system.
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Fig. 4 Image signal-to-noise ratio as a figure of merit for an image processing system. At 25 ◦C
no timing violations occur, while (due to non-existent safety margins) at 28 and 30 ◦C timing
violations degrade PSNR

To support the system management in migrating tasks away from thermal
hotspots and thus reducing thermal stress, special virtualization features are pro-
posed to be implemented in the interconnect infrastructure. They allow for a fast
transfer of communication relations of tasks to be migrated and thus help to
limit downtimes. These mechanisms can then also be applied for generating task
replica to dynamically introduce redundancy during system runtime as a response
to imminent reliability concerns in parts of the SoC or if reliability requirements of
an application change.

As mentioned before, temperature estimation and modeling cross many abstrac-
tion layers. The effects of temperature originate from the physical level, where the
physical processes related to carriers and defects are altered by temperature. Yet the
final impact of temperature has to pass through the transistor level, gate level, circuit
level, architecture level all the way to the system level, where the figures of merit
of the system can be evaluated. The system designer has to maintain the figures
of merit for his end-user, therefore limiting temperature with thermal management
techniques and evaluating the impact of temperature on the various abstraction
layers. Therefore, Sect. 7 discusses thermal estimation, modeling, and management
techniques with a focus on how to cross these abstraction layers and how to connect
the physical to the system level. In practice, interdependencies between the low
abstraction layers and the management layer do exist. The running workload at
the system level increases the temperature of the cores. Hence, the probability of
error starts to gradually increase. In such a case the management layer estimates
the probability of error based on the information received from the lower layers and
then attempts to make the best decision. For instance, it might allow the increase in
the probability of error but at the cost of enabling the adaptive modular redundancy
(AMR) (details in Sect. 6.3) or maybe migrating the tasks to other cores that are
healthier (i.e., exhibit less probability of error).



Thermal Management and Communication Virtualization for Reliability. . . 185

3 Temperature Estimation via Simulation or Measurement

Accurately estimating the temperature of a computing system is necessary to later
evaluate the impact of temperature. Two options exist: (1) Thermal simulation and
(2) Thermal measurement. Both options must estimate temperature with respect
to time and space. Figure 5 shows a simulated temporal thermal profile of a
microprocessor. Temperature fluctuates visibly over time and depends on the
applications which are run on the microprocessor.

Figure 9 shows a measured spatial thermal map of a microprocessor. Temperature
is spatially unequally distributed across the processor, i.e., certain components of
the microprocessors have to tolerate higher temperatures. However, the difference
in temperature is limited. This limit stems from thermal conductance across the chip
counteracting temperature differences. Thermal conductance is mainly via the chip
itself (e.g., wires in metal layers), its packaging (e.g., heat spreaders), and cooling
(e.g., heat sink).

3.1 Thermal Simulation

Thermal simulations are a software-based approach to estimate the temperature
of a computing system. Thermal simulations consist of three steps: (1) Activity
extraction, (2) Power estimation, (3) Temperature estimation. The first step extracts
the activity (e.g., transistor switching frequency, cache accesses) of the applica-
tions running on the computing system. Different applications result in different
temperatures (see Fig. 5). The underlying cause is a unique power profile for each
application (and its input data), originating from unique activities per application.

Once activities are extracted, the power profiles based on these activities are
estimated. Both steps can be performed on different abstraction layers. On the
transistor level, transistor switching consumes power, while on the architecture level

Fig. 5 Simulated thermal profile (temporal) of a microprocessor
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Fig. 6 Flow of a thermal simulation (updated figure from [4]).
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Fig. 7 Thermal map of an SRAM array (granularity: single SRAM cells) under different
applications

each cache access consumes a certain amount of power (depending on cache hit or
cache miss). Thus activity would be transistor switching/cache accesses and this
would result in a very fine-grained power profile (temporally as well as spatially)
for the transistor level. At the architecture level, a coarse-grained power profile is
obtained with a time granularity per access (potentially hundreds of cycles long)
and space granularity is per entire cache block.

With the power profiles known, the amount of generated heat (again spatially and
temporally) is known. A thermal simulator then uses a representation of thermal
conductances and capacitances with generated heat as an input heat flux and
dissipated heat (via cooling) as an output heat flux to determine the temperature
over time and across the circuit.

Our work in [4] exemplifies a thermal simulation flow in Fig. 6. In this example,
SRAM memory cell accesses are used to estimate transistor switching and thus
power profiles for the entire SRAM array. These power profiles are then used with
the microprocessor layout (called floorplan) and typical cooling settings in a thermal
simulator to get thermal maps in Fig. 7.

The work in [13] models temperature on the system level. Individual processor
cores of a many-core computing system are the spatial granularity with seconds as
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Fig. 8 Thermal estimation at the system level with cores as the spatial granularity (from [13])

the temporal granularity. Abstracted (faster, simpler) models are used to estimate the
temperature per processor core, as a transistor level granularity would be unfeasible
with respect to computational effort (i.e., simulation time).

While thermal simulations have the advantage of being able to perform thermal
estimations without physical access to the system (e.g., during early design phases),
they are very slow (hours of simulation per second of operation) and not accurate.
Estimating activities and power on fine-grained granularities is an almost impossible
task (layout-dependent parasitic resistances and capacitances, billions of transistors,
billions of operations per second), while coarse-grained granularities provide just
rough estimates of temperature due to the disregard of non-negligible details (e.g.,
parasitics) at these high abstraction levels (Fig. 8).

3.2 Thermal Measurement

If physical access to actual chips is an option, then thermal measurement is
preferable. Observing the actual thermal profiles (temporally) and thermal maps
(spatially) intrinsically includes all details (e.g., parasitics, billions of transistors,
layout). Thus, a measurement can be more accurate than a simulation. Equally as
important, measurements operate in real time (i.e., a second measured is also a
second operated) outperforming simulations.

The challenge of thermal measurements is the resolution. The sample frequency
of the measurement setup determines the temporal resolution and this is typically
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in the order of milliseconds, while simulations can provide nano-second granularity
(e.g., individual transistor switching). However, since thermal capacitances prevent
abrupt changes of temperature as a reaction to abrupt changes in generated heat,
sample rates in milliseconds are sufficient. The spatial resolution is equally limited
by thermal conductance, which limits the thermal gradient (i.e., difference in
temperature between two neighboring component; see Figs. 7 and 9).

The actual obstacle for thermal measurements is accessibility. A chip sits below
a heat spreader and cooling, i.e., it is not directly observable. The manufacturers
include thermal diodes at a handful of locations (e.g., 1 per core), which measure
temperature in-situ, but these diodes are both inaccurate (due to their spatial
separation from the actual logic) and spatially very coarse due to their limited
number.

Our approach (Fig. 10) [2, 14] is to cool the chip through the PCB from the
bottom-side and measure the infrared radiation emitted from the chip directly. Other
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approaches cool the chip with infrared-transparent oils to cool the chip from the top,
but this results in heat conductance limiting image fidelity and turbulence in the oil
limiting image resolution (see Fig. 11). Our approach does not suffer from these
issues and delivers crisp high-resolution infrared images from a camera capable of
sampling an image every 20ms with a spatial resolution of 50µm. Thus a lucid
thermal profile and thermal map are achieved including all implementation details
of the chip, as actual hardware is measured.

4 Modeling Impact of Temperature at System Level

Modeling the impact of temperature on a computing system is a challenging task.
Estimation of the figures of merit of a computing system can only be performed
on the system level, while the effects of temperature are on the physical level.
Thus, many abstraction layers have to be crossed while maintaining accuracy and
computational feasibility (i.e., keep simulation times at bay). In this section we
discuss how we tackle this challenge, starting with the selection of figures of merit,
followed by the modeling of the direct impact of temperature and finally aging as
the indirect impact of temperature.
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4.1 Figures of Merit

The main figures of merit at the system level with respect to reliability are
probability of failure Pfail and quality of service (e.g., PSNR in image processing).
Probability of failure encompasses many failure types like timing violations, data
corruption and catastrophic failure of a component (e.g., short-circuit). A full
overview of abstraction of failures towards probability of failure is given in the
RAP (Resilience Articulation Point) chapter of this book. Typically, vendors or end-
users require the system designer to meet specific Pfail criteria (e.g., Pfail < 0.01).
Quality of service describes how well a system provides its functionality if a specific
amount of errors can be tolerated (e.g., if human perception is involved or for
classification problems).

For probability of failure, the individual failure types have to be estimated and
quantified without over-estimation due to common failures (as in our work [3],
where a circuit with timing violations might also corrupt data). In that work the
failure types such as timing violations, data corruption due to voltage noise, and data
corruption due to strikes of high-energy particles are covered. These are the main
causes of failure in digital logic circuits as a result of temperature changes (e.g.,
excluding mechanical stress from drops). The probability of failure is spatially and
temporarily distributed (see Figs. 12 and 13) and therefore has to be estimated for a
given system lifetime (temporally) and for total system failure (combined impact of
spatially distributed Pfail (e.g., sum of failures or probability that only 1 component
out of 3 fail (modular redundancy)).

Quality of service means observing the final output of the computing system and
analyzing it. In our work [5, 7] we use the peak signal-to-noise ratio (PSNR) of
an output image from an image processing circuit (discrete cosine transformation
(DCT) in a JPEG encoder).
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4.2 Direct Impact of Temperature

To model the direct impact of temperature, we start at the lowest abstraction layers.
Compact transistor models (e.g., BSIM) describe the current flow through the
channel of a transistor and the impact of temperature on that current flow. These
models are then used in circuit simulators to characterize standard cells (build
from transistors) in terms of power consumption and propagation delay [5, 21].
Characterizing the standard cells (see Fig. 14) under different temperatures (e.g.,
from 25 to 125 ◦C) captures the impact of temperature on the delay and power
consumption of these cells. This information is then gathered in a cell library (a
single file containing all delay and power information for these cells) and then circuit
and architecture level tools (e.g., static timing analysis tools, gate level simulators)
can be used to check individual failure types (e.g., timing violations in static timing
analysis) for computing systems (e.g., microprocessors) under various temperatures.
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4.3 Aging as Indirect Impact of Temperature

Aging is stimulated by temperature (see Fig. 3) and therefore temperature has an
indirect impact on reliability via aging-induced degradations. Aging lowers the
resiliency of circuits and systems, thus decreasing reliability (an increase in Pfail)
as shown in Fig. 15.

For this purpose our work [6, 18, 20] models aging, i.e., Bias Temperature Insta-
bility (BTI), Hot-Carrier Injection (HCI), Time-Dependent Dielectric Breakdown
(TDDB) and the effects directly linked to aging like Random Telegraph Noise
(RTN). All these phenomena are modeled with physics-based models [18, 20],
which can accurately describe their temperature dependencies in the actual physical
processes (typically capture and emission of carriers in the defects in the gate
dielectric of transistors [4, 19]) of these phenomena.

Our work [6, 18] considers the interdependencies between these phenomena
(see Fig. 16) and then estimates the degradation of the transistors. Then the
transistor modelcards (transistor parameter lists) are adapted to incorporate the
estimated degradations and use these degraded transistor parameters in standard cell
characterization.

During cell characterization it is important to not abstract, as ignoring the
interactions between transistors (counteracting each other when switching) results
in underestimations of propagation delay [21] and ignoring the operating conditions
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(load capacitance, signal slew) of the cells [5, 20] misrepresents actual cell delay
and power consumption.

After all necessary information is gathered, cells are characterized under different
temperatures (like in the previous subsection) but not only with altered transistor
currents (modeling the direct impact of temperature) but with additionally degraded
transistors parameters (modeling the indirect impact of temperature via aging).
Thus we combine both the direct and indirect impact into a single standard cell
characterization to obtain delay and power information of standard cells under the
joint impact of temperature and temperature-stimulated aging.

5 System-Level Management

To limit the peak temperature of a computing system and distribute the tempera-
ture evenly, we can employ system-level thermal management techniques. These
techniques limit or distribute the amount of generated heat and thus ensure that the
temperature stays below a given critical temperature. The two techniques presented
in this section are task migration [13] and voltage scaling [17].

5.1 Voltage Scaling

Voltage scaling reduces the supply voltage of a chip or component (e.g., a processor
core) to lower the power consumption and thus lower the generated heat. As a
first-order approximation, lowering the voltage results in a quadratic reduction of
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the consumed (dynamic) power. Therefore lowering the voltage even slightly has a
considerable impact on the generated heat and thus exhibited temperature.

Voltage scaling has various side-effects. As the driving strength of transistors is
also reduced, when the supply voltage is reduced, voltage scaling always prolongs
circuit delays. Hence, voltage scaling has a performance overhead, which has to be
minimized, while at the same time the critical temperature should not be exceeded.

Another side-effect is that voltage governs the electric field, which also stim-
ulates aging [17]. When voltage increases, aging-induced degradation increases
and when voltage reduces aging recovers (decreasing degradation). In our work in
[17] we showed that voltage changes within a micro-second might induce transient
timing violations. During such ultra-fast voltage changes, the low resiliency of the
circuit (at the lower supply voltage) meets the high degradation of aging (exhibiting
from operation at the high voltage). This combination of high degradation with low
resiliency leads to timing violations if not accounted for. Continuing operation at
the lower voltage recovers aging, thus resolving the issue. However, during the brief
moment of high degradation violations occurred.

5.2 Task Migration

Task migration is the process of moving applications from one processor core to
another. This allows a hot processing core to cool down, while a colder processor
core takes over the computation of the task. Therefore, temperature is more equally
distributed across a multi- or many-core computing system.

A flow of our task migration approach is shown in Fig. 17. Sensors in each
core measure the current temperature (typically thermal diodes). As soon as the
temperature approaches the critical value, then a task is migrated to a different core.
The entire challenge is in the question “To which core is the task migrated?” If the
core to which the task is migrated is only barely below the critical temperature, then
the task is migrated again, which is costly since each migration stalls the processor
core for many cycles (caches are filled, data has to be fetched, etc.).

Therefore our work in [13] predicts the thermal profile and makes decisions
based on these predictions to optimize the task migration with as little migrations as
possible while still ensuring that the critical temperature is not exceeded.

Another objective which has to be managed by our thermal management
technique is to minimize thermal cycling. Each time a processor core cools down
and heats up again it experiences a thermal cycle. Materials shrink and expand under
temperature and thus thermal cycles put stress on bonding wires as well as soldering
joints between the chip and the PCB or even interconnects within the chip (when it
is partially cooled/heated).

Therefore, our approach is a multi-objective optimization strategy, which mini-
mizes thermal cycles per core, limits temperature below the critical temperature and
minimizes the number of task migrations (reducing performance overheads).
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Fig. 17 Flow of our task migration approach to bound temperature in a many-core computing
system (from [13])
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6 Architecture Support

To support the system-level thermal management in the migration of tasks that
communicate with each other the underlying hardware architecture provides specific
assistance functions in the communication infrastructure. This encompasses a
virtualization layer in the network on chip (NoC) and the application of protection
switching mechanisms for a fast switch-over of communication channels. Based
on these features an additional redundancy mechanism—called adaptive modular
redundancy (AMR)—is introduced, which allows to run tasks temporarily with a
second or third replica to either detect or correct errors.

6.1 NoC Virtualization

To support the system management layer in the transparent migration of tasks
between processor cores within the MPSoC an interconnect virtualization overlay
is introduced, which decouples physical and logical endpoints of communication
channels. Any message passing communication among sub-tasks of an application
or with the I/O tile is then done via logical communication endpoints. That is,
a sending task transmits its data from the logical endpoint on the source side of
the channel via the NoC to the logical endpoint at the destination side where the
receiving task is executed. Therefore, the application only communicates on the
logical layer and does not have to care about the actual physical location of sender
and receiver tasks within the MPSoC. This property allows dynamic remapping of a
logical to a different physical endpoint within the NoC and thus eases the transparent
migration of tasks by the system management. This is shown in Fig. 18, where a
communication channel from the MAC interface to task T1 can be transparently
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Mem Core
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OS / Thermal ManagementSystem Services
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Fig. 18 Communication virtualization layer (from [8])
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switched over to a different receiving compute tile/processor core. Depending on
the migration target of T1 the incoming data will be sent to the tile executing the
new T1’ [8]. In Sect. 6.2 specific protocols are described to reduce downtime of
tasks during migration.

To implement this helper function, both a virtualized NoC adapter (VNA)
and a virtualized network interface controller (VNIC) are introduced that can be
reconfigured in terms of logical communication endpoints when a task migration
has to be performed [15].

VNA and VNIC target a compromise between high throughput and support for
mixed-criticality application scenarios with high priority and best effort communi-
cation channels [11]. Both are based on a set of communicating finite state machines
(FSMs) dedicated to specific sub-functions to cope with these requirements, as
can be seen in Fig. 19. The partitioning into different FSMs enables the parallel
processing of concurrent transactions in a pipelined manner.

6.2 Advanced Communication Reconfiguration Using
Protection Switching

The common, straight-forward method for task relocation is Stop and Resume:
Here, first the incoming channels of the task to be migrated are suspended, then
channel state together with the task state are transferred, before the channels and task
are resumed at the destination. The key disadvantage is a long downtime. Therefore,
an advanced communication reconfiguration using protection switching in NoCs to
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(a) (b) (c)

Fig. 20 Variants for communication migration. (a) Dualcast. (b) Forwarding. (c) Example
migration scenario

support reliable task migration is proposed [16, 22, 23], which is inspired by protec-
tion switching mechanisms from wide area transport networks. Two alternatives to
migrate communication relations of a relocated task are dualcast and forwarding as
shown in Fig. 20 for a migration of task B to a different location executing B’. The
procedure is to first establish an additional channel to the compute tile where the
task is migrated to (location of B’). This can be either done from A being the source
of the channel (dualcast, Fig. 20a) or from B the original location of the migrated
task (forwarding, Fig. 20b). Then it has to be ensured that the buffers at the source
and destination tiles of the migration are consistent. Finally, a seamless switch-over
(task and channels) takes place from the original source to the destination. This shall
avoid time-costly buffer copy and channel suspend/resume operations with a focus
on low-latency and reliable adaptions in the communication layer.

The different variants have been evaluated for an example migration scenario
as depicted in Fig. 20c: In a processing chain consisting of 7 tasks in total, the
FORK task, which receives data from a generator task and sends data to three
parallel processing tasks, is migrated to tile number 0. Figure 21 shows the latencies
of the depicted execution chain during the migration, which starts at 2.5 · 106
cycles assuming FORK is stateless. The results have been measured using an RTL
implementation of the MPSoC [16]. In Fig. 21a the situation is captured for a
pure software-based implementation of the migration, whereas Fig. 21b shows the
situation when all functions related to handling the migration are offloaded from
the processor core. In this case task execution is not inhibited by any migration
overhead, which corresponds to the situation when the VNA performs the associated
functionality in hardware.

As can be seen from Fig. 21b, offloading migration protocols helps to reduce
application processing latency significantly for all three variants. The dualcast and
forwarding variants enable a nearly unnoticeable migration of the tasks. However,
the investigations in [16] show that when migrating tasks with state, the handling of
the task migration itself becomes the dominant factor in the migration delays and
outweighs the benefits of the advanced switching techniques.
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Fig. 21 Results for task migration scenarios (from [16]). (a) Relocation without offload. (b)
Relocation with offload

6.3 Adaptive Modular Redundancy (AMR)

Adaptive modular redundancy (AMR) enables the dynamic establishment of a
redundancy mechanism (dual or triple modular redundancy, DMR/TMR) at run-
time for tasks that have a degree of criticality that may vary over time or if
the operating conditions of the platform have deteriorated so that the probability
of errors is too high. DMR will be used if re-execution is affordable, otherwise
TMR can be applied, e.g., in case realtime requirements could not be met. AMR
functionality builds upon the aforementioned services of the NoC. To establish
DMR the dualcast mechanism is used and the newly established task acts as replica
instead taking over the processing as in the case of migration. (For TMR two replica
are established and triple-cast is applied.) Based on the running task replica, the
standard mechanisms for error checking/correction and task re-execution if required
are applied.

The decision to execute one or two additional replica of tasks is possibly taken
as a consequence of an already impaired system reliability. On the one hand
this helps to make these tasks more safe. On the other hand it increases system
workload and the associated thermal load, which in turn may further aggravate
the dependability issues. Therefore, this measure should be accompanied with
an appropriate reliability-aware task mapping including a graceful degradation
for low-critical tasks like investigated in [1]. There, the applied scheme is the
following: After one of the cores exceeds a first temperature threshold T1 a graceful
degradation phase is entered. This means that tasks of high criticality are preferably
assigned to cores in an exclusive manner and low-critical tasks are migrated to a
“graceful degradation region” of the system. Thus, potential errors occurring in this
region would involve low-critical tasks only. In a next step, if peak temperature
is higher than a second threshold T2, low-critical tasks are removed also from the
graceful degradation region (NCT ejection) and are only resumed if the thermal
profile allows for it.

In [1] a simulation-based investigation of this approach has been done using
the Sniper simulator, McPAT and Hotspot for a 16-core Intel Xeon X5550 running
SPLASH-2 and PARSEC benchmarks. Tasks have been either classified as uncritical
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(a) (b) (c)

Fig. 22 Thermal profile during different phases (from [1]). The maximum system temperatures
are 363 K, 378 K, and 349 K, respectively. (a) Initial scheduling. (b) Graceful degradation. (c)
NCT ejection

Fig. 23 Number of propagated errors per task criticality (from [1])

(NCT) or high-critical (HCT) with permanently redundant execution. As a third
class, potentially critical tasks (PCT) are considered. Such tasks are dynamically
replicated if the temperature of the cores they run on exceeds T1. In the experiment,
financial analysis and computer vision applications from the benchmark sets are
treated as high-critical tasks (HCT). The FFT kernel as used in a wide range of
applications with different criticality levels is assumed to be PCT.

In a first experiment the thermal profile has been evaluated for normal operation
and the two escalating phases. As can be seen from Fig. 22 the initial thermal
hotspots are relaxed at the expense of new ones in the graceful degradation region.
In turn, when moving to the NCT ejection phase the chips significantly cool down.

In a further investigation, 10,000 bit-flips have been injected randomly into cache
memories independent of the criticality of the tasks running on the cores. This
has been done both for a system using the mechanisms described above and as a
reference for a fully unprotected system.

Figure 23 shows the resulting number of propagated errors for the different task
categories. In the protected system, all errors injected into cores running HCTs are
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corrected, as expected. For PCTs only those errors manifest themselves in a failure
that were injected when the task was not protected due to a too low temperature of
the processor core. In general, not all injected errors actually lead to a failure due to
masking effects in the architecture or the application memory access pattern. This
can be seen for the unprotected system where the overall sum of manifested failures
is less than the number of injected errors.

7 Cross-Layer

From Physics to System Level (Fig. 24) In our work, we start from the physics,
where degradation effects like aging and temperature do occur. Then we analyze
and investigate how these degradations alter the key transistor parameters such as
threshold voltage (Vth), carrier mobility (µ), sub-threshold slope (SS), and drain
current (ID). Then, we study how such drift in the electrical characteristics of the
transistor impacts the resilience of circuits to errors. In practice, the susceptibility to
noise effects as well as to timing violations increases. Finally, we develop models
for error probability that describe the ultimate impact of these degradations at the
system level.

Interaction between the System Level and the Lower Abstraction Levels
(Fig. 24) Running workloads at the system level induce different stress patterns for
transistors and, more importantly, generate different heat over time. Temperature
is one of the key stimuli when it comes to reliability degradations. Increase in
temperature accelerates the underlying aging mechanisms in transistors as well as
it increases the susceptibility of circuits to noise and timing violations. Such an
increase in the susceptibility manifests itself as failures at the system level due to
timing violations and data corruption. Therefore, different running workloads result
in different probabilities of error that can be later observed at the system level.

Key Role of Management Layer The developed probability of error models helps
the management layer to make proper decision. The management layer migrates the
running tasks/workload from a core that starts to have a relatively higher probability
of error to another “less-aged” core. Also the management layer switches this core
from a high-performance mode (where high voltage and high frequency are selected
leading to higher core temperatures) to a low-power mode (where low voltage and
low frequency are selected leading to lower core temperatures) when it is observed
that a core started to have an increase in the probability of error above an acceptable
level.

Scenarios of Cross-Layer Management and existing Interdependencies In the
following we demonstrate some examples of existing interdependencies between
the management layer and the lower abstraction layers.
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Fig. 24 Overview of how our techniques span various abstraction layers

Scenario-1: Physical and System Layer The temperature of a core increases
and therefore the error probability starts to gradually rise. If a given threshold is
exceeded and the core has performance margins, the first management decision
would be to decrease voltage and frequency and thus limit power dissipation and
in consequence counteract the temperature increase of the core.

Scenario-2: Physical, Architecture, and System Layer If there is no headroom
on the core, the system management layer can now decide to migrate tasks away
from that core, especially if they have high reliability requirements. Targets for
migration would especially be colder, less-aged cores with a low probability of
errors. With such task migrations, temperature within a system should be balanced,
i.e., relieved cores can cool down, while target cores would get warmer. Further, on
cores that can cool down again some of the deleterious effects start to heal, leading
to a reduction in the probability of errors. In general, by continuously balancing load
and as a result also temperature among cores the management layer will take care
that error probabilities of cores become similar thus avoiding the situation that one
core fails earlier than others. During task migrations the described support functions
in the communication infrastructure (circuit layer) can be applied.

Scenario-3: Physical, Architecture, and System Layer If there is no possibility
to move critical tasks to a cold core with low error probability, the management
layer can employ adaptive modular redundancy (AMR) and replicate such tasks.
This allows to counter the more critical operating conditions and increase reliability
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by either error detection and task re-execution or by directly correcting errors
when otherwise realtime requirements would not be met. However, in these cases
the replica tasks will increase the overall workload of the system and thus also
contribute thermal stress. In this case, dropping tasks of low criticality is a measure
on system level to counter this effect.

In general, the described scenarios always form control loops starting on
physical level covering temperature sensors and estimates of error probabilities and
aging. They go either up to the circuit level or to the architecture/system level,
where countermeasures have to be taken to prevent the system from operating
under unreliable working conditions. Therefore, the mechanisms on the different
abstraction levels as shown in the previous sections interact with each other and can
be composed to enhance reliability in a cross-layer manner.

Further use cases tackling probabilistic fault and error modeling as well as space-
and time-dependent error abstraction across different levels of the hardware/soft-
ware stack of embedded systems IC components are also subject of the chapter
“RAP (Resilience Articulation Point) Model.”

8 Conclusion

Reliability modeling and optimization is one of the key challenges in advanced tech-
nology. With technology scaling, the susceptibility of transistors to various kinds of
degradation effects induced by aging increases. As a matter of fact, temperature is
the main stimulus behind aging and therefore controlling and mitigating aging can
be done through a proper thermal management. Additionally, temperature itself has
also a direct impact on the reliability of any circuit manifesting itself as an increase
in the probability of error. In order to sustain reliability, the system level must
become aware of the degradation effects occurring at the physical level and how
they then propagate to higher abstraction levels all the way up to the system level.
Our cross-layer approach provides the system level with accurate estimations of the
probability of errors, which allows the management layer to make proper decisions
to optimize the reliability. We demonstrated the existing interdependencies between
the system level and lower abstraction levels and the necessity of taking them into
account via cross-layer thermal management techniques.
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