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1 Introduction

Let us step back and first look at an ideal hardware where the entire software
stack can be executed. In reality, however, the hardware underneath of computing is
being challenged as CMOS scaling continues to nanometer dimensions [14, 41]. The
hardware experiences different sources of variability over time, or across different
parts (see Fig. 1a). These variations include: manufacturing process variability that
causes static variations in critical dimension, channel length, and threshold voltage
of devices [6]; temporal aging/wear out variability that causes slow degradation in
devices [22]; and finally, dynamic variability in ambient condition that is caused
by fluctuations in operating temperature and supply voltage [8, 25]. The way that
designers typically combat with these sources of variability is to consider worst-
case design by imposing a large margin in hardware to ensure the correct execution
of the software stack. This conservative margin leads to a loss of energy efficiency.
Further, the ever-increasing amount of variability [15] limits how far we can drive
down the energy per operation (i.e., voltage scaling). This means that we cannot
reduce the energy as we used to.

What if we reduce the excessive margin to enable better energy scaling? The
direct manifestation of reducing margin is a timing error as shown in Fig. 1b. A tim-
ing error means capturing an invalid value to a storage element like a flip-flop or a
memory cell, so the result of computation might become wrong. Instead of blindly
dealing with variability and its resulting timing errors, we propose to expose them to
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Fig. 1 Overdesigned (i.e., worst-case) hardware vs. underdesigned hardware and their interactions
with software stack. (a) Worst-case design by considering excessive margin leads to loss of energy
efficiency. (b) Reducing excessive margin results in timing errors

the higher levels in the stack where their side effects can be mitigated [27]. Essen-
tially, we develop an opportunistic software layer that can operate with reduced
margins and sense variability in underdesigned hardware—instead of overdesigned
hardware with positive margins. The software layer accordingly performs adaptation
by means of metadata mechanisms that reflect the state of hardware and variability,
then the software can perform introspection and adaptation. The main continuations
of this chapter lie on the application, software, and architectural layers as illustrated
in Fig. 2.
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Fig. 2 Main abstraction
layers of embedded systems
and this chapter’s major
(green, solid) and minor
(yellow, dashed) cross-layer
contributions
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1.1 Clockwise Y-Chart: From Positive Margin, to Zero Margin,
to Negative Margin

In the following, we discuss about the possible approaches to reduce margin and
handle timing errors. The tree possible approaches are conceptualized in a Y-chart
shown in Fig. 3.

This first approach is to predict and prevent the errors by keeping a positive
margin. Hence, we try to reduce the excessive margin but it is still positive to ensure
the error-free execution of software. In this direction, our work spans defining and
measuring the notion of error tolerance, from instruction set architecture (ISA)
to procedures, and to parallel programs. These measures essentially capture the
likelihood of errors and associated cost of error correction at different levels. We
first characterize the manifestations of variability in ISA [28] that is the finest
granularity to represent a processor functionality. Then, we characterize a sequence
of instructions where the timing errors can be eliminated [31]. Going higher in the
software stack, we schedule different procedure calls in multi-core architecture [29]
and finally a large number of kernels on massively parallel cores [32] such that there
are no timing errors. At the boundary of hardware/software, we focus on adaptive
compilation methods to reduce the side effects of aging and increase lifetime for
massively parallel integrated architectures like GPUs [30].

What is the next approach? The next approach is about detecting and correction
errors by reducing the margin to zero (i.e., operating at the edge of errors). Basically,
we reduce the margin to zero such that the errors can occur. Hence, we first need
to detect the errors by means of circuit sensors [7, 11, 46] and then take actions
to correct them. Our focus was instead on reducing the cost of error correction in
software. In this direction, we focus on variability-aware runtime environment to
cover various embedded parallel workloads in OpenMP including tasks [34, 38],
parallel sections, and loops [37].

Finally, the third approach is about accepting errors—i.e., approximate
computing—by pushing the margin to negative. This means that the errors and
approximations are becoming acceptable as long as the outcomes have a well-
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Fig. 3 Taxonomy of error tolerance in a clockwise Y-Chart: from positive margin, to zero margin,
to finally negative margin

defined statistical behavior. In this approach, fatal errors can be avoided at the
cost of benign approximation that can in fact allow for improving throughput
and energy efficiency. Toward this goal, we enable approximate computing
in instructions [33, 36, 39, 40], functional units [16–19], runtime execution
environments [35], and ultimately hardware description languages [47], and high-
level synthesis [23].

By looking at the Y-chart clockwise, we go from preventing errors, to correcting
errors, and finally to accepting errors. This move also changes the margin from
positive, to zero, and eventually to negative, leading to higher energy efficiency. In
the rest of this chapter, we only focus on two methods describing how cooperative
hardware/software techniques can improve energy efficiency and robustness in
the presence of variability. These two methods, highlighted with bold in the Y-
chart, cover examples from approaches with positive margin (i.e., predicting and
preventing errors in Sect. 2) and negative margin (i.e., accepting errors in Sect. 3).
Interested readers can refer to [42] for reading more about approaches with zero
margin (i.e., detecting and correcting errors).
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2 Positive Margin Example: Mitigating Aging in GPUs
by Adaptive Compilation

In this section, we demonstrate a prime example of software that can respond to
hardware variations due to aging. The goal is to reduce the excessive margin due to
device aging in a setting where margin is still positive to guarantee correct execution.
The idea is to combine hardware sensing circuits and adaptive software (an aging-
aware compiler) to manage the workload stress. One major aging mechanism is
negative bias temperature instability (NBTI) that adversely affects the reliability of
a processing element by introducing new delay-induced faults. However, the effect
of these delay variations is not uniformly spread across processing elements within
a chip: some are affected more—hence less reliable—than others. We propose
an NBTI-aware compiler-directed very long instruction word (VLIW) assignment
that uniformly distributes the stress of instructions among available processing
elements, with the aim of minimizing aging without any performance penalty [30].
The compiler matches the measured aging degradation with the distribution of
instructions to equalize the expected lifetime of each processing element.

The rest of this chapter is organized as follows: Section 2.1 covers an overview of
NBTI-induced performance degradation. Section 2.2 describes a GPU architecture
and its workload distribution used in this study. Finally, our adaptive compiler is
presented in Sect. 2.3.

2.1 NBTI Degradation

Among various aging mechanisms in hardware, the generation of interface traps
under NBTI in PMOS transistors has become a critical issue in determining
the lifetime of CMOS devices [10]. NBTI manifests itself as an increase in the
PMOS transistor voltage threshold (Vth) that causes delay-induced failures (see
Fig. 4 (left)). NBTI is best captured by the reaction–diffusion model [26]. This
model describes NBTI in two stress and recovery phases. NBTI occurs due to
the generation of the traps at the Si–SiO2 interface when the PMOS transistor is
negatively biased (i.e., during the stress phase). As a result, Vth of the transistor
increases which in turn slows down the device. Removing stress from the PMOS
transistor can eliminate some of the traps which partially recover the Vth shift. This
is also known as the recovery phase. The work in [5] derived a long-term cycle-to-
cycle model of NBTI. NBTI effects can be significant: its impact on circuit delay is
about 15% on a 65 nm technology node and it gets worse in sub-65 nm nodes [4].
Further, NBTI-induced performance degradation is typically non-uniform which is a
major concern for many-core GPUs, e.g., with up to 320 five-way VLIW processing
elements [1].
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Fig. 4 Adaptive compiler to mitigating aging in GPUs: (left) sensing NBTI degradation; (middle)
naive kernel execution and its impact on degradation of processing elements; (right) adaptive
compiler and healthy kernel execution

2.2 GPU Architecture and Workload

We focus on the evergreen family of AMD GPUs (a.k.a. Radeon HD 5000 series),
designed to target not only graphics applications but also general-purpose data-
intensive applications. The Radeon HD 5870 GPU compute device consists of 20
compute units (CUs), a global front-end ultra-thread dispatcher, and a crossbar to
connect the global memory to the L1-caches. Every CU contains a set of 16 stream
cores. Finally, each stream core contains five processing elements (PEs), labeled X,
Y, Z, W, and T constituting a VLIW processor to execute machine instructions in
a vector-like fashion. The five-way VLIW processor capable of issuing up to five
floating point scalar operations from a single VLIW consists primarily of five slots
(slotX, slotY , slotZ , slotW , slotT ). Each slot is related to its corresponding PE. Four
PEs (X, Y, Z, W) can perform up to four single-precision operations separately and
perform two double-precision operations together, while the remaining one (T) has a
special function unit for transcendental operations. In each clock cycle, VLIW slots
supply a bundle of data-independent instructions to be assigned to the related PEs
for simultaneous execution. In an n-way VLIW processor, up to n data-independent
instructions, available on n slots, can be assigned to the corresponding PEs and be
executed simultaneously. Typically, this is not done in practice because the compiler
may fail to find sufficient instruction-level parallelism to generate complete VLIW
instructions. On average, if m out of n slots are filled during an execution, we call
the achieved packing ratio is m/n. The actual performance of a program running on
a VLIW processor largely depends on the packing ratio.
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2.2.1 GPU Workload Distribution

Here, we analyze the workload distribution on the Radeon HD GPUs at architecture
level, where there are many PEs to carry out computations. As it is mentioned
earlier, the NBTI-induced degradation strongly depends on the resource utilization,
which depends on the execution characteristics of the workload. Thus, it is essential
to analyze how often the PEs are exercised during the execution of the workload.
To this end, we first monitor the utilization of various CUs (inter-CU) and then the
utilization of PEs within a CU (intra-CU).

To examine the inter-CU workload variation, the total number of executed
instructions by each CU is collected during a kernel execution. We observe that
the CUs execute almost equal number of instructions, and there is a negligible
workload variation among them. We have configured six compute devices with
different number of CUs, {2, 4,..., 64}, to finely examine the effect of the workload
variation on a variety of GPU architectures.1 For instance, during DCT kernel
execution, the workload variation between CUs ranges from 0% to 0.26% depending
on the number of physical CUs on the compute device. Execution of a large number
of different kernels confirms that the inter-CU workload variation is less than 3%,
when running on the device with 20 CUs (i.e., HD 5870). This nearly uniform inter-
CU workload distribution is accomplished by load balancing and uniform resource
arbitration algorithms of dispatcher in the GPU architecture.

Next, we examine the workload distribution among the PEs. Figure 4 (middle)
shows the percentage of the executed instructions by various PEs during execution
of kernels. We only consider four PEs (PEX, PEY , PEZ , PEW ) which are identical
in their functions [1]; they differ only in the vector elements to which they write
their result at the end of the VLIW. As shown, the instructions are not uniformly
distributed among PEs. For instance, the PEX executes 40% of ALU instructions,
while the PEW executes only 19% of the instructions. This non-uniform workload
variation causes non-uniform aging among PEs. In other words, some PEs are
exhausted more than other and thus have shorter lifetime as shown in Fig. 4
(middle). Unfortunately, this non-uniformity happens within all CUs since their
workload is highly correlated together. Therefore, no PE throughout the entire
compute device is immune from this unbalanced utilization.

The root cause of non-uniform aging among PEs is the frequent and non-uniform
execution of VLIW slots. In other words, higher utilization of PEX implies that
slotX of VLIW is occupied more frequently than the other slots. This substantiates
that the compiler does not uniformly assign the independent instructions to various
VLIW slots, mainly because the compiler only employs optimization for increasing
the packing ratio through finding more parallelism to fully pack the VLIW slots.
The VLIW processors are designed to give the compiler tight control over program

1The latest Radeon HD 5000 series, HD 5970, has 40 CUs featuring 4.3 billion transistors in 40 nm
technology.
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execution; however, the flexibility afforded by such compilers, for instance, to tune
the order of instructions packing, can be used towards reliability improvement.

2.3 Adaptive Aging-Aware Compiler

The key idea of an aging-aware compilation is to assign independent instructions
uniformly to all slots: idling a fatigued PE and reassigning its instructions to a
young PE through swapping the corresponding slots during the VLIW bundle code
generation. This basically exposes the inherent idleness in VLIW slots and guides
its distribution that does matter for aging. Thus, the job of dynamic binary optimizer,
for k-independent instructions, is to find k-young slots, representing k-young PEs,
among all available n slots, and then assign instructions to those slots. Therefore,
the generated code is a “healthy” code that balances workload distribution through
various slots maximizing the lifetime of all PEs (see Fig. 4 (right)). Here, we briefly
describe how these statistics can be obtained from silicon, and how the compiler can
predict and thus control the non-uniform aging. The adaptation flow includes four
steps: (1) aging sensor readout; (2) kernel disassembly, static code analysis, and
calibration of predictions; (3) uniform slot assignment; (4) healthy code generation.
We explain them in the following.

The compiler first needs to access the current aging data (�Vth) of PEs to be
able to adapt the code accordingly. The �Vth is caused by the temporal degradation
due to NBTI and/or the intrinsic process variation, thus PEs even during the early
life of a chip might have different aging. Employing the compact per-PE NBTI
sensors [44, 45] which provide �Vth measurement with 3σ accuracy of 1.23 mV
for a wide range of temperature enables large scale data-collection across all PEs.
The performance degradation of every PE can be reliably reported by a per-PE
NBTI sensor, thanks to the small overhead of these sensors. The sensors support
digital frequency outputs that are accessed through memory-mapped I/O by the
compiler in arbitrary epochs of the post-silicon measurement. After sensor readouts,
the compiler estimates the degradation of PEs using the NBTI models. In addition to
the current aging data, the compiler needs to have an estimate regarding the impact
of future workload stress on the various PEs. Hence, a just-in-time disassembler
disassembles a naive kernel binary to a device-dependent assembly code in which
the assignment of instructions to the various slots (corresponding PEs) are explicitly
defined and are thus observable by the compiler. Then, a static code analysis
technique is applied that estimates the percentage of instructions that will be carried
out on every PE in a static sense. It extracts the future stress profile, and thus
the utilization of various PEs using the device-dependent assembly code. If the
predicted stress of a PE is overestimated or underestimated, mainly due to the static
analysis of the branch conditions of the kernel’s assembly code, a linear calibration
module fits the predicted stress to the observed stress, in the next adaptation period.

Thus far, we have described how the compiler evaluates the current performance
degradation (aging) of every PE and their future performance degradation due to
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the naive kernel execution. Then, the compiler uses this information to perform
code transformations with the goal of improving reliability, without any penalty in
the throughput of code execution (maintaining the same parallelism). To minimize
stress, the compiler sorts the predicted performance degradation of the slots increas-
ingly and the aging of the slots decreasingly and then applies a permutation to assign
fewer/more instructions to higher/lower stressed slots. This algorithm is applied for
every adaptation period. As a result of the slot reallocation, the minimum/maximum
number of instructions is assigned to the highest/lowest stressed slot for the future
kernel execution. This reduces �Vth shifts by 34%, thus uniforming the lifetime of
PEs and allowing for reducing the positive margin as shown in Fig. 4 (right).

Execution of all examined kernels shows that the average packing ratio is 0.3
which means there is a large fraction of empty slots in which PEs can be relaxed
during kernels execution. This low packing ratio is mainly due to the limitation of
instruction-level parallelism. The proposed adaptive compilation approach super-
poses on top of all optimization performed by a naive compiler and does not
incur any performance penalty since it only reallocates the VLIW slots (slips the
scheduled instructions from one slot to another) within the same scheduling and
order determined by the naive compiler. In other words, our compiler guarantees
the iso-throughput execution of the healthy kernel. It also runs fully in parallel with
GPU on a host CPU, thus there will be no penalty for GPU kernel execution if
dynamic compilation of one kernel can be overlapped with the execution of another
kernel. You can refer to [49] for further details.

3 Negative Margin Example: Enabling Approximate
Computing in FPGAWorkflow

Modern applications including graphics, multimedia, web search, and data analytics
exhibit significant degrees of tolerance to imprecise computation. This amenability
to approximation provides an opportunity to reduce the excessive margin, namely to
negative, by accepting errors that trade the quality of the results for higher efficiency.
Approximate computing is a promising avenue that leverages such tolerance of
applications to errors [12, 13, 20, 21, 24, 47]. However, there is a lack of techniques
that exploits this opportunity in FPGAs.

In [23], we aim to bridge the gap between approximation and the FPGA
acceleration through an automated design workflow. Exploiting this opportunity is
particularly important for FPGA accelerators that are inherently subject to many
resource constraints. To better utilize the FPGA resources, we devise an automated
design workflow for FPGAs [23] that leverages imprecise computation to increase
data-level parallelism and achieve higher computational throughput. The core of
our workflow is a source-to-source compiler that takes in an input kernel and
applies a novel optimization technique that selectively reduces the precision of the
kernel data and operations. By selectively reducing the precision of the data and
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operation (analogous to setting margin to negative), the required area to synthesize
the kernel on the FPGA decreases allowing to integrate a larger number of
operations and parallel kernels in the fixed area of the FPGA (i.e., improving energy
efficiency per unit of area). The larger number of integrated kernels provides more
hardware context to better exploit data-level parallelism in the target applications.
To effectively explore the possible design space of approximate kernels, we exploit
a genetic algorithm to find a subset of safe-to-approximate operations and data
elements and then tune their precision levels until the desired output quality is
achieved. Our method exploits a fully software technique and does not require
any changes to the underlying FPGA hardware. We evaluate it on a diverse set of
data-intensive OpenCL benchmarks from the AMD accelerated parallel processing
(APP) SDK v2.9 [3]. We later describe OpenCL execution model and its mapping
on FPGA in Section 3.1. The synthesis result on a Stratix V Altera FPGA shows that
our approximation workflow yields 1.4×–3.0× higher throughput with less than 1%
quality loss (see Sect. 3.2).

3.1 OpenCL Execution Model and Mapping on FPGAs

Altera and Xilinx recently offer high-level acceleration frameworks for OpenCL [2,
43], hence we target acceleration of data-intensive computational OpenCL applica-
tions. The challenge is however devising a workflow that can be plugged into the
existing toolsets and can automatically identify the opportunities for approximation
while keeping the quality loss reasonably low. OpenCL is a platform-independent
framework for writing programs that execute across a heterogeneous system
consisting of multiple compute devices including CPUs or accelerators such as
GPUs, DSPs, and FPGAs. OpenCL uses a subset of ISO C99 with added extensions
for supporting data and task-based parallel programming models. The programming
model in OpenCL comprises of one or more device kernel codes in tandem with
the host code. The host code typically runs on a CPU and launches kernels on
other compute devices like the GPUs, DSPs, and/or FPGAs through API calls.
The instance of an OpenCL kernel is called a work-item. These kernels execute on
compute devices that are a set of compute units (CUs), each comprising of multiple
PEs having ALUs. The work-items execute on a single PE and exercise the ALU.

The Altera OpenCL SDK [2] allows programmers to use high-level OpenCL
kernels, written for GPUs, to generate an FPGA design with higher performance
per Watt [9]. In this work, an OpenCL kernel is first compiled and then synthesized
as a special dedicated hardware for mapping on an FPGA. FPGAs can further
improve the performance benefits by creating multiple copies of the kernel pipelines
(synthesized version of an OpenCL kernel). For instance, this replication process
can make n copies of the kernel pipeline. As the kernel pipelines can be executed
independently from one another, the performance would scale linearly with the
number of copies created owing to the data-level parallelism model supported by
OpenCL.
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In the following, we describe how our method can reduce the amount of resources
for a kernel pipeline to save area and exploit remaining area resources to boost
performance by replication. Our method systematically reduces the precision of data
and operations in OpenCL kernels to shrink the resources used per kernel pipeline by
transforming complex kernels to simple kernels that produce approximate results.

3.2 Source-to-Source Compiler

We provide a source-to-source compiler to generate approximate kernels from
OpenCL kernels with exact specification as shown in Fig. 5. This transformation
automatically detects and simplifies parts of the kernel code that can be executed
with reduced precision while preserving the desired quality-of-result. To achieve
this goal, our compiler takes in as inputs, an exact OpenCL kernel, a set of input
test cases, and a metric for measuring the quality-of-result target. The compiler
investigates the exact kernel code and detects data elements, i.e., OpenCL kernel
variables, that provide possible opportunities for increased performance in exchange
for accuracy. It then automatically generates a population of approximate kernels by
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means of a genetic algorithm. It can select the approximate kernels that produce
acceptable results with the help of GPU profiling. These approximate kernels
provide improved performance benefits by reducing the area when implemented
on the FPGAs. The compiler finally outputs an optimized approximate kernel with
the least area whose output quality satisfies the quality-of-result target.

The compiler uses the precision of the operations and data to tune performance as
a trade-off against precision. The transformation investigates a set of kernels where
in each version, some of these potential variables are replaced with a less accurate
variable. To avoid a huge design space exploration, we devise an algorithm that
first detects those variables that are amenable to approximation and then applies a
genetic algorithm to approximate the kernel. We discuss the details of our algorithm
in [23].

Figure 6 shows an example of Sobel filter kernel that is optimized by our
compiler. Naive mapping of exact Sobel kernel allows us to map five instances of
the kernel on the FPGA. However, by using the approximate version of kernel, we
can map 13 instances of kernel on the same FPGA roughly improving throughput
by 2×, thanks to the data-level parallel execution of the kernel, while meeting
the quality constraint. We set the quality loss target to a maximum of 0.7% for
image processing applications (which is equivalent to PSNR of a minimum 30 dB)
and 1% for other applications which is conservatively aligned with other work on
quality trade-offs [20, 21, 24, 48]. Benchmarking five kernels from OpenCL AMD
APP SDK v2.9 shows that our compiler integrates a larger number of parallel
kernels on the same FPGA fabric that leads to 1.4×–3.0× higher throughput on
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a modern Altera FPGA with less than 1% loss of quality. This is a prime example of
accepting disciplined errors, in the context of approximate computing, for improved
throughput. The approach can be generalized to any controllable error caused by
various sources. Further details are provided in [23].

4 Conclusion

Microelectronic variability is a phenomenon at the intersection of microelectronic
scaling, semiconductor manufacturing, and how electronic systems are designed and
deployed. To address this variability, designers resort to margins. We show how such
excessive margins can be reduced, and their effects can be mitigated, by a synergy
between hardware and software leading to efficient and robust microelectronic
circuit and systems.

We first explore approaches to reduce the margin and enable better than worst-
case design while avoiding the errors. We demonstrate its effectiveness on GPUs
where the effect of variations is not uniformly spread across over thousands
processing elements. Hence, we devise an adaptive compiler that equalizes the
expected lifetime of each processing element by regenerating an aging-aware
healthy kernel. Such new kernel guides its workload distribution that does matter
for the aging, hence effectively responding to the specific health state of GPUs.

Next, we focus on approaches that significantly reduce the margins by accepting
errors and exploiting approximation opportunities in computation. We explore
purely software transformation methods to unleash untapped capabilities of the
contemporary fabrics for exploiting approximate computing. Exploiting this oppor-
tunity is particularly important for FPGA accelerators that are inherently subject
to many resource constraints. To better utilize the FPGA resources, we develop
an automated design workflow for FPGA accelerators that leverages approximate
computation to increase data-level parallelism and achieve higher computational
throughput.
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