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1 Introduction

Technology scaling has reached a point at which process and environmental variabil-
ities are no longer negligible, and can no longer be hidden from system designers,
as the exact behavior of CMOS devices becomes increasingly less predictable. This
will show in the form of static and dynamic variations, time-dependent device
degradation and early life failures, sporadic timing errors, radiation-induced soft
errors, and lower resilience to varying operating conditions [35]. Already today,
conservative margining, guardbanding, and conservative voltage scaling, come at a
large cost. Only turning away from conservative worst-case design methodologies
for a 100% reliable physical hardware layer will make further downscaling of
CMOS technologies a profitable endeavor [7, 32]. This calls for radically new cross-
layer-design concepts [14–16] (Fig. 1).

Until today, these problems have mostly been addressed at the lower design
levels. At the higher levels, systems are typically designed under the premise of
fault-free underlying hardware. Only in extremely critical applications, such as
avionics, where the system cost is less important than its dependability, triple
modular redundancy (TMR) and similar techniques are employed on a system
level. Thus, to no big surprise, the large body of related work focuses on low-level
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Fig. 1 Main abstraction
layers of embedded systems
as used in the SPP1500
Dependable Embedded
Systems Priority Program of
the German Research
Foundation (DFG) and this
chapter’s major (green, solid)
and minor (yellow, dashed)
cross-layer contributions
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techniques to present higher abstraction and design levels with a practically error-
free platform built from potentially faulty elements.

To make a platform resilient against transient or permanent faults built-in
redundancy or built-in self-recovery techniques have to be employed. They all come
at the cost of chip area, power consumption, reduced system throughput, or other
implementation related metrics. Lower implementation cost, especially with regard
to energy consumption can be obtained when a degradation of hardware reliability
to a certain degree is tolerated. In fact, energy consumption and dependability of
integrated circuits can be seen as strongly interrelated problems: by decreasing
the operating voltage, the energy efficiency increases but at the same time the
dependability decreases. Thus, energy efficiency and dependability have to be
carefully traded off against each other.

An error-resilient architecture that can be seen as practically error-free can be
composed of protected components. Applications for these platforms can be imple-
mented in a traditional way, still assuming fault-free operation of the underlying
hardware. In addition to this horizontal integration, recent research also evaluates
the additional potential of a vertical integration of error resilience on the application
level with platforms having a reduced reliability. True cross-layer optimization
approaches do not only exploit the fact that some important classes of algorithms
are inherently error-tolerant, but also adapt applications and hardware architectures
jointly to achieve the best possible trade-offs. This chapter focuses on cross-layer
optimization for wireless communication systems with emphasis on errors on data
path and SRAMs. Furthermore, we consider undependable DRAM subsystems,
named approximate DRAM.

2 Wireless Baseband Processing

In this section, we present a wireless baseband processing system and a novel
cross-layer methodology using resilience actuators (see Sect. 2.1.2) to improve the
reliability of this system. Wireless communication systems have an inherent error
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Fig. 2 Wireless communication systems suffer from different sources of errors (indicated by red
arrows): channel errors, quantization errors, errors from suboptimal algorithms, and hardware
errors. Here, we focus on the receiver side only

resilience. They are designed to recover the originally transmitted data sequence in
spite of errors that occur during transmission over a noisy channel. Figure 2 shows
a simplified structure of such a system. To achieve a reliable transmission, today’s
communication systems use advanced forward error correction (FEC) techniques,
i.e. the sender adds redundancy to the actual information prior to transmission in
the channel encoder. This encoder connects to the modulator via an interleaver
(�). The interleaver is required to break dependencies between neighboring bits
while the modulator performs the mapping on symbols (e.g. QAM—quadrature
amplitude modulation) that are transmitted over the physical channel. On the
receiver side, the noisy signal is converted to the digital domain and fed into
the demodulator, which recovers the originally transmitted symbols by exploiting
the channel characteristics. After the deinterleaver (�−1) the channel decoder uses
the redundancy to correct transmission errors.

The primary goal is to correct errors from the noisy channel. But implementation
efficiency of communication systems in hardware mandates e.g. quantization of data
values and the use of suboptimal algorithms, i.e., algorithms that generate results
which deviate from the theoretically correct values. Both can be seen as further
sources of errors in addition to the noise on channel. In the same way, errors induced
by hardware faults can be considered as yet another error source in a communication
system. The question is if the hardware errors can be processed in a similar way than
the channel and what are the costs.

2.1 Methodology: Error Mitigation Using Dynamic Resilience
Actuators

Modeling of hardware errors is crucial for the design of dependable systems. Radi-
ation, thermal effects, aging, or process or parameter variations cause distortions on
a physical level which can be modeled by probabilistic bit flips according to the
resilience articulation point (RAP) model [16] (see also the chapter “RAP Model—
Enabling Cross-Layer Analysis and Optimization for System-on-Chip Resilience”
in this book). Depending on its location, a bit flip can have very different effects. An
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error in the controller, for example, usually leads to a system malfunction, whereas
individual errors in the memories or the data flow are often inherently corrected by a
wireless receiver ([12, 31]). Efficiency in terms of area and energy will be achieved
by recovering only from those errors which have a significant impact on the system
output and by choosing the layer on which the treatment of these error results in the
least overhead.

Dynamic approaches for error resilience also have to monitor the current hard-
ware status. This monitoring can be done on different abstraction layers. Examples
are error detection sequential (EDS) circuits on microarchitectural layer. EDS
circuits are very popular [6]; however, they require pre- and post-silicon calibration.
Monitors on higher abstraction layers are application-specific and normally more
efficient. For example, [3] proposed to detect timing errors with a small additional
hardware block which mimics the critical path under relaxed timing constraints.
The result of the mimic hardware is compared to the normally operating unit.
Deviations indicate timing errors. For a turbo and convolutional code decoder, the
mimic hardware only required 0.7% of the decoder area. In this article we focus on
resilience techniques which are employed after hardware errors have been detected,
not on the detection methods themselves.

Many state-of-the art publications utilize low-level static resilience techniques
to combat the effects of unreliable hardware, e.g., ECC protection of memories,
Razor flip flops, or stochastic logic [36]. Static methods have the disadvantage
of permanently decreasing the system performance in at least one of the terms
of throughput, area, or power, even when no errors occur. In [31] for example,
the static protection of a complete LDPC (Low-Density Parity Check) decoder for
WiMax/WiFi resulted in an area overhead of 21%.

Dynamic techniques often use available hardware resources or have very low
additional costs as we will show in Sect. 2.2.1. However, error detection circuits
result in additional costs. When comparing static and dynamic methods, this
additional cost has to be taken into account. In general, the choice of the protection
method will also depend on the expected hardware error statistics as we will
demonstrate in the next paragraph. Eventually, a combination of static and dynamic
protection will likely result in the least overhead.

2.1.1 The Dynamic Behavior of Wireless Systems

Modern wireless communication standards, such as LTE (Long Term Evolution)
or HSDPA (High Speed Downlink Packet Access) provide mechanisms to monitor
and dynamically adapt to changes in the Quality-of-Service (QoS). The QoS in a
wireless transmission system is typically defined as the bit or frame error rate with
respect to a given signal-to-noise ratio. If the desired QoS cannot be achieved for the
current transmission channel, communication parameters like code type, code rate,
etc. are adjusted to improve the communications performance (see Fig. 3a). A good
example for this dynamic behavior is the hybrid automatic repeat request (H-ARQ),
which is used in LTE, HSDPA. These systems typically transmit blocks of data at
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Fig. 3 The standard communication flow dynamically adjusts communication parameters to
achieve the required QoS, e.g., the code rate in Hybrid-ARQ systems. (a) Dynamic QoS flow of a
modern wireless communication system. (b) In Hybrid-ARQ systems the code rate is dynamically
adjusted for each block to ensure error-free transmission

a high data rate and with little error protection, i.e., with a very high code rate. If
the decoder fails, the transmission of additional data is requested until the block
is correctly decoded. Note that such a retransmission does not contain the same
data as before. Instead, different information will be sent every time, which had
been punctured on the transmitter side before. The additional information decreases
the data rate but at the same time increases the probability that the block can be
correctly decoded at the receiver. Figure 3b shows the throughput of a H-ARQ
system over different SNR values. For high SNR values, decoding succeeds after
the first transmission, i.e., the channel decoder can correct all errors, and a high
throughput is obtained. With a decreasing SNR, more and more blocks require
additional transmissions and the throughput is lowered. The system dynamically
adapts the code rate and the throughput for each block.

This example shows how wireless receivers adapt dynamically to changes in
the transmission channel, i.e., varying SNR, and correct transmission errors. The
question is how this idea can be applied to the case of hardware errors. It has been
shown that low rates of hardware errors in a wireless receiver are not visible on the
system level. This is due to the fact that for low SNR the channel errors dominate.
For high SNR, when the channel error rate is very low, the channel decoder is able
to correct the hardware errors. For moderate hardware error rates, some dynamic
high-level techniques exist, e.g., increasing the number of decoder iterations to
counterbalance the impact of hardware errors. However, for very high error rates
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on the hardware level, a purely software-based mitigation is not possible. An
increase of reliability can generally be achieved by either static low-level techniques,
like e.g., Razor flip flops, triple modular redundancy, or by dynamic high-level
techniques, which exploit the flexibility of the receiver, e.g., increase of decoder
iterations, or a combination of both. To their advantage, dynamic techniques are
mainly algorithmic changes, which can be controlled by software and do not require
a more costly change of the underlying hardware.

Consequently, it is possible to use high-level techniques to mitigate hardware
errors in wireless communication systems. However, the channel quality changes
over the time and channel noise and hardware noise may change independently from
each other. In good channel conditions, we can use a part of the error correction
capability of the receiver to combat hardware errors if needed. When the channel
quality is very poor, all high-level techniques are needed to obtain the required
QoS, and hardware errors have to be counterbalanced by static low-complexity
methods. This is shown in Fig. 4a. When the hardware reliability is very high, no
action has to be taken. High amounts of hardware errors cannot be overcome using
dynamic techniques exclusively. A combination of dynamic and static techniques
is mandatory. When the channel quality is very poor, only static techniques are
available. For medium noise levels, there are potential trade-offs between dynamic
and static techniques.

2.1.2 Concept of Dynamic Resilience Actuators

As mentioned before current standards, like HSDPA or LTE, adjust dynamically
the QoS at runtime, e.g., higher data throughput rates are specified for higher
SNR. This is due to the fact that the computational requirements on the different
algorithms decrease with higher SNR in order to enable higher throughput. In
future technologies the negotiated QoS may also depend on the reliability of the
receiver hardware under given operating conditions. This leads to an entirely new
paradigm—adaptive QoS with respect to communication reliability and hardware
reliability. An illustration of this is the possibility to relax reliability requirements on
the underlying hardware instead of providing a higher throughput at high SNR. For
example, voltage overscaling can be applied, where the voltage is reduced beyond
the point at which fault-free operation of the circuit is guaranteed in order to lower
the power consumption of the receiver. In this way, QoS, hardware reliability, and
implementation efficiency can be traded off against one another at runtime.

In [3], we presented how this new paradigm can be integrated into the existing
QoS flow of wireless communication systems. Figure 4b shows the extended version
of the original QoS flow from Fig. 3a. Low rates of hardware errors are implicitly
corrected by a wireless receiver. In that case no further action is required. A higher
rate of hardware errors results in a degradation of the QoS and, thus, can be detected
by the standard QoS flow. The standard QoS flow is already error-resilient by
itself, as it dynamically adjusts the communication parameters to obtain a certain
QoS. In most cases, however, it will be cheaper in terms of energy to correct a
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(a) Depending on the current hardware reli-
ability and channel quality, different static
and dynamic techniques (resilience actua-
tors) are available to mitigate the impact of
hardware errors. Entries in cyan color quan-
tify the example in Section 2.2.

  

(b) Extended dynamic QoS flow: The relia-
bility control unit chooses the resilience ac-
tuatorswhich result in the least overhead and,
thus, in an energy efficient design.

No
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Fig. 4 Our new methodology integrates seamlessly into the existing QoS flow of today’s
communication systems. The available resilience techniques depend on the current channel quality
and hardware reliability. (a) Depending on the current hardware reliability and channel quality,
different static and dynamic techniques (resilience actuators) are available to mitigate the impact
of hardware errors. Entries in cyan color quantify the example in Sect. 2.2. (b) Extended dynamic
QoS flow: The reliability control unit chooses the resilience actuators which result in the least
overhead and, thus, in an energy-efficient design

temporary hardware error by the activation of a dynamic protection mechanism than
by changing the communication parameters as, e.g., a H-ARQ based correction is
very costly with respect to energy consumption.

As already mentioned a degradation of the QoS can be caused by either channel
errors or hardware errors. A differentiation of these two error sources is not possible
with the existing QoS monitoring system only. Therefore, it is necessary to monitor
the reliability status of each hardware component. Single bit flips in the data path
for example are often mitigated by the algorithmic error resilience of the receiver.
Application-specific detection circuits like the reduced-size ACS (add-compare-
select)-unit for turbo decoding proposed in [3] can indicate the status of one
component with only a small overhead.

We introduced a reliability control unit which activates one or several resilience
actuators according to the current monitoring status. A resilience actuator is a
dynamic protection mechanism, which can increase the error resilience either on
component or on system level. Resilience actuators can be found on hardware
level and on software level. So far, we identified four classes of actuators. On the
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lowest level, we can change the hardware operating point, e.g., the supply voltage
or the clock frequency. The trade-off between supply voltage, clock frequency,
and power consumption is well studied in the literature. Another possibility is the
use of low-level hardware techniques, such as the selective protection of critical
parts, or setting erroneous likelihood values to zero [31]. Many algorithms have
parameters which can be changed at runtime. Advanced channel decoders operate
iteratively. The number of iterations is a parameter which can easily be changed
for each individual block by the software. For many components, we have a choice
of different algorithms, starting from optimal algorithms with a high complexity
down to suboptimal algorithms with a very low complexity, which offers a trade-
off between QoS and implementation efficiency. The choice of parameters and
algorithms is another class of actuators [3]. There also exist resilience actuators on
system level. Adjusting the communication parameters, e.g., by choosing a channel
code with a better error correction capability, improves the error resilience, but the
effects are not immediate. A faster solution is to shift complexity between different
components, when one of the components has a low hardware reliability. It is
important to note that resilience actuators are only activated when hardware errors
cause a degradation of the QoS.

In general, different actuators or combinations of actuators are suited to deal
with different types of hardware errors. Normally, it is preferable to use actuators
which do not require changes inside the components or which can be implemented
with low complexity. Each actuator offers a different trade-off between hardware
reliability, QoS, and implementation performance (throughput, energy). Based on
the channel quality and the respective requirements on QoS, throughput, and
energy, the reliability control chooses those actuators, which will best fulfill the
requirements. Therefore, it is mandatory to characterize each actuator with regard
to its influence on communications performance, throughput, area, and energy
overhead. Sometimes, the reliability requirements necessitate the use of resilience
actuators which have a severe effect, e.g., on the system throughput. In these
cases, the reliability control also needs actuators which trade-off throughput and
communications performance. The big advantage of this reliability extension is the
dynamic protection of the wireless receiver, which is only activated when necessary.

2.2 A Case Study

In the last section, our new methodology was generally introduced. The trade-off
between channel quality and hardware resilience and the choice of the resilience
actuators are application-specific and cannot be quantified in a general fashion. In
this paragraph, we demonstrate our methodology on a concrete example in order to
make it more seizable.

Multiple-antenna or MIMO systems have the potential to increase the data rate of
wireless communication systems. They belong to the most advanced systems in 4G
and 5G communication standards, and their very high complexity is a challenge for
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Fig. 5 Generic architecture of an iterative MIMO-BICM receiver including main building blocks
and system memories

any hardware implementation. To demonstrate our novel methodology, we chose
to apply it to a double-iterative MIMO-BICM (bit-interleaved coded modulation)
transmission system.

Aforementioned, a channel code provides redundancy, which allows the correc-
tion of transmission errors in the receiver. An interleaver between channel encoder
and modulator reduces dependencies between neighboring bits. The modulated
symbols are multiplexed to an array of antennas and then transmitted in parallel
to increase the data rate. Such a system setup is called MIMO-BICM system. On
the receiver side, a MIMO detector decouples the multiple transmission streams,
and the channel decoder corrects errors, which have been induced by noise on
the communication channel. The most advanced receiver techniques combine the
MIMO detector and the channel decoder in an iterative feedback loop to further
improve the communications performance of the receiver [17]. These two blocks
exchange likelihood values, which reflect their confidence in the results of their
computations. The channel decoder can be iterative itself (and often is), which
results in a double-iterative receiver structure. The number of iterations is dynamic
and depends strongly on the respective system state and QoS requirements.

Multiple-antenna systems are combined with different types of channel codes in
the existing standards. WiFi features LDPC codes and convolutional codes, whereas
LTE supports only the trellis based convolutional and turbo codes. WiMax supports
all three kinds of channel codes. Therefore, we mapped the iterative receiver
structure from [11] onto a general architecture framework, which allows us to plug
in different MIMO detectors and channel decoders [13]. The generic architecture
shown in Fig. 5 connects the main building blocks via several system memories.

We presented in [11] the details of the implementation results for all components
of the iterative receiver [13, 34]. All designs were synthesized in a 65 nm low-power
bulk CMOS standard cell library. Target frequency after place and route is 300MHz,
which is typical of industrial designs (exception WiMax/WiFi LDPC decoder). The
size of the system memories is determined by the largest block length in each
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communication standard. For example, LTE turbo codes include up to 18,432 bits.
In this case, the system memories require approximately 40% of the total system
area. For WiMax/WiFi, the maximum block length is only 2304 bits which results
in a much smaller area for the system memories. The power consumption of the
memories is not neglectable when compared to the other components [13]. The total
power consumption depends heavily on the number of inner and outer iterations.

The system memories add substantially to the die area of such an iterative
MIMO-BICM receiver. Memories are very susceptible to hardware errors due to
their dense and highly optimized layouts. In [12], we analyzed the impact of
hardware errors in the different system memories on the system performance of
a MIMO-BICM system. We found out that especially the memories containing
complex-valued data, i.e. the channel information and the received vectors, are very
sensitive. Figure 6 shows the degradation of the communications performance when
errors are injected in the channel information memory. Up to a bit error probability
of pb = 10−6 the degradation is negligible for the typical frame error rates (FERs)
of a wireless system. Afterwards, the performance decreases gradually with an
increasing pb.

We assume that the memory errors result from supply voltage drops which occur
regularly during power state switching. In this context, several resilience actuators
exist, which can be applied to different degrees of hardware unreliability in order
to mitigate the impact of the hardware errors on the system performance [26].
Table 1 lists them with their influence on area, power consumption, and throughput

7 8 9 10 11 12 13 14 15 16 17 18
10-5

10-4

10-3

10-2

10-1

100

Eb/N0 / dB

FE
R

Fig. 6 The system communication performance is gradually decreasing for random bit flips in the
channel information memory. pb depicts the bit error probability
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Table 1 Quantitative comparison of resilience actuators for the system memories of an iterative
MIMO-BICM receiver

Tolerated hardware Tolerated hardware
Resilience actuator Impacts (un-) reliability error probability

Algorithmic Area +0% −200mV supply voltage 10−6

error resilience Power +0%

Throughput −0%

1 outer iteration Area +0% −300mV supply voltage 4 · 10−5

Power +0%

Throughput −75%

1-bit error Area +30% −400mV supply voltage 8 · 10−4

correction code Power +30%

Throughput −0%

8T memory cells Area +25% −500mV supply voltage 8 · 10−3

Power +0% for the equivalent

Throughput −0% 6T memory cells

and their error resilience. In Fig. 4a, these actuators are arranged according to
our methodology (cyan text). No action has to be taken as long as there is a
high hardware reliability, i.e. voltage drops of no more than 200mV. Within
this region, the receiver shows an inherent algorithmic error resilience. For a
decreased reliability in which voltage drops up to 300mV occur, we can react
on the highest level by increasing the number of iterations in order to regain
communications performance. For transient errors, this leads only to a temporary
throughput degradation without loss of communications performance. When errors
occur with a high probability pb > 5 · 10−5, high-level resilience actuators cannot
provide the necessary resilience. On a lower level, the contents of the memory can
be protected by a simple 1-bit error correction code. The resilience can be even
further increased on technology level by employing 8-transistor (8T) memory cells
instead of 6-transistor (6T) cells resulting in a smaller implementation overhead. 8T
memory cells can even tolerate voltage drops of 500mV. However, the increase in
area and power is in both cases permanent.

2.2.1 Resilience Actuators

Error resilience techniques for channel decoding have already been thoroughly
investigated (cf. [11]). However, there are potential trade-offs on system level
between MIMO detection and channel decoding, which we will discuss in the
following. Except for the hardware operating point, we will restrict ourselves to
application-specific resilience actuators. Universal, already established, low-level
hardware techniques can be applied to any application and result in a constant
overhead. Here, we focus on dynamic resilience techniques, which can be switched
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on and off as necessary and which do not have a large impact on implementation
complexity and energy consumption.

As MIMO detectors have no inherent error correction capability, algorithmic
changes inside the detector component cannot improve the error resilience. This
has to be done either on system level or by changing the hardware operating
point. These actions usually have a negative influence on system throughput and/or
communications performance. Therefore, we also introduce algorithmic resilience
actuators, enabling a trade-off of throughput and communications performance in
order to counterbalance these effects.

• Hardware operating point: When timing errors occur, the clock frequency can
be reduced or the supply voltage can be increased to make the circuit faster.
However, both approaches require additional control circuits and energy. The
trade-off between supply voltage and energy is well-understood. The number of
bit flips in a memory, for example, strongly depends on the voltage: Increasing
the supply voltage decreases the soft error rate. According to [8], the soft error
rate drops by about 30% when the operating voltage is increased by 100mV
compared to the nominal voltage. Changing the hardware operating point offers
a trade-off between reliability and energy consumption, which is often used for
voltage overscaling.

• Adjustment of detection quality: Changing the detection quality offers a trade-off
between communications performance and throughput but has no direct influence
on the error resilience. However, a higher throughput augments the available time
budget and, thus, offers a higher potential for error resilience. This resilience
actuator uses the available algorithmic flexibility and thus has only a negligible
influence on power and area consumption.

• External LLR (log-likelihood ratio) manipulations: Instead of accessing the
MIMO detector directly, we propose low-complexity techniques, which work
only on the LLR-input and -output values of the detector. LLR values have a high
robustness against hardware errors. If an LLR value is equal to zero, it contains
no information. Thus, the most important information is stored in the sign bit.
As long as this sign bit is not compromised, the core information is still correct
and the channel decoder can correct the hardware errors. For more details see
additionally [11].

Instead of increasing the reliability of components individually, the problem
can also be tackled on system level. The double-iterative structure of a MIMO-
BICM receiver offers several high-level possibilities to combat the unreliability of
its components. We present the most promising techniques in the remainder of this
section.

• Iteration control mechanisms: An iteration control typically monitors exchanged
values in an iterative system and checks stopping conditions to detect the
convergence of the processed block. In [12] we analyzed the impact of memory
errors on the system behavior of an iterative MIMO system. We observed that
errors in any of the memories before the MIMO detector have an increased
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Fig. 7 Example for complexity shifting in a double-iterative MIMO-BICM receiver by varying
the number of outer loop and channel decoder iterations

impact on the communications performance if the incorrect values are processed
repeatedly during the outer iterations. In [10], it was possible to reduce the
number of outer iterations to an average below 2 (from a maximum of 10)
without sacrificing communications performance. A further throughput increase
is possible by allowing a degradation of communications performance. The
additional effort for an iteration control is very low compared to channel
decoding [11].

• Complexity shifting between components: An example for a global algorithmic
adaption is to shift the complexity between system components: When a building
block cannot compensate an error locally, the system convergence can still be
achieved by increasing the computational effort of other building blocks. Such a
shift can be achieved, for instance, between the channel decoder and the MIMO
detector, leveraging the outer feedback loop.When theMIMO detector is not able
to counterbalance the impact of hardware errors, the number of channel decoder
iterations and/or the number of outer loop iterations can be increased in order to
maintain the communications performance. Figure 7 shows the frame error rate
for a 4×4 antennas, 16-QAM system employing aWiMax-like LDPC code where
complexity shifting can be used. We compare the frame error rate for different
numbers of decoder iterations and outer iterations. Let us consider the case when
the receiver is performing 3 outer iterations and 5 LDPC iterations. When the
MIMO detector suffers from hardware errors, e.g. due to a temperature increase,
we can temporarily shift more processing to the LDPC decoder by performing
only 2 outer iterations and 20 LDPC iterations. The new configuration provides
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the same communications performance. The question is how such a shift changes
the energy efficiency of the MIMO receiver. Figure 8 shows the implementation
efficiency of MIMO-BICM receiver and its components. The red curve shows
the efficiency of the MIMO detector for different search radii and in a MMSE-
SIC configuration (single red point). The blue curve shows the efficiency of an
LDPC decoder running with different number of iterations. The LDPC decoder
is a flexible decoder which supports all code rates and code lengths from WiMax
and WiFi standard. The yellow and the green curve show the system efficiency
for different numbers of outer iterations with 5 LDPC iterations (yellow) and
20 LDPC iterations (green), respectively. With the help of this graph, we can
quantify the influence of a complexity shift: when changing from 3 outer and
5 LDPC iterations to 2 outer and 20 LDPC iterations, the energy efficiency
of the system is reduced by approximately 50% (blue circle). However, the
same communications performance is achieved and when the temperature in
the MIMO detector decreases, the reliability control can return to the original
configuration.

• Shifting of error correction capability between components: Typically, MIMO
detector and channel decoder are designed and implemented independently of
each other. The MIMO transmission scheme provides a large data rate but has
no error correction abilities. The error correction capability is solely provided
by the channel code to improve the error rate performance of the transmission
system. From a system point of view, the MIMO detector does not work on



Design of Efficient, Dependable SoCs Based on a Cross-Layer-Reliability Approach 449

completely independent data as there are dependencies from the overlaying
channel code. However, this diversity cannot be exploited by the detector as the
channel interleaver hides the code structure from the detector and because most
channel code constraints span over many MIMO detection vectors. Kienle [24]
introduced a small block code in eachMIMO detection vector in order to generate
a small diversity gain in the MIMO detector while simplifying the outer channel
code to keep the overall coding rate constant. While this approach targeted the
decoding complexity, it can also be used to increase the error resilience of the
MIMO detector. Each parity check in one MIMO vector improves the error
correction capabilities of the detector. On a system level, the diversity gain can
be split between detector and decoder dynamically, thus, allowing the system to
react dynamically to changing hardware error rates. The only drawback of this
approach is that the diversity separation has to be done on the transmitter side,
which causes a higher latency.

3 Approximate DRAM

Some communication systems require large data block sizes that cannot be stored in
on-chip memories (SRAMs) anymore. In this case data has to be stored externally
in DRAMs. Thus, in the following we shift our focus on DRAMs.

Approximate DRAM is a new concept that adapts the idea of approximate
computing to DRAMs [23, 30]. Approximate DRAM exploits this fact by lowering
the refresh frequency (reducing vendor guardbands) or even disable the refresh
completely and accepting the risk of data errors. The underlying motivation for an
Approximate DRAM is the increasing power consumption and performance penalty
caused by unavoidable DRAM refresh commands. The authors of [29] and [1]
predicted that 40–50% of the power consumption of future DRAM devices will
be caused by refresh commands. Moreover, 3D integrated DRAMs like Wide I/O
or HMC worsen the scenario with respect to increased cell leakage, due to the
much higher temperature. Therefore, the refresh frequency needs to be increased
accordingly to avoid retention errors [37].

The characteristic refresh parameters of DRAMs, listed in datasheets, are very
pessimistic due to the high process margins added by the vendors to ensure correct
functionality under worst-case conditions and most important a high yield [28].
Thus, the DRAM refresh rate recommended by the vendors and JEDEC (tREF =
64ms) adds a large guardband, as shown in Fig. 9.

As mentioned before many applications like wireless systems have an inherent
error resilience that tolerates these errors and therefore, refresh power often can be
reduced with a minimal loss of the output quality.

Figure 9 qualitatively shows the retention error behavior over time and the design
space for Approximate DRAM. The sphere around the curve represents the process
variation, Variable Retention Times (VRT), and Data Pattern Dependencies (DPD).
In general, we have two key parameters for Approximate DRAM: The data lifetime
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Fig. 9 Qualitative retention error behavior of DRAMs

and the application robustness. Both parameters lead to three possibilities in this
design space:

• Refresh can be switched off if the data lifetime is smaller than the actual required
refresh period.

• Refresh can be turned off if the data lifetime is larger than the required refresh
period and the application provides resilience to the resulting number of errors at
this working point.

• If the application only provides a maximal robustness the refresh rate is
configured according to the resulting working point.

The reliability-energy trade-off for Approximate DRAMs can be explored only by
using fast and accurate retention error-aware DRAM models.

In [39] we developed such a model that is usable in full system level simulations.
The model was calibrated to the measurement results of DDR3 DRAM devices. A
measurement statistic is shown in Fig. 10. Here we measured 40 identical 4Gbit
DDR3 chips from the same vendor. Each single device has been measured ten
times at four different temperatures and five retention times, resulting in a total
of 8000 measurement points. We plot the retention times versus the normalized and
averaged number of errors obtained during each measurement step. The bars mark
the minimum and the maximum measured number of errors. We find here a quite
prominent variation in the order of 20% (max. number of errors), which shows a
large temperature dependency. This needs to be considered as realistic guardband
in approximate computing platforms utilizing the Approximate DRAM approach
(cf. the sphere in Fig. 9). Additionally, the figure shows a histogram of the absolute
number of bit errors (between 1 · 106 and 4 · 106) measured at the data point with
100s retention time and a temperature of 25 ◦C.
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Fig. 11 Simulation
Framework for Approximate
DRAM Explorations and
Reliability Management in
SoCs
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Figure 11 shows our closed-loop simulation flow for investigations on Approx-
imate DRAM. It is based on SystemC Transaction Level Models (TLM) for
fast and accurate simulation. This simulation loop uses the modular DRAMSys
framework [21] and consists of four key components: DRAM and core models [21],
a DRAM power model [5], thermal models [38], and the aforementioned DRAM
retention error model. The remaining models are shortly introduced in the follow-
ing:

• DRAM and Core Models: The DRAM model of the framework is based on a
DRAM specific TLM protocol called DRAM-AT [20]. Due to TLM’s modular
fashion several types of DRAM and controller configurations can be modeled.
For modeling the cores the gem5 simulator is used [2]. We developed a coupling
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between gem5 and SystemC to be able to integrate this powerful research
platform in our simulation loop [19].

• DRAM Power Model: Since DRAMs contribute significantly to the power
consumption of today’s systems [9, 27], there is a need for accurate power
modeling. For our framework we use DRAMPower [4, 5], which uses either
parameters from datasheets, estimated via DRAMSpec [33] or measurements to
model DRAM power.

• Thermal Model: 3D packaging of systems like Wide I/O DRAM starts to
break down the memory and bandwidth walls. However, this comes at the
price of increased power density and less horizontal heat removal capability of
the thinned dies. Therefore, we integrated the thermal simulator 3D-ICE [38]
in a SystemC wrapper [18] that is included in our closed-loop simulation for
Approximate DRAM analysis.

In a detailed case study [22] we used the presented simulation framework
(Fig. 11) to investigate the influence of Approximate DRAM on three different
applications. We achieved in average a more than 10% decrease of the total energy
consumption.

4 Conclusions

Technology scaling is leading to a point where traditional worst-case design
is no longer feasible. In this chapter, we presented a new methodology for
the design of dependable wireless systems. We combined cross-layer reliability
techniques to treat hardware errors with the least possible overhead leading to
a high energy efficiency. This methodology enables efficient trade-offs between
communications performance, throughput, and energy efficiency. However, the
exact trade-off depends on the real application requirements, which was not in the
focus of this work. Application-specific resilience actuators together with low-level
techniques offer the ability to respond to the changing requirements on reliability
and quality-of-service. We illustrated our new methodology on a state-of-the-art
generic double-iterative MIMO-BICM receiver which belongs to the most complex
systems in modern communication standards.

We identified dynamic resilience actuators on all layers of abstraction. Each
actuator offers a trade-off between communications performance, implementation
performance (throughput, power), and error resilience. Any actuator which trades
off communications performance for throughput, e.g., the sphere radius, can be
reused to increase the error resilience, when combined with a reduction of the clock
frequency. Throughput and error resilience are, thus, closely related. As we have
shown, algorithmic resilience actuators offer a great potential for dynamic trade-
offs between communications performance, implementation performance, and error
resilience. This work emphasizes the strong mutual dependencies between these
three design metrics in a wireless receiver.
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When the requirement in communication systems on data block sizes exceeds the
capacities of the on-chip memories (SRAMs), external memories, such as DRAMs,
have to be used. To reduce their impact on energy and performance we exploited
the concept of Approximate DRAM. However, this comes at the cost of reduced
reliability. For the exploration of approximate DRAMs we introduced a holistic
simulation framework that includes an advanced DRAM retention error model. This
model is calibrated to real measurements of recent DRAM devices. Finally, we
demonstrated using the holistic simulation platform that the impact of Approximate
DRAM on the quality (QoS or QoR) is negligible while saving refresh energy for
three selected applications.
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