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1 PRELIMINARIES 

This paper describes how a new numerical software product was developed by a commer
cial company. The product chosen for this study is the first release of the NAG Fortran 90 
Library, known as NAG fl90 (NAG, 1994). The paper takes the form of a narrative, cover
ing the years 1991 to 1994. It does not attempt to discuss thoroughly the technical issues 
which were raised or the solutions which were adopted; those, I hope~ will be discussed 
elsewhere. 

It may be interesting to compare this paper with a paper by Ford et al (1979) from a 
much earlier period in the history of NAG. That paper described the enterprise of develop
ing and porting the NAG libraries (Fortran 66 and Algol60 in those days), in an era when 
either standards were non-existent (in the case of computer arithmetic), or conformity to 
standards was much less disciplined (in the case of programming languages), and tools to 
enforce conformity to standards were only beginning to become readily available. One of 
the themes of that paper was that greater discipline and mechanization were needed -
and were being introduced - in order to develop numerical software of high quality at an 
economical cost. Since then, the NAG Fortran Library has been expanded and updated in 
a continuous sequence from Mark 6 through to Mark 17, while the procedures and prac
tices for doing so have evolved almost out of recognition. Rather than trace the history of 
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that evolution, the present paper describes how the company undertook a new venture, 
though one which drew heavily on the experience which had been accumulated over the 
years. The paper concentrates on those aspects of a software development project which 
cannot be mechanized, such as exp~rimentation, planning, organization, and design. 

Ever since the ratification of the Fortran 77 standard, NAG had taken a close and 
supportive interest in the work of X3J3 on the next standard (initially Fortran 85, then 
Fortran 8X, eventually Fortran 90). Fortran 77 had brought only modest improvements 
over Fortran 66. NAG looked forward to the further evolution of Fortran into a much 
more powerful, flexible and attractive language for scientific computing; NAG wished to 
encourage this evolution, and to be in a good position to take an early advantage from it. 

NAG's Technical Policy Committee (its board of external technical advisors) regularly 
reviewed aspects of the language standard through its several metamorphoses. As the 
prospects for reaching agreement on the new standard began to brighten towards the end 
of the 1980s, the Technical Policy Committee started to consider various options for a 
NAG Fortran 90 Library. By this time NAG had already decided to produce a Fortran 90 
compiler, partly because this was a rational progression from work already done toward 
developing software tools for Fortran 90, and partly because it would enable us to make 
an early start on writing Fortran 90 library software. The compiler was first released very 
soon after the language standard was ratified in May 1991, and by that time NAG had 
already embarked on an internal project to consider the design of a Fortran 90 numerical 
library. 

2 THE DESIGN PROJECT 

The design project was formally initiated in January 1991; a working group of NAG staff 
was constituted, to "be responsible for studying issues relating to the design of a numerical 
procedure library in Fortran 90". Its appointed tasks included: making contact with any 
other external groups studying Fortran 90 library design; maintaining close contact with 
the NAG f90 compiler development project; monitoring news of other Fortran 90 compiler 
developments; considering various courses of action as to how NAG might proceed to 
prepare a Fortran 90 library for commercial release; and preparing the necessary draft 
technical guidelines. 

For the first 12 months or so, the project was a low-level activity: the total effort was 
less than the equivalent of one full-time person, and all members of the working group 
were working primarily on NAG's existing products. The pattern of work was that four or 
five people undertook preliminary design studies and experimented with prototype code; 
a few other members of the working group served in an advisory or critical role. 

The work was in some respects not typical of numerical software development projects. 
We were working with a new programming language; there were no models to follow; 
there was no community of existing users (although a small number of eager pioneers); 
but on the other hand there was no algorithmic research to be done, because we could use 
our existing Fortran 77 code as a. basis. Although untypical, the project was not unique 
in NAG's history: it had some parallels with the design of a. NAG Algol 68 library in the 
1970s and of a NAG Ada library in the 1980s. The working group included people who 
had worked on NAG libraries in Fortran 77, C, Algol68 and Ada. 
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Another member of the working group was Malcolm Cohen, the developer of the NAG 
£90 compiler. To be developing a library alongside the continuing development of a com
piler for the language was unusual. This had some disadvantages (the compiler was ini
tially very immature), but many advantages (quick bug fixes, fairly quick provision of new 
compiler-features, such as some extra syntax-checks, and expert insight into questions of 
interpretation of the standard). Some of these advantages and disadvantages are illus
trated by the following dialogue: "I think we should design it this way." "The standard 
doesn't allow that." "But I've tried it with the compiler and it works." "Well, it won't 
work to-morrow!" 

It was important to expose our ideas to outsiders. Regular reports were made at the 
half-yearly meetings of the NAG Technical Policy Committee. We were fortunate that it 
included two members of the X3J3 committee (Lawrie Schonfelder and Brian Smith), as 
well as others who took a strong interest in the design project (especially James Davenport, 
Stu Feldman, Ian Gladwell and Nick Maclaren). A workshop was held early on, in June 
1991, attended by several of those people, and also John Reid, another member of X3J3. 
A second, similar workshop was held in December 1992, towards the end of the project. 

The project continued at a fairly low level until the beginning of 1992. Enough ex
perience had been gained for definite plans to be discussed by the management of the 
company, which decided on the following: 

• the company would aim to release a Fortran 90 library product by the end of 1993; 
• this product should be a substantial library with coverage across several areas of nu

merical analysis and statistics, but the details of its contents would depend on what 
could be achieved in the time available; 

• the design project should be completed by the end of 1992, having thoroughly prepared 
the ground for a development phase during 1993. 

(We expected that by the end of 1993 several Fortran 90 compilers from other vendors 
would be available, and there would be a steadily growing population of Fortran 90 users; 
we wished to have our library ready to offer to them. These expectations turned out to 
be over-optimistic.) 

The principal tasks required to complete the design project were identified as follows: 

• the development of the basic core of the library infrastructure; 
• the definition of standards for software design, coding practices and documentation; 
• the development of sufficient prototype code and documentation in specific areas of the 

library to verify that the proposed design was workable and acceptable. 

The membership of the group was increased throughout 1992, by the gradual addition 
of more and more of those who would be working on the development of the library. Their 
role was to extend the development of prototype code and documentation into other areas 
of the library, while familiarizing themselves with the work that had already been done 
(and sometimes injecting new ideas). By January 1993, the membership of the group 
had grown to fourteen, and the total effort had grown from the equivalent of one to four 
people. 

The group realised that, in order to evaluate any proposals, it was essential to examine 



200 Part III The Effect of New Environments on Numerical Software Quality 

what effect they would have on the user documentation, and to a lesser extent on users' 
calling programs. Therefore the group made an early start on designing documentation 
(which included examples of code to call the procedures), though our ideas went through 
many transformations before the eventual documentation standards were arrived at. 

Prototype procedures were designed and documented in the areas of: quadrature; non
linear optimization; ODE initial value problems; eigenvalue problems; linear equations; 
curve-fitting with splines; FFTs; roots of polynomials. And a large amount of effort was 
spent on studying and debating certain general aspects of the design, which are described 
in the following subsections. Details of the eventual solutions (as far as they are visible to 
users) can be found in the Manual (NAG, 1995), especially in the Essential Introduction. 

2.1 Use of modules 

It was agreed early on that we should take advantage of the new concept of module 
provided by Fortran 90, as a convenient means of grouping together a small number 
of related library procedures (and in some cases definitions of derived types or named 
constants), and controlling the accessibility to users of objects within the library. That 
left considerable room for discussion about the contents of individual modules; in the 
finished product, the number of documented procedures in a module ranges from one to 
twelve. 

There was also prolonged discussion on how modules should be documented. The NAG 
Fortran 77 and C Libraries had relied on individual routine documents as the basic unit of 
documentation, these being grouped into chapters, each with an introduction document. 
However, for the NAG Ada Library, the fundamental unit was a package document, and 
this model was followed, an Ada package having much in common with a Fortran 90 
module. Within a module document, each procedure in the module was specified in a 
separate subsection. 

Another issue concerned the structure of the software. Fortran 90 allows procedures 
either to be explicitly 'contained' within a module, as 'module procedures' (in which case 
the compiler automatically generates information about their interfaces); or to be self
contained program units, as 'external procedures', with separate modules containing the 
interface definitions (which must be constructed by the code developers, preferably with 
the aid of an automatic tool). Which approach should we adopt? The module procedure 
approach was more appealing to purists (and we would recommend it for small libraries 
or projects). However, for a large library it would have implied an elaborate hierarchy of 
modules with a network of dependencies, seriously complicating the process of compiling 
the library and recompiling individual units within the library; the library contains over 
1300 program units, of which only about 10% are modules. Our colleagues who expected 
to bear the brunt of compiling and testing the library, especially when porting it to 
different systems, persuaded us to adopt the external procedure approach, because this 
would allow individual procedures to be compiled independently, although it imposed the 
extra burden of checking that the interface blocks matched the code of the procedures (a 
software tool was developed for this purpose). 
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2.2 Optional arguments 

There was no doubt that we wished to use optional arguments in the interface to library 
procedures - for the user of a library they are one of the most striking advantages of 
Fortran 90 over Fortran 77. But how should they be documented? 

On the one hand, we wanted to make it easy for users to grasp how to call a procedure 
without using any optional arguments; on the other hand, for users who were not satis
fied with this minimal functionality, we wanted to communicate fairly readily the extra 
flexibility which was provided by the optional arguments, and how it could be used. We 
experimented with the idea of two levels of documentation, one omitting and one includ
ing the optional arguments, but rejected it, largely because the type of facility provided 
by optional arguments varied between different procedures, We wanted, if possible, to 
adopt a clear and consistent standard for the structure of our documentation, so that 
users would quickly become familiar with the structure, and so that developers would 
have a clear standard to conform to without having to make a large number of subjective 
decisions. 

There was still room for debate about which arguments should be mandatory (in prin
ciple, those which defined the data for the problem and the essential components of the 
results) and which should be optional: for an iterative algorithm in, say, adaptive quadra
ture, is the requested accuracy an essential part of the problem definition? if not, what is a 
reasonable default value? is the estimate of the achieved accuracy an essential component 
of the results? 

2.3 Generic interfaces 

It was immediately obvious that generic interfaces were a valuable feature of Fortran 90, 
allowing a single documented procedure interface to cover: 

differences in precision: that is, single, double or possibly quadruple precision versions 
of a procedure; 

differences in type: for example: sorting integer, real or character arguments; solving 
real or complex systems of linear equations; 

differem:es in rank: for example, evaluating a spline at a single point or an array of 
points; solving a system of linear equations with one or many right hand sides. 

We had to devise simple conventions for specifying the allowable variations in the 
arguments, but for examples like the above this was not difficult; and the overall benefit 
was a considerable reduction in the amount of documentation, compared with what would 
be needed for Fortran 77 routines covering the same functionality. 

We experimented with a more ambitious degree of overloading: for example, a single 
interface for 1-dimensional quadrature with different weight functions; or a single interface 
for solving systems of linear equations with different types of coefficient matrix (general, 
symmetric, banded and so on). Even when it was possible to develop software for such 
heavily overloaded interfaces which could be unambiguously resolved, it proved impossible 
to write easily understood documentation. We settled on a working rule that in each 
specific procedure of a generic interface, the mandatory arguments (and preferably also 
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the optional arguments) should be in one-to-one correspondence, in the same order, and 
must serve a similar purpose. 

2.4 The error handling mechanism 

Throughout NAG's history, library error handling mechanisms have been notorious for 
causing prolonged debate. The debate about the Fortran 90 error handling mechanism 
did not perhaps live up to the worst of this reputation, but several different designs were 
proposed between November 1991 and April1993. A survey was made of error mechanisms 
in other libraries (all in languages other than Fortran 90), including NAG libraries, the 
IMSL libraries, the SLATEC library, IBM's ESSL library, the Xlib library and the GKS 
graphics library. 

There was general agreement that library procedures should have an optional argument 
concerned with error handling, and in its absence they should take a suitable default ac
tion. But should errors be classified into different levels of severity? Should the default 
action depend on the level of severity? How should users be able to modify the default 
action? The optional error-handling argument, if present, could be used to return infor
mation to the calling program: should this argument be a structure (storing, say, an error 
code, the name of the called procedure, the text of any error message)? Should it be 
an output argument? or an input/output argument with some of its components being 
used to control the error-handling action (for example, whether the program should halt, 
whether an error message should be output, and if so, to what file)? Should a history of 
errors be retained? H library procedure A called library procedure B and an error was 
detected by B, what information should be passed from B via A to the calling program, 
and how? 

How should the mechanism be documented? Would it be sufficiently simple for inex
perienced users, and sufficiently flexible for more advanced users? Should we even talk 
about "error handling" if the mechanism covered warnings and successful exits as well? 

To choose between the final four variant mechanisms under consideration, documen
tation was drafted for each, in a consistent style, including examples of how they could 
be used. Having made our choice, we then had to tidy up the code to implement it, and 
write guidelines to help library developers to use it correctly and consistently within their 
procedures. 

2.5 A naming scheme 

One of the blessings of Fortran 90 is that it frees us from the constraint of six-character 
procedure names. But this gave us a whole new set of headaches. The traditional NAG 
Fortran 77 routine names (like F03AEF), based on an extension of the ACM Modified 
SHARE classification scheme, do have advantages: they are recognizable as NAG names; 
they define the chapter of the library to which a routine belongs (F03, say); they define 
the order of routine documents in the manual (alphanumeric order of routine name). They 
can conveniently be used to construct the names of the files in which the code is held, and 
the simple structure of the names makes it easy to manipulate groups of files together. 
On the other hand we had become dissatisfied with some features of the classification 
scheme. 
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We felt that many users would complain if we did not take advantage of the 31 characters 
allowed by Fortran 90, to assign names which were more meaningful and memorable. (We 
also recognized that some users might find long names irritating and cumbersome, but 
Fortran 90 does allow users to rename library objects when they are accessed through a 
USE statement.) The NAG C Library provides both types of names which can be used 
interchangeably, for example nag...reaLcholesky or f03aec. For the Fortran 90 library 
we had to assign names not only to procedures, but also to modules and derived types. 

We spent some time considering whether we could use long meaningful names, such as 
nag_sym~in..fac, with a simple coding scheme embedded in them; so we might have, say, 
nag052..sym~in..fac, where the code 052 would identify the procedure as belonging to 
module 2 in chapter 5. This would make it easier to find the specification of the procedure 
within the manual, but otherwise seemed just to make the name longer and less attractive. 
If we were to incorporate any coding scheme, should it - or could it - be based on an 
existing classification scheme (for example, the GAMS scheme)? 

In the event, we chose a fairly unsystematic scheme for the visible names. They all 
begin nag_ which associates them with NAG, but it is not possible to determine from 
the name of a procedure or derived type the name of the chapter or module to which it 
belongs. We devised our own set of numbered chapters to subdivide the documentation, 
and numbered the modules within each chapter; we quote the resulting two-level numeric 
index in contexts where it would help users to locate the document, thus: nag..sym~in..fac 
(5.2). 

The names are all constructed from a set of components separated by underscores. 
The components are either whole words or reasonably intelligible abbreviations; the same 
abbreviations are used in many argument names, and the full list of these abbreviations 
is included in the Manual. 

3 THE DEVELOPMENT PHASE 

On 26 February 1993, the design working group held its 21st and last meeting, and on 
1 March the development phase was formally initiated, although there was an overlap of 
2 months with the completion of the design work; in particular, the design and imple
mentation of the error mechanism was not finished until the end of April. Of course, we 
were prepared to revise our working standards during the development phase in the light 
of experience or comments, and some of the eventual solutions to the issues discussed in 
Sections 2.1 to 2.5 were not arrived at until late 1993 or early 1994. 

11 people were allocated to the development team, to develop code, test software and 
documentation; 3 others acted in an advisory role. The total effort was equivalent to about 
8 full-time people. 

At this point it is helpful to explain how the different stages of producing the Fortran 90 
library fitted into the overall organization of the company, following the established pat
tern for NAG's other numerical libraries. The development team were all members of the 
Numerical Libraries Division, one of the two development divisions. The other develop
ment division, the Software Environments Division, provided essential support, in the form 
of the f90 compiler, and also the emerging f90 tools (for processing the code) and other 
tools for processing the documentation. Completed software and documentation were as-
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sembled by the co-ordinator of the development team, who, when satisfied, passed it to 
the Production and Services Division for all the final stages of product preparation and 
delivery: the Software Processing Group received the material first, and undertook quality 
assurance; the documentation was then passed to the Publications Group, who produced 
the printed manuals and the on-line documentation; and the software was passed to the 
Implementation Group for porting to different systems. The development team continued 
to be involved, in responding to requests for revision arising from quality assurance, in 
proof-reading the documentation, and in advising on any porting problems. They also 
provided supporting material to the Sales and Marketing Division, to help them launch 
the new product. All this activity was overseen by a series of planning and co-ordination 
meetings. 

The original target of having a finished product by December 1993 was modified to 
having a beta-test product by that date - a schedule which eventually slipped by about 
two months. 

3.1 Code development 

The code for the library procedures consisted for most part of "thick jacket" procedures 
newly written in Fortran 90, calling NAG Fortran 77 library routines which remained 
largely unchanged. Some changes to the Fortran 77 code were essential (for example, 
to allow user-supplied procedures to have a Fortran 90 interface). A modest number of 
Fortran 77 routines were revised to use new Fortran 90 constructs, such as array syntax; 
but more extensive recoding could be postponed to future releases without disturbing the 
user-interface. 

Standard tasks for the jacket routines included: checking the validity of the supplied 
arguments; testing for the presence or absence of optional arguments and setting up suit
able defaults; allocating and deallocating storage; calling the required Fortran 77 routine 
or routines; and using the error handling mechanism. Code could usually be modelled on 
a standard pattern. 

Much more effort was required to develop suitable test software. Standards for test 
program design had been prepared, based on the standards already being used for test 
programs for the Fortran 77 library. The algorithmic basis of the tests could be copied from 
Fortran 77, but the programs needed to be recoded to fit the new Fortran 90 interface. 
Additional tests were required for the Fortran 90 library to check that the procedures 
correctly handled the presence or absence of optional arguments (although we did not 
attempt to test every possible combination). 

Separate test software was required for each specific procedure covered by a generic 
interface: the usual practice was first to develop test software for one specific procedure, 
and then to generate the other versions by simple editing. 

Internal maintenance documents were written, describing the purpose and mathemati
cal basis of all the tests. 

While the test software constituted the bulk of the new Fortran 90 code that was 
developed, particular care was taken over the code for the example programs, which is 
made available to users, and some of which is reproduced in the documentation. We 
wanted the example programs to demonstrate good Fortran 90 programming practice, 
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and to conform to a clear standard layout- which was imposed by one of the NAG f90 
tools, nag_polish90. 

Finally, history documents were initiated for all the software when it was passed to 
quality assurance, so that a record could be kept of any later revisions. 

3.2 Documentation development 

Much has been said in this paper about designing the content of the documentation, but 
nothing yet about the technology used to produce it. The development of the Fortran 90 
library overlapped with another internal NAG project, the NAG Product Information 
Database (NPID) project, which was developing new standards and tools for storing and 
processing files of library documentation; one particular aim in view was to produce a 
modern, hypertext-based, on-line form of the documentation. A decision had been made 
to use SGML to represent the basic form of the documents, but because the NPID project 
had not finished, a modified approach was used for the Fortran 90 library documents. 

Documents were written in D.'!EX, using a set of macros which defined the logical 
structure of the documents as well as the typeset layout. The macros were designed 
so that they could subsequently be translated into SGML tags, which could in turn be 
converted to hypertext links. So, for example, specifications of arguments were introduced 
with the macro \Arg (or \Argopt if optional), and all instances of argument names with 
the macro \arg (as in \arg{a} ). 

This D.TF}X-based approach proved very convenient while we were still experimenting 
with the design of the documents; it was comparatively easy to modify existing macros 
or implement new ones, in order to try out new ideas. 

Once the documentation standards had been finalised, annotated templates were pro
duced to help developers to write their own documents in conformity with the standards, 
and subsequently tools were developed to check for various aspects of conformity - for 
example, that \arg{a} did not occur in a procedure specification unless a was indeed an 
argument of the procedure. Tools was developed to check consistency of the procedure 
interfaces between the documents, the external procedures, and the interface blocks. 

3.3 Alpha- and beta-tests 

For the first a-test, software and documentation for 6 modules, together with a draft of the 
Essential Introduction to the Manual (describing the conventions we had adopted), were 
sent out in August. For the second a-test, software and documentation for 12 modules 
(including all those in the first a-test) were sent out in October. 

We asked for comments on the following topics in particular: the naming scheme; the 
degree of genericity (we were warned against excessive overloading); the example programs 
and the Examples of Usage sections (which at that stage clearly needed more care). 
We were urged to strive for greater consistency throughout the library, and received 
many useful comments on details of individual documents. Most of the reviewers confined 
their comments to the documents and did not have time to install and use the software. 
Reviewers commented on the degree of familiarity with Fortran 90 which our documents 
assumed: a Tutorial was later written to help users new to Fortran 90. 

A complete software library, and a very nearly complete set of documents, was ready 
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for an external /3-test at the beginning of March 1994, but this did not allow enough time, 
if we were to meet our revised target of releasing the product in May. So we organized 
an internal /3-test by 13 members of NAG staff. We could ensure that they covered the 
whole library, and responded within 2 weeks; many useful comments were received. 

We had hoped to make further tests of the software, using Fortran 90 compilers from 
other vendors. Our quality assurance procedure for the Fortran 77 library had always 
included tests on a representative sample of different systems. We had begun to get access 
to other compilers (from Cray, EPC, IBM and DEC) towards the end of 1993, some of 
them in /3-test versions, but our experience of using them was dominated by finding 
errors in the compilers, although a few errors in our code were detected. (Much later, 
as the compilers matured, they did prove valuable in detecting more faults in our code, 
such as: use of uninitialized data; use of unallocated allocatable arrays; use of optional 
arguments which were not present; and non-conformant arrays in assignments.) 

3.4 The final stages 

In March and April 1994, the remaining introductory documents were completed: the 
Tutorial; GAMS and KWIC indexes; and a Guide to Conversion from the NAG Fortran 77 
Library. The software and documentation were finalized, taking account of comments from 
/3-testing; initial ports were completed; the manual was typeset, proofread and printed. 

After that it was all over bar the shouting, as we say- where "the shouting" included a 
talk to the NAG Users Association, a press release, and an article in the NAG Newsletter 
'Network', with an accompanying photograph of the development team. 

The product was released on 1 May. It contained 141 procedures in 44 modules, grouped 
into 14 chapters, covering roughly the same functionality as 320 routines in the NAG 
Fortran 77 Library. It was documented in a 2-volume manual. The library and its test 
software together comprised about half a million lines of code. 

4 REFLECTIONS 

The narrative has, I hope, been an honest attempt to "tell it like it was", though somewhat 
sanitized by hindsight and the need for brevity. 

The design working group became large and somewhat unwieldy in its later stages, and 
time was spent going over old issues with new members of the working group. However, 
the enlargement of the membership did have the effect of involving most of the large de
velopment team in the design process, so that the development phase probably proceeded 
more smoothly than if they had been simply asked to work to a set of standards drawn 
up by a much smaller group. 

In the development phase, by virtue of starting from scratch, we were able to make 
systematic use of organizational processes which had been only partially adopted in our 
other library development activities, or even to pioneer new approaches (for example in 
on-line documentation or in maintaining history records for the software). 

The product has recently been updated to a 2nd release (NAG, 1995), and a 3rd release 
is under development- so far without serious second thoughts about the design decisions. 
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DISCUSSION 

Speaker : J. Du Croz 

R. Hanson : Most of the decisions NAG faced were also noted by the IMSL group. The 
benchmarking of Fortran 90 codes also seems important to our users. Should this be an 
issue? 

J. Du Croz : I agree that this is an important issue. A number of users or potential users 
of our library have asked us about it. We have recently begun work on benchmarking. 

I. Philips : What did you do about precision? Did you provide a precision 6 and a 
precision 14 library? If so, did you separately test such libraries? Theoretically, having 
a generic precision library implies testing both is unnecessary. This could be dangerous 
in practice, however. How did users react to having to match variables to your choice of 
precision? 

J. Du Croz : Our design allows us to provide versions of our library procedures in 
different precisions, all through the same generic interface. In practice, we have so far 
provided the library only in 64-bit floating-point precision (I assume that this is what 
you mean by "precision 14"), corresponding with IEEE double precision. However, we 
have tested the library in IEEE single precision, and are currently preparing a version 
in "quadruple-precision" (128-bit). We always run the whole set of our test programs in 
each different precision. 

C. Bischof : Did you consider in your interface design the potential impact on the 
ability to cross-link with other languages such as C or C++, e.g. the impact of optional 
arguments? 

J. Du Croz : We were advised that we should try not to create unnecessary obstacles to 
cross-linking the library with Cor C++, but in practice I don't believe this consideration 
had an effect on specific design decisions. The issue of interoperability between Fortran 
90 and C is being studied by the Fortran standards committees. 

D. Lozier : My question has to do with choice of language. For a new numerical software 
project, intended for use by a broad spectrum of scientific computer users, would you rec
ommend Fortran 90 enthusiastically and without reservation, or are there circumstances 
in which you would consider using Fortran 77, or even Cor C++, instead of Fortran 90? 

J. Du Croz : My biggest reservation at present would be that good, reliable and efficient 
Fortran 90 compilers are not yet readily available on all platforms. However the grounds 
for that reservation are becoming weaker and I hope will disappear; some of the compilers 
are already very good. I personally am enthusiastic about the language and have enjoyed 
working in it for the last 5 years. 

N. Higham : Are there any differences between the Fortran 90 version of LAPACK 
available from netlib and the chapter of the NAG Fortran 90 Library that contains LA
PACK? 

J. Du Croz : What's available from netlib is not a complete Fortran 90 version of 
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LAPACK, but an experimental Fortran 90 interface to one group of LAPACK Fortran 
77 routines, those for general systems of linear equations. The design is similar in some 
general principles to that of the corresponding module nagJin....sys in the NAG Fortran 
90 Library (for example, use of generic interfaces and optional arguments), but is quite 
distinct in details. 

J. Reid : What tools did you use to check the quality of your tests? For instance, did 
you check the statement coverage? 

J. Du Croz : We do not have any tools for checking our Fortran 90 test programs; 
in particular, we have no tool for checking which statements are executed. We do aim 
to execute all statements. One of our requirements is to check that the code has been 
compiled correctly. For this it is necessary (though not sufficient) that all statements 
should be executed. There might be a few sections of code whose execution we could not 
ensure-perhaps included as a precaution which could not be proved to be unnecessary. 
If a section of code is not executed by the test, this is an indication that a situation that 
the designer felt that he or she needed to address is not being created by the test. 

L. Osterweil : I am interested in pursuing why you have adopted the need to cover all 
program edges as a testing objective. It sounds more like a means to some (unarticulated) 
end, or a quality assurance process design without a clearly stated process requirement. 
What quality demonstration process requirement(s) are addressed by "covering all edges"? 
What worthwhile knowledge about the software is acquired? How do you decide when the 
costs of covering all edges outweigh the value received, especially in view of the fact that 
these costs can be considerable? 

J. Du Croz : To expand on my answer to John Reid, our requirement is to ensure (as 
far as possible) that the code is not corrupted in any way once it has been accepted as 
being of suitable quality. Corruption could occur as a result of an error in processing by a 
software tool, an error in compilation, or an error in copying or transmission. In essence, 
we are concerned here with regression testing. In our experience, the costs of covering 
"almost all" parts of the code are not usually excessive. 

W.M. Gentleman : Most testing is done black box, but in certain kinds of systems, 
such as real-time systems, the only way to provoke the execution of exception handling 
code is white box testing where flow of control is manually steered to the exception. Have 
you ever contemplated such testing in the NAG library? 

J. Du Croz : We have considered it, and have certainly used it on occasion at NAG 
during code development. The test software to which I referred in my talk is definitely 
designed for black-box testing. Especially when the library is ported to different systems, 
this work is often undertaken by people who have no detailed knowledge of the algorithms. 
We could probably force the execution of exception-handling code even in such black-box 
tests if we put extra hidden hooks into the code of the library routines, but we have not 
attempted to do this. 


