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Abstract 
Software to evaluate functions of one or two arguments is too often tested or certified, or 
the accuracy assessed, by ad hoc methods. Systematic methods to test, certify or assess the 
accuracy of single- or double-precision functions of one or two arguments, and supporting 
software, are described here. 

Keywords 
Mathematical functions, software evaluation, testing protocols 

1 INTRODUCTION 

Testing the accuracy of procedures that evaluate functions of one or two arguments has 
taken many forms, from code inspection, to comparing a few selected values produced by 
the procedure with tabulated values, to cumbersome testing protocols inspired by methods 
of software engineering, that verify that every executable statement of the procedure is 
executed. 

The first of these methods addresses the question whether the procedure attempts 
to solve the desired problem. The second addresses the question whether the procedure 
calculates the correct answer. It addresses the question of real interest, but because of the 
manual nature of the process it is tedious and inherently unreliable. The third addresses 
the question whether the input has been sufficient to exercise all of the procedure, but 
not the question whether the procedure computes the correct result. 

We describe here a simple yet comprehensive testing protocol, of the second kind de
scribed above, together with supporting software that automates the process, thereby 
removing the tedium, and making the process more reliable. 

There are descriptions by Cody (1969), Cody and Waite (1980) and Cody (1982), of 
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work that is similar in spirit to what we describe here. The important difference is that 
Cody et. al. "purify" arguments, that is, modify them so that they have a specified 
number of low-order digits known to be zero, and then assume the arguments are exact. 
We assume that arguments are inexact, with a uniform distribution of ~ unit round
off. Cody's strategy allows comparing test functions to reference functions of the same 
computed precision; our strategy requires higher precision reference values. 

In outline, the method described here consists of 

• Executing the software under test with systematically chosen arguments in user speci
fied ranges; 

• Comparing each result produced by the software under test to a result computed by a 
higher-precision reference procedure, and thereby calculating four error measures, viz. 

Error in units of the least significant digit, 
Relative error in units of the machine precision, 
Absolute error, and 
Error relative to the inherent error of the function; 

• Accumulating statistics and a histogram for each error measure; and 
• Reporting the test results, viz. 

- The statistics and histograms; 
- The ten most positive and ten most negative errors, by each measure; and 
- A crude "plot" of the errors, by each measure. 

The supporting software consists of two single-precision procedures, STFNl to test 
functions having one argument, and STFN2 to test functions having two arguments, 
and two corresponding double-precision procedures, DTFNl and DTFN2. Below, we use 
xTFNl or xTFN2 where the discussion applies to both precisions. xTFNl and xTFN2 
use a common low-level procedure, xTFN, and others not discussed here. 

2 SELECTING ARGUMENT VALUES 

2.1 Selecting argument values in xTFN2 

The calling procedure optionally sets parameters NX, NY, MX and MY. NX and NY 
specify the number of major subdivisions for the first and second arguments, respectively; 
MX and MY specify the number of minor subdivisions for the first and second arguments, 
respectively; The default values for NX, NY, MX and MY are 72, 36, 4 and 8, respectively. 

The calling procedure provides the argument array RANGES(1:4) to xTFN2. 
xTFN2 divides the rectangular region RANGE(1:2) x RANGE(3:4) into NX x NY 

major regions, and each of those into MX x MY minor regions. Then one pair of ar
gument values is selected in each minor region from two independent uniform random 
distributions. 
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2.2 Selecting argument values in xTFNl 

The calling procedure provides arguments RANGE(1:2) and NPTS to xTFN1 to specify 
the range and number of arguments at which to test the function. 

xTFN1 sets NX = 25, MX = f NPTS I 25 l, NY= 1 and MY = 1, and calls xTFN. 
If one wants different values for NX and MX, one can use xTFN2 with NY = 1 and 

MY= 1. 

3 MEASURING THE ERRORS 

Each time xTFN requests a function value, the user's function evaluation procedure is 
expected to provide a result from the function procedure under test, and a reference result 
of higher precision, which is assumed to be accurate to the full precision of the test result. 
When testing a single-precision function, the user is expected to provide a double-precision 
reference result. When testing a double-precision function, the user is expected to provide 
an extended precision reference result in a format compatible to Richard Brent's extended 
precision package (Brent 1978a, Brent 1978b) which is used internally by DTFN. 

Below, b is the radix of arithmetic, the test value is Vt = FtbE•, the reference value is 
V,. = FrbE•, vis the number of base b digits in arithmetic used by the procedure under test, 
and E = b1-" is the machine precision, the smallest number such that 1.0 + E # 1.0 when 
evaluated in the arithmetic of the procedure under test. xTFN assumes floating-point 
numbers are normalized. 

Errors are measured in four ways: 
Error as a multiple of the least significant digit is E = W1 - Wn where Wt = F1b" = 

Vtb"-Et and Wr = v,.bv-E, = Frb"+E.-E,. 
Absolute error as a multiple of the working precision E is A = EbE,-l = DIE, where 

D = Vt - V,.. Scaling by E is not always ideal, but is usually convenient for printing. 
Relative error as a multiple of the working precision E is R = 1:.1b"-1 = 1~ 1 b"- 1 = 1:,_1. 

The ratio E I R is bounded between 1 I b and b. 
Error compared to the inherent error is 

in which the denominator is how one expects an error in the arguments of one unit of 
round-off to affect the function value; nv is the number of components of the function 
value and vt,i is the i'th component of the test value. An error B = 1 is in some sense 
"the Best one can expect." 

The user's function evaluation procedure can compute derivatives, or request that xTFN 
approximate derivatives by differences. In the latter case, the function evaluation proce
dure can signal that the function is an anal~tic function of a complex argument, in which 
case a~~ 1 and a~;;" can be computed from a a: 1 and ~ by applying the Cauchy-Riemann 
conditions. 

xTFN can assess functions that return results with more than one component, in par-
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ticular, complex results. If a result has one component, errors are measured as explained 
above. If a result has more than one component, the error in the least significant digit 
is computed as above but only for the component of largest magnitude; absolute error 
D = llvt- V..ll2; scaled absolute error A= D/E and relative error R = A/IIV..Ik 

4 STATISTICS AND HISTOGRAMS 

4.1 Statistics 

For each measure, xTFN computes mean, standard deviation, minimum and maximum 
error. Statistics are separately computed for signed and unsigned error measures. 

For each measure, xTFN remembers the arguments and function values for which the 
10 most positive and 10 most negative errors were observed. 

4.2 Histograms 

xTFN computes histograms of the number of samples for which E < -210 ~ E < -29 ~ 
... < -1/2 ~ E < 0 ~ E ~ 1/2 < E ~ 1 < ... ~ 29 < E ~ 210 <E. A similar histogram 
(with only positive ranges) is computed for lEI. Similar histograms are computed for the 
other error measures R, A and B. 

5 REPORTS 

Results of the testing are presented in three parts. 
The first part presents the argument ranges, number of samples attempted and number 

of samples successfully evaluated, histograms, and statistics of mean, standard deviation, 
minimum and maximum. 

The second part presents the 10 most positive and 10 most negative errors observed, 
for each measure, together with the arguments and function values for which those errors 
were observed. 

The third part consists of a crude "plot" of the errors, as described in the next section. 
Each page of the report includes a user-supplied title. 

6 CRUDE "PLOTS" OF THE ERRORS 

In each of the NX x NY major subdivisions of the arguments, xTFN remembers the 
minimum and maximum error encountered in any of the MX X MY minor subdivisions, 
for each measure. xTFN produces crude plots of the errors using these minimum and 
maximum error summaries. The user can select the error measures for which plots are 

constructed. 
For functions of one argument, a crude plot of the maximum and minimum error in a 

major subdivision is prepared by constructing a character array in which a symbol ('E', 



Testing functions of one and two arguments 159 

'R', 'A' or 'B') is placed at a position in the array corresponding to the value of the 
error for that subdivision, scaled to the minimum and maximum error for the entire range 
tested. If zero is within the range of minimum and maximum error for the entire range 
tested, a '0' symbol is placed at the appropriate position before 'E', 'R', 'A' or 'B' is 
placed into the array. 

For each major subdivision, the abscissa of minimum error, the minimum error, and 
the plot of minimum error is printed, for all selected error measures, on the same line, 
followed by another line displaying similar information for maximum error. 

For functions of two arguments, a crude "density plot" of the errors is constructed. 
For each of the NY major subdivisions of the second argument, a character array of NX 
elements is constructed, one for each of the NX major subdivisions of the first argument. 
A symbol is placed into each element of the array, that depends on the error of maximum 
magnitude, and the sign of the error of maximum magnitude. The default values are blank 
for no data,'.' for 0 ~ JeJ ~ 1/2, 'A' for 1/2 < e ~ 1, 'B' for 1 < e ~ 2, etc., and lower case 
letters for negative errors (e is one of E, R, A or B). The user can change the symbols. 

The plot is constructed, row by row, by printing the Y abscissa and a character array 
constructed as described above, for each of the NY major subdivisions of the second 
argument. A separate page is used for each selected plot. 

7 ISSUES NOT CONSIDERED 

• There is no automatic mechanism to use interval arithmetic to compute accurate 
bounds for the error in the reference functions, nor is there any provision automat
ically to use such information if the user's function evaluation procedures do so. 

• There is no attention given to the number of digits necessary in intermediate expressions 
in order to compute reference functions accurately. This is strongly dependent on the 
functions under test, and methods used to produce reference values. 

• Identities between different functions, or between functions in the same family but with 
different parameters, e.g. Wronskians, are not exploited. Users could construct test 
functions that consist of such identities, and supply reference functions that consist 
of the simple results of such identities, e.g. 0, 2;, ••• Our experience, however, is that 
such tests are misleading, in that the procedures under test may have exploited the 
same identities. Thus, the agreement of the identities may suggest accurately calculated 
function values, while in fact, the function values are inexact, but are correctly related 
one to another. 

• There is no automatic provision to couple the system described here to symbolic algebra 
systems, but this could easily be accomplished by the function evaluation procedures 
that the user must supply. 

• A collection of reference function routines does not accompany this work. 



160 Part II Testing and Evaluation Methodology 

ACKNOWLEDGMENTS 

The procedures xTFN are based on earlier procedures of the same names (Lawson 1988), 
and programs xTl and xT4 (Lawson 1984), developed by Charles L. Lawson to test 
functions of one argument. 

Most of the important ideas in the present version of xTFN are directly derived from the 
earlier work by Lawson. "Inherent error" derives from Lawson (1988). Lawson discussed 
results of a program RFAC, that illustrated "inherent error," informally at an IFIP TC2 
WG 2.5 meeting held at Stanford University in August 1988. 

The work described in this paper was carried out at the Jet Propulsion Laboratory, 
California Institute of Technology, 4800 Oak Grove Drive, Pasadena, CA 91109-8099 USA, 
under contract with the National Aeronautics and Space Administration. 

REFERENCES 

Brent, Richard P. (1978a) A Fortran multiple-precision arithmetic package. ACM Trans
actions on Mathematical Software, 4(1), 57-70. 

Brent, Richard P. (1978b) Algorithm 524: MP, A Fortran multiple-precision arithmetic 
package [A1]. ACM Transactions on Mathematical Software, 4(1), 71-81. 

Cody, W. J. (1969) Performance testing of function subroutines. AFIPS conference pro
ceedings, 34, 759-763. AFIPS Press. Montvale, NJ, USA. 

Cody, W. J. (1982) Transportable test procedures for elementary function software. Lec
ture Notes in Economics and Mathematical Systems, 199, 236-247. Springer-Verlag. 
Berlin, Germany I Heidelberg, Germany I London, UK I etc. 

Cody, W. J. and Waite, W. (1980) Software Manual for the Elementary Functions. Pren
tice-Hall. Englewood Cliffs, NJ 07632, USA. 

Lawson, Charles L. (1984) Methods of Function Subprogram Testing Implemented in the 
Subroutine ST.{ Internal Computing Memorandum 505. Jet Propulsion Laboratory. 

Lawson, Charles L. (1988) STFN and DTFN- Subroutines for Testing Fortran Function 
Subprograms. Internal Computing Memorandum 528, Jet Propulsion Laboratory. 

Lawson, Charles L. (1988) Visualization of Wobbling Precision in the Elementary Func
tions. Internal Computing Memorandum 530, Jet Propulsion Laboratory. 



Testing functions of one and two arguments 161 

APPENDIX 1 SAMPLE OUTPUT FROM STFN2 

To make the output fit, the column describing the "B" error measure has been deleted, 
some output lines were "folded", and several rows of the histograms were deleted. 

Classify Errors in Single Precision Subrontines 

Reference: ZVOFZ - Double precision complex V 
Test: CVOFZ - Single precision complex V 

03126196 

First argument: Reference Range = [ • OOOOOOE+OO. • 10.0000 
Second argument: Reference Range = [ • OOOOOOE+OO.. 10.0000 
vith a point randomly selected in each of the 82944 subranges. 
Reference and test functions vere successfully executed, 

] , divided into 288 equal subranges 
] , divided into 288 eqnal snbranges, 

and the results snccessfully analyzed, at 81627 points. 

EPS = 1.1921E-07 
D = Ytest - Ytrue A=DIEPS 
E = D in nnits of last REL = D I ABS (Ytrne) 

bit position of Ytest 
R•RELIEPS B = D I m.ax(EPS•ABS(Ytrue), ABS(Perturbed Ytrue - Ytrne)) 

GOOD CLASSIFICATIOI E R A 
BITS IITERVALS COUJT \~ COUIT '" COUJT '" COUJT '" COUJT '" COUIT 

BELOV -2**10 2 .0 2 .o 0 .o 

19 -2••3 TO -2••4 474 .6 162 .2 0 .0 
20 -2**2 TO -2**3 1361 1.7 937 1.1 0 .0 
21 -2**1 TO -2**2 1963 2.4 1806 2.2 21 .0 
22 -1.0 TO -2**1 2920 3.6 2163 2.6 197 .2 
23 -0.6 TO -1.0 4643 6.7 3900 4.8 530 .6 

24 -0.0 TO -0.5 9892 12.1 12341 15.1 20618 25.3 
24 0.0 TO 0.5 15615 19.1 22560 27.6 59128 72.4 

23 0.5 TO 1.0 16602 20.3 20719 25.4 844 1.0 
22 1.0 TO 2**1 18641 22.8 12114 14.8 265 .3 
21 2**1 TO 2**2 6268 7.7 3144 3.9 24 .0 
20 2••2 TO 2••3 2264 2.8 1369 1.7 0 .o 
19 2••3 TO 2**4 718 .9 267 .3 0 .o 

ABOVE 2**10 2 .o 2 .0 0 .o 

lEI CUIIULA TIVE IRI CUIIULATIVE IAI CUIIULATIVE 
24 0.0 TO 0.6 25607 31.2 26607 31.2 34901 42.8 34901 42.8 79746 97.7 79746 97.7 

23 0.5 TO 1.0 21245 26.0 46752 57.3 24619 30.2 59520 72.9 1374 1. 7 81120 99.4 
22 1.0 TO 2**1 21561 26.4 68313 83.7 14277 17.5 73797 90.4 462 .6 81582 99.9 
21 2••1 TO 2**2 8221 10.1 76634 93.8 4950 6.1 78747 96.6 46 .1 81627 100.0 
20 2••2 TO 2**3 3615 4.4 80149 98.2 2306 2.8 81053 99.3 0 .0 81627 100.0 

ABOVE 2**10 4 .o 81627 100.0 4 .o 81627 100.0 0 .0 81627 100.0 

E lEI R IRI A IAI 
IlEAl .672 1.634 .391 1.148 2.487E-02 6.608E-02 
STO.OEY. 28.569 28.528 23.142 23.117 .168 .157 
IIAI POS • VALUE 2035.963 7115.539 1549.919 6039.005 3.05 3.80 
IU.I lEG. VALUE -7115.539 -6039.005 -3.80 

REL IRELI D IDI 
IlEAl 4.659E-08 1.368E-07 2.965E-09 7.878E-09 
STD.DEV. 2. 759E-06 2. 756E-06 2.007E-08 1.869E-08 
IU.I POS. VALUE 1.848E-04 7.199E-04 3.640E-07 4.529E-07 
IIAI lEG. VALUE -7 .199E-04 -4.529E-07 



162 Part II Testing and Evaluation Methodology 

To save space in this report, output of the ten most positive and negative errors is 
provided here only for the relative error measure, R, and is reduced to the five most 
positive and negative errors. Floating-point numbers described as "Hex" are displayed 
with hexadecimal fraction. The exponent is to the base b used in the arithmetic of the 
procedure under test, which may not be hexadecimal. The exponent is printed in deci
mal notation. For example, using IEEE arithmetic, the decimal number 0.62437x 10-3 is 
printed in "Hex" as "-10 +A3AC8F" which means .A3AC8F16 x2-10, where "10" is the 
decimal number 10, not 2 (binary 10) or 16 (hexadecimal10). 

Claasi:fy Errors in Single Precision Subroutines 03/25/96 

Reference: ZVOFZ - Double precision c011plex V 
Test: CVOFZ - Single precision COI!ple:o: V 

The 10 •ost Positive values of a 
Dec Del Be:< .lrg. Hex Test Hex Ref. Dec Del 

Part .lrguunt EJ:p Frac E:o:p Frac EJ:p Frac Error 
1 4.9553 3 +9E9172 -15 +609998 -15 +809383 1 1550. 

2 .62437E-03 -10 +.l3&CBF 
4.9228 3 +9D87DE -14 +D7B25E -14 +D7ll6& 0 1208. 

2 .20653E-02 -8 +87594F 
5.6666 3 +B554EF -16 +8E3164 -16 +8E2F46 D 516.0 

2 .45902E-03 -11 +FO.l856 
3.3258 2 +D409BB -11 +DCOE55 -11 +DCOC26 E 324.6 

2 .66838E-02 -7 +DB03F4 
4. 7160 3 +96E913 -12 +.l4F.l1B -12 +.l4F8.lE D 282.5 

2 .57609E-02 -7 +BCC5C4 

The 10 most JegatiYe Yelues of R 
Decimal Hex &rg. Hex Test Hex Ref. Dec Del 

Part &rgu.ent E:o:p Frac E:o:p Frac EJ:p Frac Error 
1 4.2468 3 +87E6EF -16 +968688 -16 +B6D166 8 -6039. 
2 .26134E-03 -11 +8904&8 
1 5.2244 3 +.l72E46 -15 +ED2BD4 -16 +ED3623 B -1424. 

2 .12896E-02 -9 +&90979 
1 4. 7567 3 +9636ED -13 +9C1CEF -13 +9C1F75 7 -530.0 

2 .27771£-02 -8 +860004 
1 3.2919 2 +D2.lEE4 -11 +994642 -11 +8947 4C 0 -222.2 

2 .43992E-02 -7 +902766 
6.5106 3 +805621 -15 +B4664E -16 +B4675C 2 -191.7 

2 .10982£-02 -9 +8FF032 
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Classify Errors in Single Precision Subroutines 

Reference: ZVOFZ - Double precision complex V 
Test: CVOFZ - Single precision complex V 

"Contour" plot of R. 

03/25/96 

Positive errors vith 0 •• 25 incorrect bits are represented by .ABCDEFGBIJILIIIOPQRSTUVVIY 
JegatiYe errors vith 0 . . 26 incorrect bits are represented by .abcdefghijklmlopqrstuvny 

9. 72222 BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBB 
9.44444 
9.16667 
8.88889 
8.61111 
8.33333 
8.05556 
7. 77778 
7.50000 
7.22222 
6.94444 
6.66667 

6.38889 
6.11111 
5.83333 
5.55556 
5.27778 
5.00000 

4. 72222 
4.44444 
4.16667 
3.88889 
3.61111 
3.33333 
3.05556 
2. 77778 
2.50000 
2.22222 
1.94444 
1.66667 
1.38889 
1.11111 
.833333 
.555556 
.277778 
• OOOOOOE+OO 

BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBABBBBBBBBBBBBBCBB 
BBBBBBBBBBBBBABBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBBBBBBBBBCB 
BBBB.lBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBABBBBBBBBBBBBBBCBBBBBBB 
BCBBBCBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBCBBBBBB 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBB 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBB.lBBBBBBBBBBBBBBBBCBCbBCBBBBBBB 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBBBBBBBBCBB 
BBBBBBCBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBABBBBBBBBBBBBBBBBBBBBBBBBBbBBBBBBB 
BBBBBBBBBBBBBBBBBBBBBBB.lBBBBBBBBBBBBBBBBBB.lBBBBBBBBBBBBBBBBBB.lBBBBBBBBCB 
BBCBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCCCBBCBBBBBBBB 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBB!BBBBBBBBBBBBBBCBBBBBBBBBBBBBBBBCBB 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBCBBBBBCBBBBBBBBBBBBC 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBBBBBBBBBBBBBBBBBCCBBBBBBBBCBCBBBBBBBBBB 
BBB.lBCBBBBBBBB.lBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBB 
B.lBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBUBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCB 
BBBBBBBB.lBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCCBBBBBBBBBBBBBBBBBBBBBBBBCBBBBB 
BBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBBBBBBBBBBBBBBBBBBCCBBBBCCBBB 
B.lBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBBBBBBBBBBBBB 
BBBBB.lBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBBCBBCBBBBCBBCBBBBBBBBBBBBCBBCCBBBBC 
CCCCCBCcCCccCBBBBBBBBBBBBBBBBBBCCBCCBBBBBBBBBCBCBBBBBBBBBBBBBBCCBBBBBBCB 
DCCCCCCcCCCcCCCCCCCCbBBBBBBBBBBCBBCBBBBBBBBBBBBBCBBCBBBBBBBCBBBBBBBBBBBC 
DccCCDdCCCCCCCCCCcCCCCCCCCBBBBCBbBBBBBBBBBBBBBBBBBBBCBBBBBBBBBBBCBBBBBBB 
CCCdcCDCCCOCCcCOCCCDCCCDCCDCcBBBBBBCBBB.lCBBCBBCBCBBBBBBBBBBBBBBBBBCBbCBB 
cdcDdDDcdDCDcDDcDDddDdCCDcCOCcDCBCBBBbBBbBBBCBBBBBBBBBBBCBBCCCCbCCCCBBBB 
ddDDdDDEdDDDCDDOCDDDDdDdDDcDcCCCCCCBCBBBBBBBBBBBBBBCBBBCBBBCCBbCCBBBBCCB 
dddDDCdDCDDDdDDDDDDDDDDDOCDcDDDcCCCCBBBBBBCBBBBBBCBBBBCBBBBBCCBCCBBBBBBB 
DDdDDDDddDdDdDDDdDddDDDdDdDdDdDdddCCCCcBBCBBBBBBBBBBBBBBBCBCBBCBBCBCCBBC 
ddddDDDDdEDDdDDddDEdddDdDDdDDDDDDDDDDdDCCCCBBBBBCCBCBBBCBCbBCBBBBBBBBBCB 
deeEEDeDEdDDdDEDdDdDdDEDDdEDdddDDdDdDdCDDCBBBBBbBCBBBBCCBBBCBBBBCBCCBCBC 
dEDdDEDdEEdDEdEDEDEDeDdddDDDdDDDDDdDddDddCBBBBBbCBBbCBBBBBBCCBBCBCCBCCBB 
eeDdEDEdDEEEEEdDdEEDddDdedEDEddDDDDEDcdDdDDCBBCBBCBCBBBCBBCBBBCBCCCBCBbC 

bccCCdDEEDEDDDEdeEdeeEEEdeDeEedDDDDDddDDdCBBCBCBCCBBBBBBCBBCBBBBBCCbBb 
BCdEEEeeEEeEEaEEDEEdDeDEEEEDdDDDDDdDDBBBCBBBBBCBBBbCBbCBBBBCCCCC 

bdeEEeEEEeEEeEEeeaEEeEEEEEEDDEeDDdCBCCCCCCBCBBBCBBCBBBCCCCBCC 
DEEFGgGGglgJiGBBiingBJkLgliilgiBFeBBBCBcBBcBBBBCBBCBCCCCBCBB 
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APPENDIX 2 SAMPLE OUTPUT FROM STFNl 

The first page of output from STFNl is similar in format to output from STFN2. In the 
second part of the output, printing the ten most positive and negative errors, STFN2 must 
print two argument values, while STFNl prints only one. To save space in this report, 
these outputs from STFNl, which are similar to the first two pages of output shown above 
for STFN2, are not shown here. The plot produced by STFNl is substantially different 
from the plot produced by STFN2, as shown below. In this output, the user had selected 
plots only for error measures E, Rand B, but the B output has been removed, and a few 
lines have been deleted, to save space. 

Classify Errors in Single Precision Subroutines 03/19/96 

Reference: DSII - Double precision SIIE 
Test: SII - Single precision SIIE 

5.5976E-02 -.48 E 0 2.0948E-02 -.33 R 0 
2.8602E-02 .50 0 E 3.1629E-02 .47 0 R 
8.2260E-02 -.49E 0 6.5883E-02 -.40 R 0 
8.2304E-02 .50 0 E 8.2304E-02 .38 0 R 

.1813 -.49E 0 .1385 -.37 R 0 

.1494 .50 0 E .1291 .48 0 R 

.2268 -.47 E 0 .2268 -.26 R 0 

.2105 .46 0 E .1962 .28 0 R 

.2639 -.48E 0 .2639 -.46 R 0 

.3009 .49 0 E .2533 .48 0 R 

.3440 -.49E 0 .3378 -.37 R 0 

.3328 .50 0 E .3328 .38 0 R 

.4096 -.50E 0 .3836 -.33 R 0 

.3929 .49 0 E .3929 .32 0 R 

.6016 -.50E 0 .5016 -.26 R 0 

.4794 .49 0 E .4794 .26 0 R 

.5498 -.49E 0 .5498 -.47 R 0 

.5234 .50 0 E .5247 .50 0 R 

.5832 -.60E 0 .5832 -.45 R 0 

.6070 .50 0 E .6070 .44 0 R 

.6872 -.49E 0 .6371 -.40 R 0 

.6463 .49 0 E .6463 .41 0 R 
• 7213 -.50E 0 • 7213 -.38 R 0 
. 7230 .50 0 E .6924 .39 0 R 
.7993 -.49E 0 • 7564 -.35 R 0 
• 7627 .49 0 E .7627 .35 0 R 
.8748 -.49E 0 .8408 -.33 R 0 
.8593 .50 0 E .8211 .33 0 R 
.9215 -.45 E 0 .9027 -.29 R 0 
.9132 .49 0 E .9132 .31 0 R 
.9938 -.49E 0 .9555 -.30 R 0 
.9949 .49 0 E .9437 .30 0 R 
1.021 -.50E 0 1.021 -.29 R 0 
1.017 .47 0 E 1.017 .28 0 R 
1.074 -.50E 0 1.074 -.28 R 0 
1.107 .49 0 E 1.078 .28 0 R 
1.185 -.50E 0 1.185 -.27 R 0 
1.175 .50 0 E 1.141 .27 0 R 
1.247 -.49E 0 1.247 -.26 R 0 
1.203 .50 0 E 1.203 .27 0 R 
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DISCUSSION 

Speaker : W. V. Snyder 

W. Walter : There has been extensive work at the Institute of Applied Mathematics at 
the University of Karlsruhe in the area of implementing transcendental functions which 
produce rigorous and uniformly tight bounds on the function value over a large domain. 
Have you considered using functions of this type, e.g., functions that deliver interval 
enclosures, as a reference in testing other routines? 

W. V. Snyder : This seems to be a method that allows more precise characterization of 
the error, and is worth consideration in future work. For functions known to be monotone, 
one could extend the present framework to calculate reference values at x ± p/2. The more 
general case would require extensive revision of the test environment. 

W.M. Gentleman : Have you considered the use of the variable-precision function 
evaluation provided by modern computer algebra systems as a way of extending the set 
of reference functions beyond those provided in Brent's package? 

W.V. Snyder : We have considered this possibility, and, subject to non-technical con
straints, would like to implement it. There are many advantages, including performance, 
and availability of reference procedures. In general, we would like to allow input of ( ar
gument, reference) pairs from any source. On the other hand, since the user provides 
the procedure to evaluate the test and reference values, and this procedure is allowed to 
return a revised argument, this capability is already available, in some sense. 

H. Stetter : Whether you want full relative accuracy at arguments where the evaluation 
is ill-conditioned is a matter of philosophy and/ or the use of the software. It is analogous to 
the computation of scalar products in ill-conditioned situations. The full relative accuracy 
has been shown to be necessary in some critical situations, notably residual computation. 

W.V. Snyder : This is more an issue that developers must decide. The test environment 
produces results that can be used in either context. 

W. Walter: When comparing the results of a function to the reference data produced by 
a multiprecision function, how do you determine the minimum number of digits required 
to obtain accurate reference values from the multiprecision function? 

W.V. Snyder : In the present framework, this is the responsibility of the developer who 
prepares the reference function. 

V. Sastry : Do the tests include checks for analytical properties of functions being 
approximated? 

W.V. Snyder : No. This is very difficult to do in a general context. We do, however, 
develop more specialized test regimes for individual functions that exploit properties such 
as the Wronskian. If applied carelessly, this can be very misleading - The procedures that 
compute the several reference functions may exploit the same functional property, and 
therefore agreement with the theoretical value of a formula such as the Wronskian may 
occur even though the function values are substantially incorrect. 
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D. Lozier : You described the test harness in considerable detail, and you said the 
test system leaves the problem of generating the reference values to the user. However, a 
prospective user of the test system would want to avoid this work if possible. For which 
functions do you have reference software, and what can you say about its reliability and 
accuracy? 

W.V. Snyder : Brent's extended-precision arithmetic package includes procedures to 
evaluate the elementary functions, and several special functions. Beyond that, we have 
done very little to preserve reference routines. This is a significant oversight. We should 
have been more diligent archivists. 


