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ABSTRACT: This paper describes the design of a prototype mailbox which allows ac
cess to voice mail ana e-mail using speech and graphical user interfaces. Through the 
prototype and user study reported liere, we explored several questions. One set of 
questions concerns how to design an interface based on recognized and recorded 
speech as input, and recorded and computer-generated text-to-speech as output. Our 
study suggested that the biggest problem people had with the speech interrace was 
fmding specific messages q_mckly~ once they found the desired message they had no 
problem carrying out a vanety oi operations. Another set of issues concerns how to 
aesigp. speech and graphical user interfaces which facilitate transfer between the two 
interface styles. We took the view that the two interfaces should provide a consistent 
view of the mailbox and the consequences of operations on the mailbox. The specific 
dialogs should depend on the characteristics of the interface modalities. We found 
evidence for posit1ve transfer between the interfaces using this approach. 

INTRODUCTION 

The merging of computing and communications 
technologies promises ubiquitous access to both 
e-mail and voice mail, as well as a wide range of 
other personal, corporate and public information 
sources. While people in their offices typically 
interact with e-mail using a standard graphicai 
user interface (GUI), a GUI is not always ap
propriate (or even possible) for other environ
ments, contexts of use, or devices. Telephones 
are by far the most available means of connecting 
to remote information, but they typically lack a 
display. With a telephonekthe opt10ns tor com
mand input are limited to eypad and speech re
cognition. In other cases, people may need to 
access information while enga_gea in taSks which 
occupy their hands or eyes. Consider, for exam
ple, travelling salespeople who may need to 
check their e-mail for messages from customers 
while driving a car. In a hands-busy situation, 
such. as ~vmg1 speecp. may be an even more at
tractive mput alternative. 
In order to provide users with access to voice and 
e-mail in tlie widest range of environments, we 
need to develop speech as well as graphical inter
faces to mail. We will use the term speech inter
faces to refer to user interfaces which may employ 
recorded speech, computer-generated text-to
speech, and nonspeech audio as out.Put, and re
cognized and recorded (not recogmzed) speech 
as mput. Pioneering work has being done on the 
design of speech user i,nterfaces (Ly & Schmandt, 
1994, Schina.ndt, 1993, Stifehrian et al., 1993, 

Y ankelovich, 1994), but this category of interface 
has received far less attention than the GUI. 
The same person may be both a desktop (GUI) 
user and mobile (speech) user of a particular ap
plication1 or want to use a mix of graQhical and 
speech mteraction concurrently. Thus, the 
speech and GUI interfaces must be compatible 
with each other as well as usable in therr own 
right. Mynatt and her colleagues have worked 
on translating graphical user interfaces into 
"auditory information COII1ponents" for use by 
blind people (MYI_latt & Eawardsl. 1992). The 
goal was to make existing applications with 
graphical user interfaces available to blind people 
through auditory output and keyboard input. 
Our work has the related _goal of designing a 
speech interface (using speech for both input and 
output), and a graphical interface for use by the 
same person. 

PURPOSE 

This paper describes the design of a prototype 
mailbox which allows access to voice mail and 
e-mail using speech and graphical user interfaces. 
We will describe the prototype and its design ra
tionale, and report on a user study which mves
tigated a number of usability issues. 
The prototype mailbox and user study focussed 
on several issues: 
• How to design an effective S,Peech interface, 

given the inlierent charactenstics of speech, 
and the limitations of current text-to-speech 
and speech recognition technology. 
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Figure I. Snapshot of the GUI mailbox: E
mail messages are presented as text, 
and voice messages are presented in 
the voice of the caller. Input is via 
mouse and keyboard. 

!I 

• How to desi~ speech and graphical user 
interfaces which are effective in their own 

• 
right, and facilitate transfer between the two 
interfaces by the same user. 
What problems do peoQle have using text
to-speech presentation of e-mail? 

MAILBOX DESIGN 

The prototype application allowed users to listen 
to or read tlleir messages and respond by saving, 
deleting, or replyin__g to them. A snapshot of tlie 
GUI is shown in Figure 1. Dialogs consisted of 
selecting a message with a single click and a 
command button with another c1ick. A double 
click on a message could be used for the Details 
command. 
The behavior of the speech interface is illustrated 
in Figure 2. The functions shown in the GUI in 
Figure 1 were available in the speech interface. 
There were also a number of navigation com
mands (Next, Previous, First, Last, 
Mark/Return). 

Design Rationale 
The design of our prototype was driven by a set 
of detailed usage scenanos based on interviews 
with potential users and some preliminary design 
princ1ples. Three of these pnnciples and their 
liDplications for user interface design are dis
cussed here. 
Separate requirements of input/output modalities 
from requirements of task domain. We wanted 
users to be able to move seamlessly between the 
speech and GUI versions of the interface. How
ever, this did not translate into a surface consist
ency between the speech and GUI interfaces. 
Rather, we thought it was important that the 
interface provide a consistent view on the appli
cation da:ta (e.g. voice and e-mail) and the con-
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Mailbox: 
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Mailbox: 
User: 
Mailbox: 

Figure 2. 

You have 5 new messa_ges, 3 e
mail and 2 voice. The first mes
sage is e-mail from Sara Silver. 
Details 
(Message is presented using text
to-speech) 
Save 
This message will be saved when 
you leave the mailbox. 
Next 
Message 2 is e-mail from Robert 
Lucas. 
Mark 
The mark has been set for Mes
sage 2. 
Last 
The last message is voice mail 
from Brian Jones (name in re
corded voice of caller). 
Details 
(Recorded message played back) 
Return 
Returning to message 2, e-mail 
from Robert Lucas. 

Sample mailbox interaction via speech 
interface: Command input is by 
speech recognition and e-mail is pre
sented using text-to-speech. 

sequences of .r_articular operations on the data 
(e.g. delete). The actual interface dialogs should 
be determined by the characteristics of the user 
interface modalit1es employed. For example, the 
window that displayed the content of an e-mail 
message contained a Cancel button that was used 
to close that window and return to the summary 
display in the mailbox. The Cancel button was 
necessary because vision is a persistent modality; 
the message remains on the screen occludi.rig 
other displayed information, until explicitly re
moved. Speech, on the other hand, is transient; 
once a message has been presented it is gone. 
Thus, it did not make sense to require users to 
say Cancel to return to the mailbox state after a 
message had been presented. 
Feedback for current state of application embedded 
in prompts and available on demand. This was 
particularly im~ortant in the speech interface for 
two reasons. First, due to tlie transient nature 
of speech, users migllt be confused about where 
they were in the mailbox if distracted by an in
terruption. Secondly, since speech recognizers 
are error-prone, a recognition error might cause 
a mismatch between tlie state of the application 
and the user' s intention. An example of this de
sign point is the response to the Repeat com
mand. The re~eated speech is always prefixed 
with the word 'Repeatmg,". Thus, if Ketum is 
misrecognized as Repeat, the prefix "Repeating" 
will alert the user to this error. 
Simple, consistent structure of information and 
simple navigation Based on insights from previous 
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work (Stifelman et al., 1993), we made the struc
ture of information and navigation simple. We 
used a flat (nonhierarchical) structure to the 
mailbox contents and navigation commands. 
The following example illustrates the need for 
consistent structure of information. In one ver
sion of our prototype, we deleted messages from 
the mailbox immediately as users issued the De
lete command. In pilot testing of this version, 
we found that partlcipants often lost track of 
where they were because they had to maintain a 
mental model of the changmg contents of the 
mailbox. Consequently~they felt a lack of con
trol over the system. We changed the way this 
command worked in the version tested in the user 
study so that Delete marked an item for deletion, 
but did not remove it until the user left the mail
box. 

THE STUDY 

Overview and Goals 
The study was designed to assess speech interface 
usability and patterns of use, speech/GUI com
patibility, and effectiveness of text-to-speech for 
presentation of e-mail. 
Although a commercially available speech 
recognizer was integrated into the prototype, 
speech recognition was simulated. This was done 
in order to assess the speech interface, uncon
founded by the variable effects of speech recog
nition errors. Since designing for recognition 
errors is an integral part of speech interface de
sigq., future user testing must assess the interface 
wtth fully functional speech recognition. 

Method 
Task In an attempt to simulate the contextual in
formation which people bring to interactions with 
their own mail, participants in the study were 
asked to assume the identity of a fictitious mar
keting manager of a company called Edu-Toy. 
They were asked to interact with their mailbox 
to accomplish goals in the context of a number 
of scenarios. For example, one scenario stated in 
part, "You arrive at your hotel. Before going to 
ainner, check to see if your Mom called. If she 
did, respond to her message." There were 7 sce
narios plus a practice scenario. 
Materials and equipment The mailbox contained 
both voice and e-mail messages, with between 4 
to 8 different messages in each scenario. 
Most of the e-mail was based on actual e-mail 
written by a number of different people. The 
mail was edited by changing woras to fit the 
Edu-Toy context with mimmal. alteration to sen
tence and document structure. This was done in 
order to assess the effectiveness of text-to-speech 
presentation of e-mail using realistic material. 
For both interfaces, all usend, node, and other 
network information was removed. 
The voice messages were not based on actual 
messages, but scripted. They were recorded by a 
number of different speakers. The voice mail 

subject was either the first 5 seconds of the mes
sage, or an explicit subject recorded by the 
sender. 
A Multivoice™ unit (based on DECTalk™ 
technology) was used for the generation of text
to-speecli. The speaking rate was 250 words per 
minute. A color CRT and keyboard and mouse 
were used for the GUI. 
Participants Sixteen IBM employees participated 
in the study. The group included secretaries, ad
ministrators and a librarian, as well as technical 
staff. 
Design and procedure The first 4 scenarios con
stituted part 1 of the session, and the next 3 sce
narios constituted part 2. Eight participants used 
the speech interface in part 1 and the GUI in part 
2, and 8 used the two interfaces in the opposite 
order. 
After an introduction, the participants were given 
a set of cards with the command names. The 
operation of the interface was described by the 
experimenter. For the speech interface, partic
ipants were told that recognition would be simu
lated. Participants worKed through a practice 
scenario, then began part 1. The Help cards were 
put aside, but partictpants were told they could 
look at them as needed. After part 1 was com
pleted, a questionnaire was given assessing re
action to the interface used m that part. The 
same procedure was then followed for the other 
interface using the scenarios of part 2. 

RESULTS AND DISCUSSION 

Speech Interface Usability 
Command recall and execution A question moti
vating this study was how well users would re
member the 18 commands, with no prompting 
for command selection and with minlmal train
ing. There were very few instances of users for
getting a command name, · using the wrong 
command name, or forgetting the existence of a 
command. Only 4 of the 16 participants ever 
looked at the Help cards which listed the com
mand names, and these were just quick glances 
early in the session. 
Ca.r:rying out a command such as Details, Save, 
Delete, or Reply on a message was judged to be 
quite easy. Ease of use ratmgs for these oper
ations are shown in Figure 3. The ratings were 
not significantly different from those g~.ven to 
these operations with the GUI. 
These results suggest that once the user found the 
~propriate message, dealing with it was not dif
ficUlt and that tlie command names used here 
were a good match to participants' intuitions. 
Search and orientation The biggest problems par
ticipants had with the speech mterface were trying 
to find specific messages, getting messages quickly 
and knowing where they were in the miiilbox. 
The mean ratings for these tasks, shown in 
Figure 3, were all significantly lower than the 
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Ease of use scale: 1 Very Difficult 

Item 

Delete the intended message 
Save the intended message 
Reply to a message 
Get the message details 

Find voice message from a particular sender 
Find e-mail message from particular sender 
Find voice message on a particular subject 
Find e-mail message on a particular subject 
Know where you were in the mailbox 
Find particular message you know was there 

5 

Agreement scale: 1 = Disagree Strongly 5 

Item 

I could get my e-mail messages quickly 
I could get my voice messages quickly 
I was rarely surprised by what the system did 
I felt in control of the system 
The system was generally quite intuitive 

Figure 3. Questionnaire results summary 

comparable ratings for the GUI. Participants 
commented that the difficulty was in the 
tediousness of fmding messages, not the com
plexity of the task. 
The entire set of 21 rating_ scale questions were 
analyzed according to a factor analysis. The 
analysis for the speech interface revealed that the 
questions discussed above were all highly corre
lated with the frrst factor extracted from the data. 
This suggests that these questions may be meas
uring a single aspect of users' reactions to the 
system, which we will label "ease of searching." 
fu addition, the ratin& for the _question "I felt m 
control of the system, ' was highly correlated with 
this factor and also with the questions assessing 
ease of finding messages. This suggests that users' 
sense of control is strongly related to the ease of 
fmding messages. 

Although people perceived it to be relatively dif
ficult to fmd messages using the speech interface, 
they were successfUl in fmiling tfie desired mes
sages in almost all cases. 
As several participants remarked, the sequential 
mode of navigation will not scale up well to a 
mailbox containing several dozen messages. 
Methods of fmding messages are needed wruch 
give users more direct access to the desired mes
sage, but do not overcomplicate the system. 
Time The total time required to accomplish the 
goals for six of the scenarios was determined for 
the speech and graphical interfaces. These times 
must be interpreted with caution for several rea
sons. The approach of giving participants goals 
rather than very specific tasks b.ad the advantage 
of providing insight into how people chose to 
interact witli their mailbox, but it also meant that 
there was considerable latitude, and conse-

Very Easy 

GUI Speech Significant (p<.05) 
-----------

4.4 4.5 NS 
4.4 4.5 NS 
3.9 4.4 NS 
4.5 4.6 NS 

4.4 2.9 s 
4.5 2.8 s 
3.4 2.6 s 
4.4 2.6 s 
4.8 2.6 s 
4.4 2.8 s 

Agree Strongly 

GUI Speech Significant (p<.05) 
-----------

4.7 3.0 s 
4.4 3.1 s 
4.3 4.5 NS 
4.5 4.0 NS 
3.9 3.9 NS 

quently, variability, in what people did. Sec
ondly, since speech recognition was simulated by 
the experimenter, the experimenter's response 
time is also included in the total time for the 
speech interface. 
The GUI was faster than the speech interface for 
5 of the 6 scenarios. The range of average goal 
times was 139 to 266 seconds, and the benefit for 
the GUI ranged from an average of 15 to 43 sec
onds. In terms of percentage, the difference be
tween the goal time for the graphical and speech 
interfaces for these 5 scenanos ranged from 6% 
to 27%. Thus, the behavioral data tend to agree 
with the subjective impression that the speech 
interface was more time consuming to use than 
the GUI, but the differences between the two are 
not overwhelming. 
The real question is not whether the GUI is faster 
to use than the speech interface, but whether or 
not the speech interface is fast enough to be ac
ceptable to users under the anticipated conditions 
of use. The answer to this question awaits testing 
under more realistic conditions. 
Dialog design The behavior ofthe speech interface 
dialogs met participants' expectations as evi
denced by high ratings received for the statement, 
"I was rarely surprised by what the system did," 
(see Figure 3). With one exception, all the 
command diafogs were modeless; 1.e. there were 
no constraints on which command could follow 
a given command. The exception was the Reply 
dia.J.og, for which the participant had to say Send 
or Cancel after speaKing tfie reply. Six people 
forgot to say Send, and several made this mistake 
more than once. They assumed that Send was 
implied by the Reply command. On analysis, it 
appears tliat this diitl.og violates the design prin
Ciple of giving feedback for the current state. 
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Once the Reply dialog was entered, a user was no 
longer in the default state. Feedback was needed 
in the form of a prompt to say Send or Cancel. 
In the GUI, this feedoack was provided bY: the 
Send and Cancel buttons at the bottom of the 
Reply window. · 

Mailbox traversal strategies In addition to se
quential navigation through the mailbox, the 
First, Last, and Mark/Return commands gave 
participants the ability to go to some messages 
airectly. Given that almost all the participants 
reported that they typically went thi:ough their 
own phone messages sequentially, we wondered 
if they would use these additional capabilities for 
mailbox traversal. 
We found that a variety of traversal strategies 
were used. Two examples for the same scenario 
are shown in Figure 4. A sequential, one-pass, 
strategy is shown on the left, and a mixed strat
egy, which includes nonseguential navigation is 
shown on the right. Add1tional strategies ob
served included: two-pass (top to bottom, bot
tom to top); two-pass (top to bottom, top to 
bottom); one-pass with occasional backtracking; 
and many combinations of strategies involving 
nonsequential navigation. These traversal strate
gie~ were all used without causing apparent con
fu.swn. 

These data indicate that peoi?le will use simple, 
nonsequential access capabilities if provided, and 
suggest they are worth providing in a speech 
inteiface to mail. 
Speech/CUI Compatibility 
An important guiding design principle was the 
idea tiiat the speecii and graphiccil. interfaces 
should provide a consistent view of the conse
quences of particular operations on the messages 
and that the specific interface dialogs should de
pend on the interface modalities employed. Our 
approach seems to have been successfUl in that 
both interfaces received indistinguishably high 
mean ratings for feeling in control, intuitiveness, 
and rarely being surprised by what the system did 
(see Figure 3). If the sUrface differences had 
caused difficulty for participants or if our dis
section of domain vs. interface issues had been 
seriously incorrect, one would have expected 
some confusion in moving between the two 
interfaces (and consequently, lower ratings). 
There is some behavioral evidence that experi
ence with the graphical interface facilitated use of 
the speech interface. Of the 6 people who forgot 
to use the Send command in the Reply dialog 
with the speech interface, only one used the GUI 
first. It is quite likely that exposure to the Reply 
window with Send and Cancel buttons in the 
GUI made participants who used the GUI flrst 
aware of how this dialog worked. Similarly, the 
3 people who failed to find one of the targeted 
messages using the speech interface all used that 
interface first. As one person commented, "See-

Mailbox 
item 
4 I 

~ I 3 3 2 3 

+----------
Time 0 1 2 3 4 
step 

Mailbox 
item 
4 I 
3 

I 1 

3 
2 1 2 
1 1 2 
0 3 

+----------------Time 0 1 2 3 4 5 6 7 
step 

Plotted numbers are the number of actions 
(e.g., details, save, delete) taken at 
each time step for that mail item. 

Figure 4. Mailbox traversal strategies: The 
left plot shows a subject moving from 
the beginning of the mailbox to the 
end, taking actions at each step 
(one-pass strategy). The right plot 
shows a mixed strategy which in
cludes using the Mark, First, Return, 
Previous, and Last commands. 

ing the mailbox visually helps you understand the 
vmce mailbox." 
The questionnaire data provide some evidence for 
transfer, though it is not as strong as we had an
ticipated. Tlie interaction of condition (speech 
vs. GUI) and order of use was not significant for 
most of the rating questions. However, the 
ratings for the GUI for finding voice and e-mail 
from a particular sender and voice mail on a 
particular subject were significantly higher for 
people who used the GUI second than for those 
who used it flrst. The scores for the questions 
about the speech interface were also higher for 
those who used it second, but these differences 
were not statistically significant. Since the actual 
actions used to flnd a message were different for 
the two interfaces, it is likely that knowledge 
about the mailbox structure is what transferred 
between the two conditions. 
The lack of any rating scale evidence for transfer 
for the details, delete, save and reply operations 
may have been due to a ceiling effect since these 
items all received high mean ratings. 
IMPROVING THE SPEECH INTERFACE 

Finding Messages Efficiently 
The results of this study suggest that aspects of 
the system designed to facilitate fmding messages 
efficiently--interruptible speech, the ability to get 
different levels and types of information, naviga
tion by First, Last, Mark/ Return commands-
must be augmented. The challenge is to facilitate 
fmding messages in a way which does not tax 
users' memories by reguinng them to learn too 
many commands, recall a complex command hi
erarchy or modes of operation, or maintain a 
complicated mental model of the mailbox. 
One approach is to reduce the number of mes
sages that must be traversed by a priori 
pnoritization and filtering based on such attri
butes as the sender, subject, length, date, and type 
of message, or other attributes (e.g. whether the 

2 

2 2 2 2 
2 2 

2 2 
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message is addressed solely to the recipient). 
Priority messages would be placed at the top of 
the list. Such prioritization is already imple
mented in p~ular e-mail programs such as Lotus 
cc:Mail™. For voice messages, some attributes, 
such as length and date are available, and others, 
such as the sendef, might be determined in many 
cases by looking up the calling phone number in 
an electronic phonebook. Other attributes of 
voice messages, such as the subject, may require 
large vocabulary, speaker-independent contin
uous speech recogrution and natural language 
processrng for accurate identification. This 1s 
currently beyond the state of the art. 

A related approach is to supplement the sequen
tial mode of navigation w1th methods of direct 
access. Searching e-mail on demand with a 
speech interface requires recognition of the user's 
speech. This may be feasible for such character
istics as sender or date. In addition, a limited 
number of key words might be used to identifY 
relevant messages based on a search of their con
tent. For voice messages, a search by sender is 
more challengin~ since it involves reco~tion of 
both the sender s S.Peech and the user s speech. 
Some methods of drrect access, such as nav1gating 
to a message by message number, might be useful 
when the usage context permits the user to write 
down message numbers. This is well-within the 
capability of today's speech recognition technol
ogy. 

Even with imperfect flltering and searching, it 
may be possible to reduce the number of mes
sages users have to search through by eliminating 
those that are clearly not relevant using speech 
and natural language processing technologies. 
Feedback and Prompts 
Efficiency of search can also be improved through 
briefer, yet informative feedback and 12rompts. 
Replacing much of the text-to-speech feedback 
with brief, distinctive earcons (Gaver, 1986, 
Mynatt & Edwards, 1992) would make traversal 
of the mailbox more efficient. For example, an 
earcon could be used to identify an item which 
was to be deleted. 
Another method of making feedback messages 
briefer is to keep track of wliat was just presented 
to the user and reduce the redundarit information 
to what is needed to Rrovide adequate feedback 
for the current state. ust how much redundancy 
is needed requires experience in a more realistic 
context with speech recognition operational. 

User Control of Message Presentation 
Control of playback by the user is needed for 
both voice and e-mail messages. Our prototype 
had only Stop, Continue anu Repeat controls. 
Additional controls (e.g. skip forward, skip back
ward, skim, speed up/slow down) are needed for 

both voice and e-mail. Movement within the 
message must be based on meaningful units. 
While navigation within e-mail can be based on 
document structure (Raman, 1994), navigation 
within a voice message must be based on units 
inferred through acoustic parameters (Arons, 
1993, Chen & Withgott, 1992, Hindus et al., 
1993). 
CONCLUSIONS 

Our work was motivated by the goal of providing 
effective user interfaces to an integrated voice and 
e-mail system for people on-the-go as well as in 
their otlices. The results of our user study suggest 
that the desi~ of effective, compatible speech 
and GUI inteifaces to mail is an achievable goal. 
To fully realize this goal, we must develop meth
ods which facilitate efficient search of tlie mail
box, without overcomplicating the system. 
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