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Abstract

Metagenomics has become a part of the standard toolkit for scientists interested in studying microbes in the
environment. Compared to 16S rDNA sequencing, which allows coarse taxonomic profiling of samples,
shotgun metagenomic sequencing provides a more detailed analysis of the taxonomic and functional
content of samples. Long read technologies, such as developed by Pacific Biosciences or Oxford Nanopore,
produce much longer stretches of informative sequence, greatly simplifying the difficult and time-
consuming process of metagenomic assembly. MEGAN6 provides a wide range of analysis and visualization
methods for the analysis of short and long read metagenomic data. A simple and efficient analysis pipeline
for metagenomic analysis consists of the DIAMOND alignment tool on short reads, or the LAST alignment
tool on long reads, followed by MEGAN. This approach performs taxonomic and functional abundance
analysis, supports comparative analysis of large-scale experiments, and allows one to involve experimental
metadata in the analysis.
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1 Introduction

Metagenomics is the study of microbiome samples, such as
obtained from ocean water, soil, plant matter, or feces, say, using
high-throughput DNA sequencing [1]. Metagenomic sequencing
allows the study of microorganisms found in environmental sam-
ples without relying on culturing methods or prior knowledge of
the composition of the community. With metagenomics, one can
determine the taxonomic and functional content of samples.

While most metagenomic projects to date have used short read
sequencing (next-generation sequencing), there is increasing inter-
est in using long read sequencing technologies in this area. Long
read technologies have been considered too expensive, difficult, or
error-prone for application in metagenomics. However, this is
changing and computational analysis methods designed for proces-
sing short reads now need to be modified to work well on long
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reads, so as to make good use of the ability of long reads to cover
multiple genes.

A major computational challenge in metagenomics is the align-
ment of sequencing reads against a comprehensive reference data-
base. Billions of reads can be aligned against a large protein
reference database in reasonable time using high-throughput align-
ment tools such as DIAMOND [2]. Long reads require frame-shift
aware alignment tools, such as LAST [3, 4], because insertions or
deletions due to sequencing errors impact long reads, as discussed
in Subheading 2.

In the following, we will first discuss how to perform basic
alignment and analysis of short reads in Subheading 2.1 and long
reads in Subheading 2.2. We will then show, in Subheading 3, how
to compare large numbers of samples inMEGAN6 [5] and perform
basic statistical analysis of the samples and their metadata. In Sub-
heading 4 we briefly discuss the challenges we will have to face to
further improve the analysis of data from environmental samples.
Finally, in Subheading 4.1 we describe some additional resources
available for using MEGAN 6.

2 Workflows for Metagenomic Analysis with MEGAN

The basic workflow for using MEGAN consists of two main steps:
read alignment against a reference database and then import an
analysis of the alignments in MEGAN. The aim of pipeline is to
perform taxonomic and functional binning of the input reads.

The alignment can be performed using a number of different
tools depending on the type of sequencing data and on the chosen
database, its sequence type, size, and available computer power. For
smaller databases more sensitive tools can be chosen such as MALT
[6] or even BLAST [7]. These tools generally offer higher sensitiv-
ity at the cost of a longer runtime. For large datasets and databases,
it is more suitable to choose an alignment tool such as DIAMOND
or LAST. We use the NCBI NR database [8] with both of the latter
tools, because it is the largest and most comprehensive protein
database available today. NCBI NR contains 144.5 million protein
sequences (August 2017).

2.1 Short Read

Pipeline

We describe here the basic short read analysis pipeline as shown in
Fig. 1. By default, we use DIAMOND to align reads against the full
NCBI NR database.

Before running the pipeline, one can optionally perform
preprocessing, that is, quality control, trimming, and filtering, of
the raw reads. However, these steps usually have little impact on
the results of the alignment-based analysis described in this
document.
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2.1.1 Read Alignment

with DIAMOND

DIAMONDuses double indexed alignment, which means both the
reference database and the query are indexed for comparison. This
leads to a large speedup especially for large queries and databases.
Like BLASTX, DIAMOND uses the “seed and extend” method to
find all matches between a query and the database. To further
increase speed, DIAMOND utilizes spaced seeds, which are long
seeds where only some positions are used for matching the seed.
This leads to another increase of speed without decreasing
sensitivity.

DIAMOND can be run either in fast or sensitive mode. Fast
mode will run around 20,000 times faster than BLASTX on short
reads and will be able to find 75–90% of all relevant matches that
one would find with BLASTX, while sensitive mode provides a
speedup of 2500� while recovering up to 94% of significant
matches.

2.1.2 Taxonomic and

Functional Classification

with MEGAN6

DIAMOND can save alignments in a compressed format called
DAA (DIAMOND alignment archive) format. DAA files can be
imported into MEGAN6 in multiple ways. A small number of small
DAA files can easily be imported interactively using menu items
provided in MEGAN. For larger datasets and or many files, one
should use the command-line tools provided with MEGAN. These
include daa2rma, which will generate a RMA file as used by
MEGAN from one or two (for paired reads) DIAMOND files
and daa-meganizer, which analyzes a DAA file and then appends
the result to the end of the file. Such “meganized” DAA files can
then be opened directly in MEGAN. The latter approach is much
faster and is more space efficient. However, to use paired reads all
alignments have to be in the same file.

One can use the program blast2rma to process the output of
a range of different alignment programs, such as BLAST.

During the processing of alignments for MEGAN, the reads
will be assigned to nodes in the NCBI taxonomy and any functional
classifications that have been configured in the import dialog or on

Fig. 1 Basic pipeline for short read analysis
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the command-line. Taxonomic binning of each read is done sepa-
rately, by assigning it to the lowest common ancestor (LCA) of its
significant matches. Matches can be filtered by multiple parameters,
for example, e-value and bit-score, as well as sequence identity.
Only matches passing those filters will be used to determine the
LCA. It is also important to choose the minimum support
(or minimum support percentage), the number or percentage of
reads that must be assigned to a single taxon before it will be part of
the final result. Reads assigned to a taxon that does not pass the
minimum support filter will be pushed up the taxonomy until a
taxon is found that passes the filter.

Functional binning is performed by mapping the NCBI data-
base accessions for the matches of a read to identifiers of the
selected functional classification. Mapping files are currently avail-
able for InterPro2GO [9, 10] (InterPro families embedded in a
GO-based hierarchy), eggNOG [11], KEGG [12], and
SEED [13].

2.1.3 Investigation of the

Results

The resulting files can be opened and interactively investigated
using the MEGAN6 graphical user interface. The first view when
opening a file is always a hierarchical representation of the taxo-
nomic composition of the sample. Selecting different nodes of this
tree, the user can uncover further information on the reads mapped
to the represented taxon. Selecting Inspect Reads on a node will
open the Inspector Window, which displays the reads assigned to
that node, as well as their alignments. This functionality can be used
both in the Taxonomy Viewer, where nodes represent taxa, and in
any of the Functional Viewers. Figure 2a shows an example of the
Inspector Window.

Instead of just viewing a listing of the matches and alignments,
it is also possible to select Show Alignments. This will open the
Alignment Viewer (Fig. 2b), where for each of the database refer-
ences with matches from the reads assigned to the selected node it is

Fig. 2 (a) The Inspector Viewer showing some reads that have been assigned to Alistipes ihumii. (b) The
Alignment Viewer showing reads aligned to a reference sequence
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possible to show the alignment of all of those reads on the refer-
ence. This can be useful, say, to determine how much of a reference
gene is covered by reads.

Apart from being able to investigating taxonomic diversity, the
advantage of using metagenomic sequencing to study an environ-
mental sample is the ability to study the functional potential of the
community. MEGAN currently provides four different functional
classification systems for this purpose: InterPro & GO, eggNOG,
KEGG, and SEED.

Each functional classification is displayed as a tree. The nodes of
the tree can be investigated very much like the nodes of the taxo-
nomic tree. Abundances can be visualized using different visualiza-
tion options from simple bar charts over box plots and heat maps to
radial tree charts drawn based on the abundances of the selected
nodes. Two examples show charts that are shown in Fig. 3.

Alignments or reads matching a selected function can be
exported to a text file or extracted to a new MEGAN document.
This makes it possible to study only a part of a microbial commu-
nity that is of particular interest. For example, if you select nodes
associated with antibiotic resistance genes, you can determine
which taxonomic assignment the reads assigned to antibiotic resis-
tance genes have. An example of this is shown in Fig. 4.

If you want to study the full gene sequence of proteins found in
your samples and be able to compare variants of those genes, it can
be helpful to use gene-centric assembly [15]. Gene-centric assem-
bly uses the alignments to reference proteins to assemble the
matching reads. One can thus obtain the gene sequences from
different organisms found in a sample for further analysis steps.

We will introduce more possibilities for studying the taxonomic
and functional diversity of multiple samples in comparison in
Subheading 3.

Fig. 3 (a) Bar chart of taxonomic assignments on family level, sorted by abundance. (b) Radial chart of
functional assignments to KEGG for the same sample from [14]
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2.2 Long Read

Pipeline

As presented in the previous section, usingmetagenomic short reads,
one can assembly gene sequences and obtain variants of a single gene
using a gene-centric assembly, or of course use other assembly tech-
niques.However, using short read data, it is very difficult to establish
whether different genes are present in the same organism. We can
connect the genes if they are found on a single DNA molecule with
long sequencing reads, provided by third generation sequencing
technologies such as PacBio [16] or Oxford Nanopore [17].

The PacBio and Nanopore devices can produce reads that are
hundreds of thousands of bases long, with error rates of around
10%, say [17]. In contrast to short reads, which each can be safely
assumed to overlap with only a single gene, long read will usually
overlap or contain multiple genes. Hence, many popular short read
alignment and analysis algorithms may require modification so as to
take into account that a given read can align to multiple genes.

2.2.1 Long Read Analysis

Pipeline

The basic long read analysis pipeline is analogous to the above
described short read pipeline, and consists of the alignment and
MEGAN analysis steps (Fig 5), but the details of the analysis
pipeline as well as some components of MEGAN6 differ from the
short read solution.

As described in the following, for long reads alignment is
performed using LAST, processing of the alignments requires an
additional step and MEGAN provides some modified algorithms
for processing and visualizing long reads.

Fig. 4 Taxonomic assignment of reads from the day 0 sample for “Alice” from the ASARI [14] dataset which
have been assigned to “resistance of fluoroquinolones” in the SEED hierarchy
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2.2.2 Alignment Using

LAST

Third generation sequencing technologies produce much longer
reads, with a higher error rate (approximately 10%, mostly inser-
tions and deletions). Most DNA-to-protein aligners (such as
BLASTX [7] or DIAMOND) translate the complete DNA query
sequence in all six reading frames and then align the translated
sequences against the protein database. Insertions or deletions in
long reads cause a frame-shift and break translation-based align-
ments. LAST is a frame-shift aware aligner that incorporates single-
base insertions or deletions into the alignment calculation. These
are represented as “∖” for forward-shifts and ”/” for reverse-shifts,
as shown in Fig. 6.

LAST, when used with large databases, such as NCBI-nr, splits
the database into several volumes and indexes them individually.
Similarly the large input files are loaded in separate volumes, and
each volume of input is searched against each volume of the data-
base. LAST, by default, generates output in MAF, “Multiple Align-
ment Format.”

2.2.3 Taxonomic and

Functional Classification of

Long Reads

Because of processing both the query and database in different
volumes and writing the output as soon as it is generated, the
alignments for a single read appear in different parts of the MAF
output of LAST. MEGAN processes alignment files line-by-line,
identifies all alignments of a single read, and then assigns that read
to a taxonomic and/or functional class. The unordered structure of
LAST output prevents MEGAN from doing this. Thus, MAF files
produced by LAST must be sorted before they are imported to
MEGAN. For this task, MEGAN provides a command-line script,
called sort-last-maf.

Fig. 5 Basic pipeline for long read analysis

Score = 86 bits (159), Expect = 7e-13
Identities = 34/37 (92%), Positives = 34/37 (92%), Gaps = 2/37 (5%)
Frame = -1
Query: 1080 EAVMVLSLDAEA\LVGYRE/KFPAWMDADRFEIKPRK 976

EAVMVLSLDAEA LV YRE KFPAWMDADRFEIKPRK
Sbjct: 232 EAVMVLSLDAEA-LVRYRE-KFPAWMDADRFEIKPRK 266

Fig. 6 A frame-shift aware DNA-to-protein alignment produced by LAST
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Alternatively, the user can use DAA_Converter (available at
http://github.com/BenjaminAlbrecht84/DAA_Converter), which
converts a givenMAF file to a DAA file. This has several advantages,
including space compression and faster processing. Additionally,
the output of LAST can directly be piped into DAA_Converter
which will then convert the output into a DAA file as LAST con-
tinues to operate. The trade-off when using DAA_Converter cur-
rently is that the alignments are filtered out with the default settings
in MEGAN6 and resulting DAA file only has the alignments that
would pass the filter, making it impossible to change filtration
parameters without running LAST again once the conversion
is done.

Similar to short reads, these long read MAF and DAA can then
be imported into MEGAN and each read will get assigned to a
taxon and/or functional class(es) of any provided functional hier-
archy. The filtration based on bit-score of alignments work differ-
ently for long reads. In case of short reads, the alignments are
filtered globally—only those that are within top 10% (by default)
of the best-scoring alignment are taken into account. For long
reads, this filtration is applied to each “gene” separately, as one
long read can contain many different genes along its length. The
alignments that overlap significantly (>90% by default) are grouped
into segments, denoting different genes, and each interval is then
processed individually in the filtering step.

The LCA algorithm to assign reads to taxonomic classes is also
modified for long reads. As there are multiple genes on a single long
read, and each of them may be conserved in different clades of the
taxonomic tree, the naı̈ve LCA is usually uninformative. Instead
long reads are assigned to the most specific taxon that covers more
than a fixed percentage (>80% by default) of every base pair that
has an alignment. This algorithm assigns reads specifically to lower
levels of taxonomy as long as they cover a gene which has low level
conservation, other taxa gets lower percentages of coverage. Func-
tional classification of long reads does not necessarily assign each
read into one functional class, instead reads are assigned to the
functional class of best-scoring alignment in each segment, thus
each segment is assigned to one function and one read can be
assigned to multiple different functional classes.

2.2.4 Investigation of the

Results

The first view the user gets when a long read dataset is loaded in to
MEGAN6 is identical to that of a short read dataset; however, there
are some underlying differences and several investigation modes
designed specifically for long reads.

Due to a large variability of read length of long reads [18], it is
impractical for MEGAN to report number of reads assigned to class
as a mean of abundance. Using the raw read length is also not
feasible for Nanopore technology as reads tend to have “head”
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and “tail” regions composed of random bases [19] (Fig. 7 shows a
read whose tail region has no significant alignment to any protein in
the database). Thus, the default mean of reporting the abundance
for a particular taxon or functional class in long read pipeline is the
number of aligned bases.

The number of alignments on a long read can easily exceed
hundreds and complicates the Alignment Viewer and the Inspector
features of MEGAN6. In order to simplify the investigation of
alignments on the reads, MEGAN6 offers a Long Read Inspector
window (Fig. 7), accessible via right-click on any of the nodes in
the main view. This inspector draws reads as horizontal lines and
alignments as arrows on their corresponding positions. The names
of taxa or functional classes are also linked to these alignment
arrows.

The Inspector Window helps particularly in the case of suspi-
cious assignments. Figure 8a shows the inspector view for a read
that was assigned to Trichuris trichiura, a human parasitic whip-
worm, in a sample of known mixture of microorganisms [20]. A
closer inspection to Fig. 8a lets us see that, although the read is
spanned by several alignments from Escherichia coli, it is assigned to
T. trichiura because the total length of alignments to T. trichiura is
longer than 80% whereas it is below that for E. coli and all other
competing taxa.

For further analysis of such suspicious assignments, MEGAN6
offers a remote BLAST function, in which selected reads are aligned
against a selected database (such as the nucleotide collection—
NCBI nt) on the NCBI website and the resulting assignments are
captured, processed, and presented in a new MEGAN document.
In Fig. 8b, we see that our “suspicious” read is assigned to E. coli,
which was in the known mixture of microorganisms, based on
remote NCBI-BLAST against NCBI nt.

Similar to exporting alignments and reads as explained in the
previous section, these can also be exported in general feature
format (GFF) for downstream analysis. This provides a simple way
of obtaining the annotation, especially for long reads and contigs.
The annotations exported to the GFF files contain the accessions of

Fig. 7 Long Read Inspector in MEGAN6. The read is drawn as a line in the middle and the protein alignments
are drawn as arrows on their corresponding positions and strands on the read
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references and their corresponding taxonomic and/or functional
mappings depending on which mapping files were used during
importing the dataset into MEGAN.

3 Comparison of Multiple Samples

Most modern metagenomics experiments include the collection
and analysis of multiple samples to compare different groups with
controls or study the dynamic changes of a microbial community
over time. Hence, a very important feature of MEGAN is the ability
to load multiple datasets into a single “comparison document”
(megan file). This is a light-weight file that does not contain the
original reads and alignments, but allows one to compare the
taxonomic and functional diversity of multiple samples.

To be able to easily compare groups of samples and relate
findings to features attached to samples, it is helpful to import
metadata. Metadata should be provided in tabular format and
connect the sample IDs to attributes whose values can be text,
numeric, or boolean values. Using this information you can
group samples in different visualizations. For example, this allows

Fig. 8 MEGAN6 offers a remote BLAST functionality, namely “BLAST on NCBI,” which can be used for
suspicious assignments. (a) Long Read Inspector view for a read assigned to Trichuris trichiura, based on
protein alignments against NCBI nr. (b) Long Read Inspector view for the same read as in (a), assigned to
Escherichia coli, after searching it against nucleotide collection of NCBI using the remote BLAST functionality
of MEGAN6
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easier interpretation of the principal component analysis (PCoA)
plots in MEGAN. Principal components can be calculated using
different distance measures including Bray–Curtis or simple Euclid-
ean distances. MEGAN can include bi-plots and tri-plot vectors
into the PCoA plot, which represent the top taxonomic or func-
tional classes and metadata features, respectively, that correlate
most with the differences between samples. Figure 9 shows multi-
ple examples of PCoA plots including bi-plot and tri-plot vectors.

MEGAN can also calculate and visualize co-occurrence and
correlation plots. For correlation there are two options. The first
is useful for time series analysis, because it calculates correlations
between different taxa. This can be used to determine how changes
in abundance of one taxon influence changes in another, which
makes it possible to detect potential interactions between taxa. To
distinguish the effect of interactions between taxa from it being
caused by an external influence, it is useful to check out the other
attribute correlation plot, which calculates correlations between
taxa and metadata. So, if, for example, two taxa are correlated to
each other and correlated to the same external influence from the
metadata, then they might be less likely to be influencing each
other, but are perhaps both influenced by the same attribute of
the metadata. An example of an attribute correlation plot is shown
in Fig. 10.

Fig. 9 PCoA analysis of 12 samples associated with “Alice” (round shapes) and “Bob” (square shapes), from
[14]. Time points of antibiotic intake are colored light blue, time points before and after antibiotic intake dark
red. (a) A PCoA plot based on Bray–Curtis distances as calculated by MEGAN using the taxonomic abundances
for the samples. The green vectors represent the bi-plot vectors. The samples are grouped by individual,
showing the convex hulls of the groups as well as ellipses. (b) is based on the same data but using the
abundances of GO terms in the InterPro2GO hierarchy and only showing the convex hulls of the group. Here the
orange vectors are the tri-plot vectors, showing the relation of metadata values to the principal components
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4 Outlook

It goes without saying that the quality and quantity of the input
sequencing data limits the reliability of the output analysis. More
directly, quality of the MEGAN hierarchy assignments is deter-
mined by the quality of the read alignment, which, in turn, depends
on the chosen database and alignment tool. On the one hand, the
database needs to be well annotated and comprehensive, as it is only
possible to analyze the organisms or entities present in it. On the
other hand, the alignment tool needs to be sensitive in order to
identify the matching sequence. It is especially difficult to deal with
sets of very similar sequences. Currently, for the human gut micro-
biome sequencing data analyzed with the basic short read pipeline,
as much as 30% of reads are not assigned to any node in the course
of the taxonomic analysis.

In order to avoid the bias introduced by the database one can
also use one of the database-free strategies, e.g., k-mer counting.
They are good for tracking the global changes in the data, but it is
difficult to correct for possible contaminations. Although MEGAN
does not support this type of analysis, it enables global comparisons
with PCoA based on the profiles computed for each of the samples.

Fig. 10 Attribute correlation plot for the data from [14] for two healthy individuals taking antibiotics for 6 days
(day 1–6). Correlation is shown as a heat map with red marking positive correlation between the attribute and
the taxon and blue marking negative correlation. Correlations are shown for antibiotics intake (boolean) and
time (day 0, 1, 3, 6, 8, and 34)
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Another approach is assembly based analysis. In brief, the reads
are assembled and then the scaffolds or contigs are annotated and
investigated. This approach provides some information on gene
co-localization at a cost of data loss in the form of unassembled
reads and short contigs. Full metagenomic read assembly [21] is a
very complex and computationally expensive task that MEGAN
does not address.

Application of the long read sequencing technologies opens
new perspective for metagenomics analysis. Long reads provide
information on gene co-location on a single DNA molecule, and
make assembly much easier. But, long reads also pose new algorith-
mic challenges in aspects of the protein alignment, hierarchy assign-
ment, and abundance computation. As long read technologies
continue to evolve, so, too, must the corresponding analysis
algorithms.

MEGAN is a powerful visual analytics tool that provides a wide
range of the algorithms for analysis of metagenomics sequencing
data. MEGAN can run on hundreds of samples along with
hundreds of metadata columns. It is the main workhorse of the
Tubiom project where metagenomics profiles of 10,000 volunteers
are collected and mined for correlations with the vast metadata
(www.tuebiom.de).

4.1 MEGAN

Resources

MEGANCommunity software is freely available on the website: ab.
inf.uni-tuebingen.de/data/software/megan6, together with the
current mapping files for taxonomic and functional analysis.

Short read datasets presented in this chapter and used for
visualizations are publicly accessible in MEGAN via MeganServer.
The dataset used in the Long Read Pipeline section was down-
loaded from the supplementary material of Brown et al.
[20]. Instructions for use of MEGAN and user support can be
found on the MEGAN community website (megan.informatik.
uni-tuebingen.de).
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