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Looking for Darwin in Genomic Sequences: Validity
and Success Depends on the Relationship Between
Model and Data
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Abstract

Codon substitution models (CSMs) are commonly used to infer the history of natural section for a set of
protein-coding sequences, often with the explicit goal of detecting the signature of positive Darwinian
selection. However, the validity and success of CSMs used in conjunction with the maximum likelihood
(ML) framework is sometimes challenged with claims that the approach might too often support false
conclusions. In this chapter, we use a case study approach to identify four legitimate statistical difficulties
associated with inference of evolutionary events using CSMs. These include: (1) model misspecification,
(2) low information content, (3) the confounding of processes, and (4) phenomenological load, or
PL. While past criticisms of CSMs can be connected to these issues, the historical critiques were often
misdirected, or overstated, because they failed to recognize that the success of any model-based approach
depends on the relationship between model and data. Here, we explore this relationship and provide a
candid assessment of the limitations of CSMs to extract historical information from extant sequences. To
aid in this assessment, we provide a brief overview of: (1) a more realistic way of thinking about the process
of codon evolution framed in terms of population genetic parameters, and (2) a novel presentation of the
ML statistical framework. We then divide the development of CSMs into two broad phases of scientific
activity and show that the latter phase is characterized by increases in model complexity that can sometimes
negatively impact inference of evolutionary mechanisms. Such problems are not yet widely appreciated by
the users of CSMs. These problems can be avoided by using a model that is appropriate for the data; but,
understanding the relationship between the data and a fitted model is a difficult task. We argue that the only
way to properly understand that relationship is to perform in silico experiments using a generating process
that can mimic the data as closely as possible. The mutation-selection modeling framework (MutSel) is
presented as the basis of such a generating process. We contend that if complex CSMs continue to be
developed for testing explicit mechanistic hypotheses, then additional analyses such as those described in
here (e.g., penalized LRTs and estimation of PL) will need to be applied alongside the more traditional
inferential methods.
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1 Introduction

Codon substitution models (CSMs) fitted to an alignment of
homologous protein-coding genes are commonly used to make
inferences about evolutionary processes at the molecular level (see
Chapter 10 for examples of different applications of CSMs). Such
processes (e.g., mutation and selection) are represented by a vector
of parameters θ that can be estimated using maximum likelihood
(ML) or Bayesian statistical methods. Here, we focus on ML and
for convenience use CSM to indicate a model that is used in
conjunction with the ML approach (see [21], for an example of
the Bayesian approach). Considerable apprehension was expressed
about the statistical validity of CSMs during their initial phase of
development. In particular were concerns over the risk of falsely
inferring that a sequence or codon site evolved by adaptive evolu-
tion [11, 22, 23, 46, 60–63, 85]. Many of the studies employed in
the critique of CSMs were later shown to be flawed due to statistical
errors or incorrect interpretation of results [70, 72, 77, 84]. In
their reanalysis of the iconic MHC dataset [24], for example,
Suzuki and Nei [61] based their criticism of the ML approach on
results that were incorrect due to computational issues [70]. And in
simulation studies by Suzuki [60] and Nozawa et al. [46], the
branch-site model of Yang and Nielsen [79] was criticized as
being too liberal because it falsely inferred positive selection at
32 out of 14,000 simulated sites, despite that this rate (0.0023)
was well below the level of significance of the test (α ¼ 0.05)
[77]. Concerns about the ML approach were eventually mollified
by numerous simulation studies showing that the false positive rate
is no greater than the specified level of significance of the LRT
under a wide range of evolutionary scenarios [2, 3, 29, 31, 37, 70,
77, 82, 85, 86]. The validity and success of the approach is now well
established [84], and this has led to the formulation of CSMs of
ever-increasing sophistication [31, 41, 48–50, 55, 64, 65].

The most common use of a CSM is to infer whether a given
process, such as adaptive evolution somewhere in the gene, the
fixation of double and triple mutations, or variations in the synon-
ymous substitution rate, actually occurred when the alignment was
generated. Several factors can potentially undermine the reliability
of such inferences. These include:

1. Model misspecification, which can result in biased parameter
estimates;

2. Low information content, which can cause parameter esti-
mates to have large sampling errors and can lead to excessive
false positive rates;
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3. Confounding, which can cause patterns in the data generated
by one evolutionary process to be attributed to a different
process;

4. Phenomenological load, which can cause a model parameter
to be statistically significant even if the process it represents did
not actually occur when the data was generated.

These same factors can impact any model-based effort to make
inferences from data generated by complex biological processes,
not only to the CSMs described here. The possibility of false
inference due to any combination of these factors does not imply
that the CSM approach is unreliable in principle. As has been
demonstrated by numerous successful applications, CSMs generally
extract accurate and useful information provided that the model is
well suited for the data at hand [1, 71, 76]. We maintain that the
validity of inferences is not a function of the model in and of itself,
but is a consequence of the relationship between the model and
the data.

Here, we explore this relationship via case studies taken from
the historical development of CSMs. Our objective is to be candid
about the limitations of CSMs to reliably extract information from
an alignment. But, we emphasize that the impact of these limita-
tions (i.e., false positives and confounding) is a consequence of a
mismatch between the parameters included in the model and the
often limited information contained in the alignment. The case
studies are divided into two parts, each corresponding to a distinct
phase in the development of CSMs. Phase I is characterized by
pioneering efforts to formulate CSMs to account for the most
prominent components of variation in an alignment
[16, 42]. These include the M-series models that were among the
first CSMs to account for variations in selection effects across sites
[81], and the branch-site model of Yang and Nielsen [79] (hereaf-
ter, YN-BSM) formulated to account for variations in selection
effects across both sites and branches. The first pair of case studies
exemplifies concerns about the impact of low information content
(Case Study A) and model misspecification (Case Study B) on the
probability of falsely detecting positive selection in a gene or at a
particular codon site. We also include a description of methods
recently developed to mitigate the problem of false inference.

Phase II in the historical development is characterized by the
general increase in the complexity of CSMs aimed to account for
more subtle components of variation in an alignment.1 Models
used to detect temporal changes in site-specific selection effects

1The original CSM proposed by Goldman and Yang [16] was in fact quite complex in that it adjusted substitution
rates between nonsynonymous codons to account for differences in physicochemical properties using the
Grantham matrix [17]. This approach was later abandoned in favor of the simpler formulation now known as
M0 [44], e.g., the first M-series model [81].
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(e.g., [18, 31, 55]) or “heterotachy” [36] are representative. The
movement toward complex parameter-rich models has resulted in a
new set of concerns that are not yet widely appreciated. Principal
among these is an increase in the possibility of confounding. Two
components of the alignment-generating process are confounded if
they can produce the same or similar patterns in the data. Such
components can be impossible to disentangle without the input of
further biological information, and their existence can lead to a
statistical pathology that we call phenomenological load (PL). The
second pair of case studies illustrates the possibility of false infer-
ence due to confounding (Case Study C) and PL (Case Study D).
An essential feature of these studies is the use of a much more
realistic generating model to produce alignments for the purpose
of model evaluation.

Recent discoveries made using the mutation-selection (MutSel;
[80]) framework of Halpern and Bruno [19], which is based on a
realistic approximation of population dynamics at individual codon
sites, have challenged the way we think about the relationship
between parameters of traditional CSMs and components of the
process of molecular evolution they are meant to summarize (e.g.,
[25, 26, 56, 57]). Previously, there has been a tendency to think
about alignment-generating processes as if they occur in the same
way they are modeled by a CSM. This way of thinking can be
misleading because mechanisms of protein evolution can differ in
important and substantial ways from traditional CSMs. To redress
this issue, we begin this chapter with a brief overview of the
conceptual foundations of MutSel as a more realistic way of think-
ing about the actual process of molecular evolution. This material is
followed by a novel presentation of the ML statistical framework
intended to illustrate potential limitations in what can reasonably
be inferred when a CSM is fitted to data.

2 Conceptual Foundations

2.1 How Should We

Think About the

Alignment-Generating

Process?

A codon substitution model represents an attempt to explain the
way a target protein-coding gene changed over time by a combina-
tion of mutation, selection (purifying as well as adaptive), and drift.
Adaptive evolution occurs at each site within a protein in response
to a hierarchy of effects, including, but not limited to, changes in
the network of the protein’s interactions, changes in the functional
properties of that network, and changes in both the cellular and
organismal environment over time. The result of the complex
interplay between these effects is typically viewed through the
narrow lens of an alignment of homologous sequences X obtained
from extant species, possibly accompanied by a tree topology τ (for
our purposes, it is always assumed that τ is known). The informa-
tion contained in X is evidently insufficient to resolve all of the
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effects of the true generating process, which would in any case be
difficult or even impossible to parameterize with any accuracy. It is
therefore necessary to base the formulation of a CSM on a number
of simplifying assumptions. The usual assumptions include that:

1. Sites evolved independently;

2. Each site evolved via a homogenous substitution process over
the tree (formally, by a Markov process governed by a substitu-
tion rate matrix Q);

3. The selection regime at a site is determined by Qj drawn from a
small set of possible substitution rate matrices {Q1, . . ., Qk};

4. All sites share a common vector of stationary frequencies and
evolved via a common mutation process.

The elements qij of a substitution rate matrixQ are typically defined
for codons i 6¼ j as follows [44]:

qi j ¼

0 if i and j differ by more than one nucleotide

πj for synonymous transversions

κπj for synonymous transitions

ωπj for nonsynonymous transversions

ωκπj for nonsynonymous transitions

8>>>>>><
>>>>>>:

ð1Þ
where κ is the transition bias and πi is the stationary frequency of
the ith codon, both assumed to be the same for all codon sites. The
ratio ω ¼ dN/dS of the nonsynonymous substitution rate dN to
the synonymous substitution rate dS (both adjusted for “opportu-
nity”2) quantifies the stringency of selection at the site, with values
closer to zero corresponding to sites that are more strongly con-
served. We follow standard notation and use ω̂ to represent the
maximum likelihood estimate (MLE) of ω obtained by fitting Eq. 1
to an alignment.

Equation 1 provides the building block for most CSMs, yet it is
unsuitable as a means to think about the substitution process at a
site. For instance, the rate ratio in Eq. 1 is assumed to be the same
for all nonsynonymous pairs of codons. If interpreted mechanisti-
cally, this is tantamount to the assumption that the amino acid
occupying a site has fitness f and all other amino acids have fitness
f + df, and that, with each substitution, the newly fixed amino acid
changes its fitness to f and the previous occupant changes it fitness

2 Single-nucleotide (SN) mutations that are nonsynonymous occur more frequently than those that are synony-
mous due to idiosyncrasies in the genetic code. This is accounted for in the formulation of dN and dS, so that dN
can be interpreted as the proportion of nonsynonymous SN mutations that are fixed. Likewise, dS is the
proportion of synonymous SN mutations that are fixed. See Jones et al. [25] for a discussion of various
interpretations of dN/dS.
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to f + df. Such a narrow view of the substitution process, akin to
frequency-dependent selection [6, 25], is conceptually misleading
for the majority of proteins. To be clear, CSMs are undoubtedly a
valuable tool to make inferences about the evolution of a protein
(e.g., [8, 52, 71, 76]); our point is that they do not necessarily
provide the best way to think about the process.

The way we think about the substitution process should not be
limited to unrealistic assumptions used to formulate a tractable
CSM. It is more informative to conceptualize evolution at a
codon site using the traditional metaphor of a fitness landscape
upon which greater height represents greater fitness as depicted in
Fig. 1. If sites are assumed to evolve independently, a site-specific
fitness landscape can be defined for the hth site by a vector of
fitness coefficients fh and its implied vector of equilibrium codon
frequencies πh. Combined with a model for the mutation process,
πh determines the evolutionary dynamics at the site, or the way it
“moves” over its landscape (more formally, the way mutation and
fixation events occur at a codon site in a population over time). This
provides a way to think about evolution at a codon site in terms of
three possible dynamic regimes: shifting balance, under which the
site moves episodically away from the peak of its fitness landscape
(i.e., the fittest amino acid) via drift and back again by positive
selection (Fig. 1a); adaptive evolution, under which a change in
the landscape is followed by movement of the site toward its new
fitness peak (Fig. 1b); and neutral or nearly neutral evolution,
under which drift dominates and the site is free to move over a
relatively flat landscape limited primarily by biases in the mutation
process. This way of thinking about the alignment-generating pro-
cess is encapsulated by the MutSel framework [6, 7, 25]. The
precise relationship between the MutSel framework and the three
dynamic regimes will be presented in Case Study C.

2.2 What Is the

Objective of Model

Building?

CSMs have become increasingly complex with the addition of more
free parameters since the introduction of the M-series models in
Yang et al. [81]. The prima facie objective of this trend is to
produce models that provide better mechanistic explanations of
the data. The assumption is that this will lead to more accurate
inferences about evolutionary processes, particularly as the volume
of genetic data increases [35]. However, the significance of a new
model parameter is assessed by a comparison of site-pattern distri-
butions without reference to mechanism. Combined with the pos-
sibility of confounding, this feature of the ML framework means
that the objective of improving model fit does not necessarily
coincide with the objective of providing a better representation of
the mechanisms of the true generating process.

Given any CSM with parameters θM, it is possible to compute a
vector P that assigns a probability to each of the 61N possible site
patterns for an N-taxon alignment (i.e., a multinomial distribution
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for 61N categories). We refer to P ¼ PM(θM) as the site-pattern
distribution for that model. Figure 2 depicts the space of all possi-
ble site-pattern distributions for anN-taxon alignment. Each ellipse
represents the family of distributions {PM(θM)jθM ∈ ΩM}, where
ΩM is the vector space of all possible values of θM. For example,
{PM0(θM0)jθM0 ∈ ΩM0} is the family of distributions that can be

Fig. 1 It can be useful to think of the substitution process at a site as movement
on a site-specific fitness landscape. The horizontal axis in each figure shows the
amino acids at a hypothetical site in order of their stationary frequencies
indicated by the height of the bars. Frequency is a function of mutation and
selection, but can be construed as a proxy for fitness. The site-specific dN/dS
ratio [25] is a function of the amino acid that occupies the site, and can be <1
(left of the red dashed line) or >1 (right of the dashed red line). (a) Suppose
phenylalanine (F, TTT) is the fittest amino acid. The site-specific dN/dS ratio is
much less than one when occupied by F because any nonsynonymous mutation
will always be to an amino acid that is less fit. Nevertheless, it is possible for an
amino acid such as valine (V, GTT) to be fixed on occasion, provided that
selection is not too stringent. When this happens, dN/dS at the site is
temporarily elevated to a value greater than one as positive selection moves
the site back to F by a series of replacement substitutions, e.g., V (GTT) ! G
(GGT) ! C (TGT) ! F (TTT). We call the episodic recurrence of this process
shifting balance on a static fitness landscape. Shifting balance on a landscape
for which all frequencies are approximately equal corresponds to nearly neutral
evolution (not depicted), when dN/dS is always �1. (b) Now, consider what
happens following a change in one or more external factors that impact the
functional significance of the site. The relative fitnesses of the amino acids might
change from that depicted in a to that in b for instance, where glutamine (Q) is
fittest. If at the time of the change the site is occupied by F (as is most likely),
then dN/dS would be temporarily elevated as positive selection moves the site
toward its new peak at Q, e.g., F (TTT) ! Y (TAT) ! H (CAT) ! Q (CAA). This
process of adaptive evolution is followed by a return to shifting balance once
the site is occupied by Q
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specified using M0, the simplest CSM that assumes a common
substitution rate matrix Q for all sites and branches. This is nested
inside {PM1(θM1)jθM1 ∈ ΩM1}, where M1 is a hypothetical model
that is the same as M0 but for a few extra parameters. Likewise, M1
is nested in M2. The location of the site-pattern distribution for the
true generating process is represented by PPG. Its location is fixed
but unknown. It is therefore not possible to assess the distance
between it and any other distribution. Instead, comparisons are
made using the site-pattern distribution inferred under the
saturated model.

Whereas a CSM {PM(θM)jθM ∈ ΩM} can be thought of as a
family of multinomial distributions for the 61N possible site pat-
terns, the fitted saturated model PSðθ̂SÞ is the unique distribution
defined by the MLE θ̂S ¼ ðy1=n, . . . , ym=nÞT , where yi > 0 is the
observed frequency of the ith site pattern, m is the number of
unique site patterns, and n is the number of codon sites. In other

Fig. 2 The (61N � 1)-dimensional simplex containing all possible site-pattern
distributions for an N-taxon alignment is depicted. The innermost ellipse repre-
sents the subspace {PM0(θM0)jθM0 ∈ ΩM0} that is the family of distributions that
can be specified using M0, the simplest of CSMs. This is nested in the family of
distributions that can be specified using M1 (blue ellipse), a hypothetical model
that has the same parameters as M0 plus some extra parameters. Similarly, M1
is nested in M2 (red ellipse). Whereas models are represented by subspaces
of distributions, the true generating process is represented by a single point
PGP, the location of which is unknown. The empirical site-pattern distribution

P Sðθ̂SÞ corresponds to the saturated model fitted to the alignment; with
large samples, P Sðθ̂SÞ � P GP. For any other model M, the member

PMðθ̂MÞ∈fPMðθMÞ j θM∈ΩMg most consistent with X is the one that mini-
mizes deviance, which is twice the difference between the maximum
log-likelihood of the data under the saturated model and the maximum
log-likelihood of the data under M
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words, the fitted saturated model is the empirical site-pattern dis-
tribution for a given alignment. Because it takes none of the
mechanisms of mutation or selection into account, ignores the
phylogenetic relationships between sequences, and excludes the
possibility of site patterns that were not actually observed (i.e.,
yi/n ¼ 0 for site patterns i not observed in X), PSðθ̂SÞ can be
construed as the maximally phenomenological explanation of the
observed alignment. An alignment is always more likely under the
saturated model than it is under any other CSM. PSðθ̂SÞ therefore
provides a natural benchmark for model improvement.

For any alignment, the MLE over the family of distributions
{PM(θM)jθM ∈ ΩM} is represented by a fixed point PMðθ̂MÞ in
Fig. 2. PMðθ̂MÞ is the distribution that minimizes the statistical
deviance between PM(θM) and PSðθ̂SÞ. Deviance is defined as twice
the difference between the maximum log-likelihood (LL) of the
data under the saturated model and the maximum log-likelihood of
the data under M:

Dðθ̂M,θ̂SÞ ¼ 2fℓðθ̂S j X Þ � ℓðθ̂M j X Þg ð2Þ
A key feature of deviance is that it always decreases as more para-
meters are added to the model, corresponding to an increase in the
probability of the data under that model. For example, suppose
{PM2(θM2)jθM2 ∈ ΩM2} is the same family of distributions as
{PM1(θM1)jθM1 ∈ ΩM1} but for the inclusion of one additional
parameter ψ, so that θM2 ¼ (θM1, ψ). The improvement in the
probability of the data under PM2ðθ̂M2Þ over its probability under

PM1ðθ̂M1Þ is assessed by the size of the reduction in deviance
induced by ψ :

ΔDðθ̂M1 , θ̂M2Þ ¼ Dðθ̂M1, θ̂SÞ �Dðθ̂M2, θ̂SÞ
¼ 2fℓðθ̂M2 j X Þ � ℓðθ̂M1 j X Þg ð3Þ

Equation 3 is just the familiar log-likelihood ratio (LLR) used to
compare nested models under the maximum likelihood framework.

Given this measure of model improvement, the de facto objec-
tive of model building is not to provide a mechanistic explanation
of the data that more accurately represents the true generating
process, but only to move closer to the site-pattern distribution of
the fitted saturated model. Real alignments are limited in size, so
there will always be some distance between PSðθ̂SÞ and PGP due to
sampling error (as represented in Fig. 2). But even with an infinite
number of codon sites, whenPSðθ̂SÞ converges to PGP, the criterion
of minimizing deviance does not inevitably lead to a better expla-
nation of the data because of the possibility of confounding. Two
processes are said to be confounded if they can produce similar
patterns in the data. Hence, if ψ represents a process E that did not
actually occur when the data was generated, and if E is confounded
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with another process that did occur, the LLR in Eq. 3 can still be
significant. Under this scenario, the addition of ψ to M1 would
engender movement toward PSðθ̂SÞ and PGP, but the new model
M2 would also provide a worse mechanistic explanation of the data
because it would falsely indicate that E occurred. The possibility of
confounding and its impact on inference is demonstrated in Case
Study D.

3 Phase I: Pioneering CSMs

The first effort to detect positive selection at the molecular level
[24] relied on heuristic counting methods [43]. Phase I of CSM
development followed with the introduction of formal statistical
approaches based on ML [16, 42]. The first CSMs were used to
infer whether the estimate ω̂ of a single nonsynonymous to synon-
ymous substitution rate ratio averaged over all sites and branches
was significantly greater than one. Such CSMs were found to have
low power due to the pervasiveness of synonymous substitutions at
most sites within a typical gene [76]. An early attempt to increase
the statistical power to infer positive selection was the CSM
designed to detect ω̂ > 1 on specific branches [78]. Models
accounting for variations in ω across sites were subsequently devel-
oped, the most prominent of which are the M-series models
[78, 81]. These were accompanied by methods to identify individ-
ual sites under positive selection. The quest for power culminated
in the development of models that account for variations in the rate
ratio across both sites and branches. The appearance of various
branch-site models (e.g., [4, 10, 79, 86]) marks the end of Phase
I of CSM development.

Two case studies are employed in this section to illustrate some
of the inferential challenges associated with Phase I models. We use
Case Study A to examine the impact of low information content on
the inference of positive selection at individual codon sites. The
subject of this study is the M1a vs M2a model contrast applied
to the tax gene of the human T-cell lymphotropic virus type I
(HTLV-I; [63, 82]). We use Case Study B to illustrate how
model misspecification (i.e., differences between the fitted model
and the generating process) can lead to false inferences. The subject
of this study is the Yang–Nielsen branch-site model (YN-BSM;
[79]) applied to simulated data.

3.1 Case Study A:

Low Information

Content

To study the impact of low information content on inference, we
use a pair of nested M-series models known as M1a and M2a
[70, 82]. Under M1a, sites are partitioned into two rate-ratio
categories, 0 < ω0 < 1 and ω1 ¼ 1 in proportions p0 and p1 ¼ 1
� p0. M2a includes an additional category for the proportion of
sites p2 ¼ 1 � p0 � p2 that evolved under positive selection with
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ω2 > 1. The use of multiple categories permits two levels of infer-
ence. The first is an omnibus likelihood ratio test (LRT) for evi-
dence of positive selection somewhere in the gene, which is
conducted by contrasting a pair of nested models. For example,
the contrast of M1a vs M2a is made by computing the distance

LLR ¼ ΔDðθ̂M1a, θ̂M2aÞ between the two models and comparing
the result to the limiting distribution of the LLR under the null
model. In this case, the limiting distribution of LLR is often taken
to be χ22 [75], which would be correct under regular likelihood
theory because the models differ by two parameters. The second
level of inference is used to identify individual sites that underwent
positive selection. This is conducted only if positive selection is
inferred by the omnibus test (e.g., if LLR > 5.99 for the M1a vs
M2a contrast at the 5% level of significance). Let c0, c1, and c2
represent the event that a given site pattern x falls into the stringent
( 0 < ω̂0 < 1 ), neutral ( ω̂1 ¼ 1 ), or positive ( ω̂2 > 1 ) selection
category, respectively. Applying Bayes’ rule:

Prðc2 j x, θ̂M2aÞ ¼ Prðx j c2, θ̂M2aÞp̂2P2
k¼0 Prðx j ck, θ̂M2aÞp̂k

ð4Þ

Sites with a sufficiently high posterior probability (e.g.,

Prðc2 j x,θ̂M2aÞ > 0:95 ) are inferred to have undergone positive
selection. Equation 4 is representative of the naive empirical Bayes
(NEB) approach under which MLEs (θ̂M2a) are used to compute
posterior probabilities.

The NEB approach ignores potential errors in parameter esti-
mates that can lead to false inference of positive selection at a site
(i.e., a false positive). The resulting false positive rate can be espe-
cially high for alignments with low information content. An exam-
ple setting with low information content arises when there are a
substantial number of invariant sites, since these provide little
information about the substitution process. The issue of low infor-
mation content is well illustrated by the extreme case of the tax
gene, HTLV-I [63]. The alignment consists of 20 sequences with
181 codon sites, 158 of which are invariant. The 23 variable sites
have only one substitution each: 2 are synonymous and 21 are
nonsynonymous. The high ratio of nonsynonymous-to-synony-
mous substitutions suggests that the gene underwent positive
selection. This hypothesis was supported by analytic results: the
LLR for the M1a vs M2a contrast was 6.96 corresponding to a p-
value of approximately 0.03 [82]. The omnibus test therefore
supported the conclusion that the gene underwent positive selec-
tion. However, the MLE for p2 under M2a was p̂2 ¼ 1. Using this
value in Eq. 4 gives Prðc2 j x,θ̂M2aÞ ¼ 1 for all sites, including the
158 invariable sites. Such an unreasonable result can occur under
NEB because, despite the possibility of large sampling errors in
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MLEs due to low information, θ̂M2a is treated as a known value in
Eq. 4.

Bayes empirical Bayes (BEB; [82]), a partial Bayesian approach
under which rate ratios and their corresponding proportions are
assigned discrete prior distributions (cf. [21]), was proposed as an
alternative to NEB. Numerical integration over the assumed priors
tends to provide better estimates of posterior probabilities, partic-
ularly in cases where information content is low. Using BEB in the
analysis of the tax gene, for example, the posterior probability was

0:91 < Prðc2 j x,θ̂M2aÞ < 0:93 for the 21 sites with a single non-
synonymous change and 0:55 < Prðc2 j x,θ̂M2aÞ < 0:61 for the
remaining sites [82]. Hence, the BEB approach mitigated the
problem of low information content, as the posterior probability
of positive selection at invariant sites was reduced. An alternative to
BEB is called smoothed bootstrap aggregation (SBA) [38]. SBA
entails drawing site patterns from X with replacement (i.e., boot-
strap) to generate a set of alignments {X1, . . ., Xm} with similar
information content as X. The MLEs fθ̂ igmi¼1 for the vector of
model parameters θ are then estimated by fitting the CSM to each
Xi ∈{X1, . . ., Xm}. A kernel smoother is applied to these values to
reduce sampling errors. The mean value of the resulting smoothed

fθ̂ igmi¼1 is then used in Eq. 4 in place of the MLE for θ obtained
from the original alignment to estimate posterior probabilities. This
approach was shown to balance power and accuracy at least as well
as BEB. But, SBA has the advantage that it can accommodate the
uncertainty of all parameter estimates (not just those of the ω
distribution, as in BEB) and is much easier to implement. When
SBAwas applied to the tax gene, the posterior probabilities for positive
selection were further reduced: 0:87 < Prðc2 j x,θ̂M2aÞ < 0:89
for the 21 sites with a single nonsynonymous change, and 0:55 <

Prðc2 j x,θ̂M2aÞ < 0:60 for the remaining sites [38].
The problem of low information content was fairly obvious in

the case of the tax gene, as 158 of the 181 codon sites within that
dataset were invariant. However, it can sometimes be unclear
whether there is enough variation in an alignment to ensure reliable
inferences. It would be useful to have a method to determine
whether a given data set might be problematic. An MLE θ̂ will
always converge to a normal distribution centered at the true
parameter value θ with variance proportional to 1/n as the sample
size n (a proxy for information content) gets larger, provided that
the CSM satisfies certain “regularity” conditions (a set of technical
conditions that must hold to guarantee that MLEs will converge in
distribution to a normal, and that the LLR for any pair of nested
models will converge to its expected chi-squared distribution). This
expectation makes it possible to assess whether an alignment is
sufficiently informative to obtain the benefits of regularity. The
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first step is to generate a set of bootstrap alignments {X1, . . ., Xm}.
The CSM can then be fitted to these to produce a sample distribu-
tion fθ̂ igmi¼1 for the MLE of any model parameter θ. If the align-
ment is sufficiently informative with respect θ, then a histogram of

fθ̂ igmi¼1 should be approximately normal in distribution. Serious
departures from normality (e.g., a bimodal distribution) indicate
unstable MLEs, which are a sign of insufficient information or an
irregular modeling scenario. Mingrone et al. [38] recommend
using this technique with real data as a means of gaining insight
into potential difficulties of parameter estimation using a
given CSM.

3.1.1 Irregularity and

Penalized Likelihood

Issues associated with low information content can be made worse
by violations of certain regularity conditions. For example, M2a is
the same as M1a but for two extra parameters, p2 and ω2. Usual
likelihood theory would therefore predict that the limiting distri-
bution of the LLR is χ22. However, this result is valid only if the
regularity conditions hold. Among these conditions is that the null
model is not obtained by placing parameters of the alternate model
on the boundary of parameter space. Since M1a is the same as M2a
but with p2 ¼ 0, this condition is violated. The same can be said for
many nested pairs of Phase I CSMs, such as M7 vs M8 [81] or M1
vs branch-site Model A [79]. Although the theoretical limiting
distribution of the LLR under some irregular conditions has been
determined by Self and Liang [54], those results do not include
cases where one of the model parameters is unidentifiable under the
null [2]. Since M1a is M2a with p2 ¼ 0, the likelihood under M1a
is the same for any value of ω2. This makes ω2 unidentifiable under
the null. The limiting distribution for the M1a vs M2a contrast is
therefore unknown [74].

A penalized likelihood ratio test (PLRT; [39]) has been pro-
posed to mitigate problems associated with unidentifiable para-
meters. Under this method, the likelihood function for the
alternate model (e.g., M2a) is modified so that values of p2 closer
to zero are penalized. This has the effect of drawing the MLE for p2
away from the boundary, and can interpreted as a way to “regular-
ize” the model. PLRT seems to be more useful in cases where
the analysis of a real alignment produces a small value of p̂2 accom-
panied by an unrealistically large value of ω̂2. This can happen
because ω̂2 is influenced by fewer and fewer site patterns as p̂2
approaches zero, and is therefore subject to larger and larger sam-
pling errors. In addition, ω̂2 and p̂2 tend to be negatively correlated,
which further contributes to the large sampling errors. For exam-
ple, Mingrone et al. [39] found that M2a fitted to a 5-taxon
alignment with 198 codon sites without penalization gave
ðp̂2,ω̂2Þ ¼ ð0:01,34:70Þ. These MLEs, if taken at face value, sug-
gest that a small number of sites in the gene underwent positive
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selection. However, such a large rate ratio is difficult to believe
given that its estimate is consistent with only approximately
2 codon sites (e.g., an estimated 1% of the 198 sites or �2 sites).
Using the PLRT, the MLEs were ðp̂2,ω̂2Þ ¼ ð0:09,1:00Þ. These
suggest that selection pressure was nearly neutral at a significant
proportion of sites in the gene. In this case, the rate ratio is
consistent with 9% of the 198 sites or �18 sites and is therefore
less likely to be an artifact of sampling error. We expect this
approach to be useful in a wide variety of evolutionary applications
that rely on mixture models to make inferences (e.g., [13, 34,
47, 66]).

Other approaches for dealing with low information content in
the data for an individual gene include the empirical Bayes approach
of Kosiol et al. [33] and the parametric bootstrapping methods of
Gibbs [14]. Both methods exploit the additional information con-
tent available from other genes. Kosiol et al. [33] adopted an
empirical Bayes approach, where ω values varied over edges and
genes according to a distribution. Because empirical posterior dis-
tributions are used, the approach is more akin to detecting sites
under positive selection (e.g., using NEB) than formal testing. By
contrast, Gibbs [14] adopted a test-based approach and utilized
parametric bootstrapping [15] to approximate the distribution of
the likelihood ratio statistic using data from other genes to obtain
parameter sets to use in the bootstrap. Whereas this approach can
attenuate issues associated with low information content, it can also
be computationally expensive, especially when applied to large
alignments.

3.2 Case Study B:

Model

Misspecification

The mechanisms that give rise to the diversity of site patterns in a
set of homologous genes are highly complex and not fully under-
stood. CSMs are therefore necessarily simplified representations of
the true generating process, and are in this sense misspecified. The
extent to which misspecification might cause an omnibus LRT to
falsely detect positive selection was of primary concern during
Phase I of model development. We use a particular form of the
YN-BSM called Model A [79] to illustrate this issue. In its original
form, the omnibus LRT assumes a null under which a proportion
p0 of sites evolved under stringent selection with ω0 ¼ 0 and the
remaining sites evolved under a neutral regime with ω1 ¼ 1 on all
branches of the tree (i.e., model M1 in [44]). This is contrasted
with Model A, which is the same as M1 except that it assumes that
some stringent sites and some neutral sites evolved under positive
selection with ω2 > 1 on a prespecified branch called the fore-
ground branch. The omnibus test contrasting M1 with Model A
was therefore designed to detect a subset of sites that evolved
adaptively on the same branch of the tree.

During this period of model development, the standard
method to test the impact of misspecification on the reliability of
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an omnibus LRT was to generate alignments in silico using a more
complex version of the CSM to be tested as the generating model.
This usually involved adding more variability in ω across sites
and/or branches than assumed by the fitted CSM while leaving
all other aspects of the generating model the same. In Zhang [85],
for example, alignments were generated using site-specific rate
matrices, as in Eq. 1, with rate ratios ω specified by predetermined
selection regimes, two of which are shown in Table 1. In one
simulation, 200 alignments were generated using regime Z on a
single foreground branch and regime X on all of the remaining
branches of a 10 or 16 taxon tree. The gene therefore underwent a
mixture of stringent selection and neutral evolution over most of
the tree (regime X), but with complete relaxation of selection
pressure on the foreground branch (regime Z). Positive selection
did not occur at any of the sites. Nevertheless, the M1 vs Model A
contrast inferred positive selection in 20–55% of the alignments,
depending on the location of the foreground branch. Such a high
rate of false positives was attributed to the mismatch between the
process used to generate the data compared to the process assumed
by the null model M1 [85].

The branch-site model was subsequently modified to allow
0 < ω0 < 1 instead of ω0 ¼ 0 (Modified Model A in [86]). Fur-
thermore, the new null model is specified under the assumption
that some proportion p0 of sites (the stringent sites) evolved under
stringent selection with 0 < ω0 < 1 everywhere in the tree except
on the foreground branch, where those same sites evolved neutrally
with ω2 ¼ 1. All other sites in the alignment (the neutral sites) are
assumed to have evolved neutrally with ω1 ¼ 1 everywhere in the
tree. This is contrasted with the Modified Model A, which assumes
that some of the stringent sites and some of the neutral sites evolved
under positive selection with ω2 > 1 on the foreground. Hence,
unlike the original omnibus test that contrasts M1 with Model A,
the new test contrasts Modified Model A with ω2 ¼ 1 against
Modified Model A with ω2 > 1. These changes to the YN-BSM
were shown to mitigate the problem of false inference. For exam-
ple, using the same generating model with regimes X and Z, the
modified omnibus test falsely inferred positive selection in only
1–7.5% of the alignments, consistent with the 5% level of signifi-
cance of the test [86].

Table 1
Rate ratios (ω) for regimes X and Z taken from Zhang [85]

Sites 1–20 21–40 41–60 61–80 81–100 101–120 121–140 141–160 161–180 181–200

ω regime X 1.00 1.00 0.80 0.80 0.50 0.50 0.20 0.20 0.00 0.00

ω regime Z 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
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This case study demonstrates how problems associated with
model misspecification were traditionally identified, and how they
could be completely corrected through relatively minor changes to
the model. However, the generating methods employed by studies
such as Zhang [85] and Zhang et al. [86], although sophisticated
for their time, produced alignments that were highly unrealistic
compared to real data. For example, it was recently shown that a
substantial proportion of variation in many real alignments might
be due to selection effects associated with shifting balance over
static site-specific fitness landscapes [25, 26]. This process results
in random changes in site-specific rate ratios, or heterotachy, that
cannot be replicated using traditional CSMs as the generating
model. While the mitigation of statistical pathologies due to low
information content (e.g., using BEB or SBA) or model misspeci-
fication (e.g., by altering the null and alternative hypotheses or the
use of penalized likelihood) were critical advancements during
Phase I of CSM development, other statistical pathologies went
unrecognized due to reliance on unrealistic simulation methods.
This issue is taken up in the next section.

4 Phase II: Advanced CSMs

A typical protein-coding gene evolves adaptively only episodically
[59]. The evidence of adaptive evolution of this type can be very
difficult to detect. For example, it is assumed under the YN-BSM
that a random subset of sites switched from a stringent or neutral
selection regime to positive selection together on the same set of
foreground branches. The power to detect a signal of this kind can
be very low when the proportion of sites that switched together is
small [77]. Perhaps encouraged by the reliability of Phase I models
demonstrated by extensive simulation studies [2, 3, 29, 31, 37, 70,
77, 82, 85, 86], combined with experimental validation of results
obtained from their application to real data [1, 71, 76], investiga-
tors began to formulate increasingly complex and parameter-rich
CSMs [31, 41, 48, 50, 55, 64, 65]. The hope was that carefully
selected increases in model complexity would yield greater power
to detect subtle signatures of positive selection overlooked by Phase
I models. The introduction of such CSMs marks the beginning of
Phase II of their historical development.

Phase II models fall into three broad categories:

1. The first consists of Phase I CSMs modified to account for
more variability in selection effects across sites and branches
than previously assumed, with the aim of increasing the power
to detect subtle signatures of positive selection (e.g., the
branch-site random effects likelihood model, BSREL; [31]).
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2. The second category includes Phase I CSMs modified to con-
tain parameters for mechanistic processes not directly asso-
ciated with selection effects. Many such models have been
motivated by a particular interest in the added mechanism
(e.g., the fixation of double and triple mutations; [26, 40,
83]), or by the notion that increasing the mechanistic content
of a CSM can only improve inferences about selection effects
(e.g., by accounting for variations in the synonymous substitu-
tion rate; [30, 51]).

3. The third category of models abandons the traditional formu-
lation of Eq. 1 in favor of a substitution process expressed in
terms of explicit population genetic parameters, such as popu-
lation size and selection coefficients [45, 48–50, 64, 65].

An example of the first category of models is BSREL, which
accounts for variations in selection effects across sites and over
branches by assuming a different rate-ratio distribution

fðωb
i ,p

b
i Þ : i ¼ 1, . . . , kbÞg for each branch b of a tree [31]. BSREL

was later found to be more complex than necessary, so an adaptive
version was formulated to allow the number of components kb on a
given branch to adjust to the apparent complexity of selection
effects on that branch (aBSREL; [55]). A further reduction in
model complexity led to the formulation of the test known as
BUSTED (for branch-site unrestricted statistical test for episodic
diversification; [41]), which we use to illustrate the problem of
confounding in Case Study C. An example of the second category
of models is the addition of parameters for the rate of double and
triple mutations to traditional CSMs, the most sophisticated ver-
sion of which is RaMoSSwDT (for Random Mixture of Static and
Switching sites with fixation of Double and Triple mutations; [26]).
This model is used in Case Study D to illustrate the problem of
phenomenological load.

Models in the third category are the most ambitious CSMs
currently in use, and are far more challenging to fit to real align-
ments than traditional models. One of the most impressive exam-
ples of their application is the site-wise mutation-selection model
(swMutSel; [64, 65]) fitted to a concatenated alignment of 12mito-
chondrial genes (3598 codon sites) from 244 mammalian species.
Based on the mutation-selection framework of Halpern and Bruno
[19], swMutSel estimates a vector of selection coefficients for each
site in an alignment. This and similar models (e.g., [48–50]) appear
to be reliable [58], but require a very large number of taxa (e.g.,
hundreds). Phase II models of this category are therefore impracti-
cal for the majority of empirical datasets. Here, we utilize MutSel as
an effective means to generate realistic alignments with plausible
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levels of variation in selection effects across sites and over time
rather than as a tool of inference.

4.1 Case Study C:

Confounding

By expressing the codon substitution process in terms of explicit
population genetic parameters, the MutSel framework facilitates
the investigation of complex evolutionary dynamics, such as shift-
ing balance on a fixed fitness landscape or adaptation to a change in
selective constraints (i.e., a peak shift; [6, 25]) that are missing from
alignments generated using traditional methods. Specifically, by
assigning a different vector of fitness coefficients for the 20 amino
acids to each site, MutSel can generate more variation in rate ratio
across sites and over time than has been realized in the past simula-
tion studies (e.g., Table 1). In this way, MutSel provides the basis of
a generating model that can be adjusted to produce alignments that
closely mimic real data [26]. MutSel therefore serves to connect
demonstrably plausible evolutionary dynamics to the pathology we
refer to as confounding.

Under MutSel, the dynamic regime at the hth codon site (e.g.,
shifting balance, neutral, nearly neutral, or adaptive evolution) is
uniquely specified by a vector of fitness coefficients

f h ¼ f h
1, . . . , f

h
m. It is generally assumed that mutation to any of

the three stop codons is lethal, so m ¼ 61 for nuclear genes and
m ¼ 60 for mitochondrial genes. And, although it is not a require-
ment, it is typical to assume that the f h

j are constant across synony-
mous codons [25, 57]. Given fh, the elements of a site-specific
instantaneous rate matrix Ah can be defined as follows for all i 6¼ j
(cf. Eq. 1):

Ah
ij /

μij if shij ¼ 0

μij
shij

1� exp �shij

� � otherwise

8>><
>>:

ð5Þ

where μij is the rate at which codon i mutates to codon j and

shij ¼ 2Neðf h
j � f h

i Þ is the scaled selection coefficient for a popula-

tion of haploids with effective population size Ne. The probability
that the new mutant j is fixed is approximated by

shij=f1� expð�shij Þg [9, 28].

The rate matrix Ah defines the dynamic regime for the site as
illustrated in Fig. 3. The bar plot shows codon frequencies

πh ¼ πh1, . . . , π
h
m sorted in descending order. A site spends most of

its time occupied by codons to the left or near the “peak” of its
landscape. The codon-specific rate ratio for the site (dNh

i =dS
h
i for

codon i) is low near the peak (red line plot in Fig. 3) since muta-
tions away from the peak are seldom fixed. However, if selection is
not too stringent, the site will occasionally drift to the right into the
“tail” of its landscape. When this occurs, the codon-specific rate
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ratio will be elevated for a time until a combination of drift and
positive selection moves the site back to its peak. This dynamic
between selection and drift is reminiscent of Wright’s shifting
balance. It implies that, when a population is evolving on a fixed
fitness landscape (i.e., with no adaptive evolution), its gene
sequences can nevertheless contain signatures of temporal changes
in site-specific rate ratios (heterotachy), and that these might
include evidence of transient elevation to values greater than one
(i.e., positive selection). Such signatures of positive selection due to
shifting balance can be detected by Phase II CSMs [25].

For example, BUSTED [41] was developed as an omnibus test
for episodic adaptive evolution. The underlying CSM was formu-
lated to account for variations in the intensity of selection over both
sites and time modeled as a random effect. This is in contrast to the
YN-BSM, which treats temporal changes in rate ratio as a fixed
effect that occurs on a prespecified foreground branch (although
the sites under positive selection are still a random effect). We
therefore refer to the CSM underlying BUSTED as the random
effects branch-site model (RE-BSM) to serve as a reminder of this
important distinction. Under RE-BSM, the rate ratio at each site
and branch combination is assumed to be an independent draw
from the distribution ðω0, p0Þ, ðω1, p1Þ, ðω2, p2Þ

� �
. In this way,

the model accounts for variations in selection effects both across
sites and over time. BUSTED contrasts the null hypothesis that
ω0 � ω1 � ω2 ¼ 1 with the alternative that ω0 � ω1 � 1 � ω2.

Fig. 3 Fitness coefficients for the 20 amino acids were drawn from a normal
distribution centered at zero and with standard deviation σ ¼ 0.001. Bars show
the resulting stationary frequencies (a proxy for fitness) sorted from largest to
smallest. They compose a metaphorical site-specific landscape over which the
site is imagined to move. The solid red line shows the codon-specific rate ratio

dNh
i =dS

h
i for the sorted codons. This varies depending on the codon currently

occupying the site, and can be greater than one following a chance substitution
into the tail (to the right) of the landscape. In this case, the codon-specific rate
ratio for the site ranged from 0.21 to 4.94 with a temporally averaged site-
specific rate ratio of dNh/dSh ¼ 0.52
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When applied to real data, rejection of the null is interpreted as
evidence of episodic adaptive evolution.

Unlike the YN-BSM that aims to detect a subset of sites that
underwent adaptive evolution together on the same foreground
branches (i.e., coherently), BUSTED was designed to detect het-
erotachy similar to the type predicted by the mutation-selection
framework: shifting balance on a static fitness landscape. Jones et al.
[25] recently demonstrated that plausible levels of shifting balance
can produce signatures of episodic positive selection that can be
detected. BUSTED inferred episodic positive selection in as many
as 40% of alignments generated using the MutSel framework. Sig-
nificantly, BUSTED was correct to identify episodic positive selec-
tion in these trials. Even though the generating process assumed
fixed site-specific landscapes (so there was no episodic adaptive
evolution), and the long-run average rate ratio at each site was
necessarily less than one [57], positive selection nevertheless did
sometimes occur by shifting balance. This illustrates the general
problem of confounding. Two processes are said to be confounded
if they can produce the same or similar patterns in the data. In this
case, episodic adaptive evolution (i.e., the evolutionary response to
changes in site-specific landscapes) and shifting balance (i.e., evolu-
tion on a static fitness landscape) are confounded because they can
both produce rate-ratio distributions that indicate episodic positive
selection. The possibility of confounding underlines the fact that
there are limitations in what can be inferred about evolutionary
processes based on an alignment alone.

4.2 Case Study D:

Phenomenological

Load

Phenomenological load (PL) is a statistical pathology related to
both model misspecification (Case Study B) and confounding
(Case Study C) that was not recognized during Phase I of CSM
development. When a model parameter that represents a process
that played no role in the generation of an alignment (i.e., a mis-
specified process) nevertheless absorbs a significant amount of vari-
ation, its MLE is said to carry PL [26]. This is more likely to occur
when the misspecified process is confounded with one or more
other processes that did play a role in the generation of the data,
and when a substantial proportion of the total variation in the data
is unaccommodated by the null model [26]. PL increases the
probability that a hypothesis test designed to detect the misspeci-
fied process will be statistically significant (as indicated by a large
LLR) and can therefore lead to the incorrect conclusion that the
misspecified process occurred. Critically, Jones et al. [26] showed
that PL was only detected when model contrasts were fitted to data
generated with realistic evolutionary dynamics using the MutSel
model framework.

To illustrate the impact of PL, we consider the case of CSMs
modified to detect the fixation of codons following simultaneous
double and triple (DT) nucleotide mutations. The majority of
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CSMs currently in use assume that codons evolve by a series of
single-nucleotide substitutions, with the probability for DT
changes set to zero. However, recent model-based analyses have
uncovered evidence for DT mutations [32, 68, 83]. Early estimates
of the percentage of fixed mutations that are DT were perhaps
unrealistically high. Kosiol et al. [32], for example, estimated a
value close to 25% in an analysis of over 7000 protein families
from the Pandit database [69]. Alternatively, when estimates were
derived from a more realistic site-wise mutation-selection model,
DT changes comprised less than 1% of all fixed mutations
[64]. More recent studies suggest modest rates of between 1%
and 3% [5, 20, 27, 53]. Whatever the true rate, several authors
have argued that it would be beneficial to introduce a few extra
parameters into a standard CSM to account for DTmutations (e.g.,
[40, 83]). The problemwith this suggestion is that episodic fixation
of DT mutations can produce signatures of heterotachy consistent
with shifting balance.

Recall the comparison of M1, a CSM containing parameters
represented by the vector θ1, and M2, the same model but for the
inclusion of one additional parameter ψ, so that θ2 ¼ (θ1, ψ). The
parameter ψ will reduce the deviance of M2 compared to M1 by
some proportion of the baseline deviance between the simplest
CSM (M0) and the saturated modelPSðθ̂SÞ. We call this the percent
reduction in deviance (PRD) attributed to ψ̂ :

PRDðψ̂ Þ ¼ ΔDðθ̂M1, θ̂M2Þ
ΔDðθ̂M0, θ̂SÞ

ð6Þ

Suppose M1 and M2 were fitted to an alignment and that the

LLR ¼ ΔDðθ̂M1, θ̂M2Þ was found to be statistically significant.
This would lead an analyst to attribute the PRDðψ̂ Þ to real signal
for the process ψ was meant to represent, possibly combined with
some PL and noise. Now, consider the case in which the process
represented by ψ did not actually occur (i.e., it was not a compo-
nent of the true generating process). Under this scenario, PRDðψ̂ Þ
would contain no signal, but would be entirely due to PL plus
noise. When this is known to be the case, we set
PRDðψ̂ Þ ¼ PLðψ̂ Þ. As illustrated below, PLðψ̂ Þ can be large enough
to result in rejection of the null, and therefore lead to a false
conclusion about the data generating process.

We illustrate PL by contrasting the model RaMoSS with a
companion model RaMoSSwDT that accounts for the fixation of
DTmutations via two rate parameters, α (the double mutation rate)
and β (the triple mutation rate) [26]. RaMoSS combines the stan-
dard M-series model M3 with the covarion-like model CLM3
(cf., [12, 18]). Specifically, RaMoSS mixes (with proportion pM3)
one model with two rate-ratio categories ω0 < ω1 that are
constant over the entire tree with a second model (with proportion
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pCLM3 ¼ 1 � pM3) under which sites switch randomly in time
between ω0

0 < ω0
1 at an average rate of δ switches per unit branch

length. Fifty alignments were simulated to mimic a real alignment
of 12 concatenated H-strand mitochondrial DNA sequences (3331
codon sites) from 20 mammalian species as distributed in the
PAML package [73]. The generating model, MutSel-mmtDNA
[26], was based on the mutation-selection framework and pro-
duced alignments with single-nucleotide mutations only. Since
DT mutations are not fixed under MutSel-mmtDNA, the PRD
carried by ðα̂, β̂Þ in each trial can be equated to PL (plus noise).
The resulting distribution of PLðα̂, β̂Þ is shown as a boxplot in
Fig. 4.

Although DT mutations were not fixed when the data was
generated, shifting balance on a static landscape can produce similar
site patterns as a process that includes rare fixation of DTmutations
(site patterns exhibiting both synonymous and nonsynonymous
substitutions; [26]).3 DT and shifting balance are therefore con-
founded. And since shifting balance tends to occur at a substantial
proportion (approximately 20%) of sites when an alignment is
generated under MutSel-mmtDNA, DT mutations were falsely
inferred by the LRT in 48 of 50 trials at the 5% level of significance
(assuming LLR � χ22 for the two extra parameters α and β in
RaMoSSwDT compared to RaMoSS). The PRD ðα̂, β̂Þ when
RaMoSS vs RaMoSSwDT was fitted to the real mmtDNA is

Fig. 4 The box plot depicts the distribution of the phenomenological load
(PL) carried by ðα̂ , β̂ Þ produced by fitting the RaMoSS vs RaMoSSwDT
contrast to 50 alignments generated under MutSel-mmtDNA: the circles
represent outliers of this distribution. The diamond is the percent reduction in
deviance for the same parameters estimated by fitting RaMoSS vs RaMoSSwDT
to the real mtDNA alignment

3 It has previously been noted that the rapid fixation of compensatory mutations following substitution to an
unstable base pair (e.g., AT!GT!GC) can also produce site patterns that suggest fixation of DT mutations [74,
p. 46].
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shown as a diamond in the same plot. Although ðα̂, β̂Þ estimated
from the real mmtDNAwere found to be highly significant (LLR¼
84, p-value << 0.001), the PRDðα̂, β̂Þ was found to be just under
the 95th percentile of PLðα̂, β̂Þ (PRD ¼ 0.060% compared to the
95th percentile of PL ¼ 0.061). The evidence for DT mutations in
the real data is therefore only marginal, and it is reasonable to
suspect that its PRDðα̂, β̂Þ, if not entirely the result of PL, is at
least partially caused by PL.

5 Discussion

CSMs have been subjected to a certain degree of censure, particu-
larly during Phase I of their development [11, 22, 23, 46, 60–63,
85]. We maintain that it is not the model in and of itself, or the
maximum likelihood framework it is based on, that gives rise to
statistical pathologies, but the relationship between model and
data. This principle was illustrated by our analysis of the history of
CSM development, which we divided into two phases. Phase I was
characterized by the formulation of models to account for differ-
ences in selection effects across sites and over time that comprise
the major component of variation in an alignment. Starting with
M0, such models represent large steps toward the fitted saturated
model in Fig. 2, and also provide a better representation of the true
generating process. The main criticism of Phase I models was the
possibility of falsely inferring positive selection in a gene or at an
individual codon site [62, 63, 85]. But, the most compelling
empirical case of false positives was shown to be the result of
inappropriate application of a complex model to a sparse alignment
[63]. Methods for identifying (bootstrap) and dealing with (BEB,
SBA, and PLRT) low information content were illustrated in Case
Study A.

The other big concern that arose during Phase I development
was the possibility of pathologies associated with model misspecifi-
cation. The method used to identify such problems was to fit a
model to alignments generated under a scenario contrived to be
challenging, as illustrated in Case Study B. There, the omnibus test
based on Model A of the YN-BSM was shown to result in an excess
of false positives when fitted to alignments simulated using the
implausible but difficult “XZ” generating scenario (e.g., with com-
plete relaxation of selection pressure at all sites on one branch of the
tree; Table 1). Subsequent modifications to the test reduced the
false positive rate to acceptable values. Hence, Case Study B under-
lines the importance of the model–data relationship. However, it is
not clear whether a model adjusted to suit an unrealistic data-
generating process is necessarily more reliable when fitted to a real
alignment. This difficulty highlights the need to find ways, for the
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purpose of model testing and adjustment, to generate alignments
that mimic real data as closely as possible.

Confidence in the CSM approach, combined with the expo-
nential increase in the volume of genetic data and the growth of
computational power, spurred the formulation CSMs of ever-
increasing complexity during Phase II. The main issue with these
models, which has not been widely appreciated, is confounding.
Two processes are confounded if they can produce the same or
similar patterns in the data. It is not possible to identify such
processes when viewed through the narrow lens of an alignment
(i.e., site patterns) alone. This was illustrated by Case Study C,
where shifting balance on a static landscape was shown to be
confounded with episodic adaptive evolution [7, 25]. Confounding
can lead to what we call phenomenological load, as demonstrated in
Case Study D. In that analysis, the parameters (α, β) were assigned a
specific mechanistic interpretation, the rate at which double and
triple mutations arise. It was shown that (α, β) can absorb variations
in the data caused by shifting balance; hence, the MLEs ðα̂, β̂Þ
resulted in a significant reduction in deviance in 48/50 trials
(Fig. 4), and therefore improved the fit of the model to the data.
However, the absence of DT mutations in the generating process
invalidated the intended interpretation of ðα̂, β̂Þ. This result under-
lines that a better fit does not imply a better mechanistic represen-
tation of the true generating process.

It is natural to assume that a better mechanistic representation
of the true generating process can be achieved by adding para-
meters to our models to account for more of the processes believed
to occur. The problem with this assumption is that the metric of
model improvement under ML (reduction in deviance) is indepen-
dent of mechanism. A parameter assigned a specific mechanistic
interpretation is consequently vulnerable to confounding with
other processes that can produce the same distribution of site
patterns. As CSMs become more complex, it seems likely that the
opportunity for confounding will only increase. It would therefore
be desirable to assess each new model parameter for this possibility
using something like the method shown in Fig. 4 whenever possi-
ble. The idea is to generate alignments using MutSel or some other
plausible generating process in such a way as to mimic the real data
as closely as possible, but with the new parameter set to its null
value. To provide a second example, consider the test for changes in
selection intensity in one clade compared to the remainder of the
tree known as RELAX [67]. Under this model, it is assumed that
each site evolved under a rate ratio randomly drawn from ωR ¼ {
ω1, . . ., ωk} on a set of prespecified reference branches, and from a
modified set of rate ratios ωT ¼ fωm

1 , . . . ,ω
m
k g on test branches,

wherem is an exponent. A value 0 < m < 1moves the rate ratios in
ωT closer to one compared to their corresponding values in ωR,
consistent with relaxation of selection pressure at all sites on the test

422 Christopher T. Jones et al.



branches. Relaxation is indicated when the contrast of the null
hypothesis that m ¼ 1 versus the alternative that m < 1 is statisti-
cally significant. The distribution of PL(m̂) can be estimated from
alignments generated with m ¼ 1. The PRD(m̂ ) estimated from
the real data can then be compared to this to assess the impact of PL
(cf. Fig. 4). This approach is predicated on the existence of a
generating model that could have plausibly produced the site pat-
terns in the real data. Jones et al. [26] present a variety of methods
for assessing the realism of a simulated alignment, although further
development of such methods is warranted. Software based on
MutSel is currently available for generating data that mimic large
alignments of 100-plus taxa (Pyvolve; [56]). Other methods have
been developed to mimic smaller alignments of certain types of
genes (e.g., MutSel-mmtDNA; [25]). It is only by the use of
these or other realistic simulation methods that the relationship
between a given model and an alignment can be properly
understood.
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