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The Castlemaine Project: 

Development of an AI-based Drug Design 
Support System* 

Edward E. Hodgkin 

1 Introduction 

The Castlemaine Project 

The Castle maine project is a 2t year (December 1989 to May 1992) 
industrial and academic collaborative research project sponsored by the 
Information Engineering Directorate of the Department of Trade and 
Industry, a follow-up to the Alvey programme of the 1980s. The goals of 
the project, inspired by the ideas of Smithers and his co-workers in 
Edinburgh,l are: 

(1) To produce a domain-independent model of the design process and 
an associated knowledge-based design support system with an architecture 
which attempts to embody some of this model. 

(2) To produce a model specific to the domain of drug design. 
(3) To produce support systems for drug design. 

The first of these, discussed extensively elsewhere2,3 has largely been 
achieved, In short, a generic conceptual model of the design process has 
been developed and the resulting software kernel is the architecture within 
which the Castle maine drug design support systems have been built. Goals 

'Major contributions to the research described in this chapter were made by Dr Christopher 
Floyd (British Bio-technology), Philip Buck, Bryan Clarke, Gareth Lloyd and Kevin Poulter 
(Logica Cambridge Limited, Betjeman House, 104 Hills Road, Cambridge CB2 1LO), and 
Dr Tim Smithers, Dr Ming Xi Tang and Dr Nils Tomes (Department of Artificial Intelligence, 
Edinburgh University, 5 Forrest Hill, Edinburgh EH1 20L). 
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2 and 3 are the principal subject of this chapter, which deals specifically 
with the new ideas about drug design formulated during the course of the 
Castle maine project. The four partners involved in the project are: 

(1) British Bio-technology Limited, who bring a knowledge of molecu
lar design to the project and who are users of currently available software 
supporting drug design. 

(2) Logica Cambridge Limited, with experience of developing conven
tional software and knowledge-based systems. 

(3) The Department of Artificial Intelligence at the University of Edin
burgh, where a domain-independent understanding of the design process is 
currently being developed. 

(4) Camaxys Limited, a company with extensive database experience. 

Drug Design 

Drug design falls conveniently into two categories, direct and indirect. The 
direct approach benefits from a knowledge of the atomic structure of the 
drug receptor and is playing an increasingly important role in phar
maceutical research. Indirect drug design is the approach adopted in a 
majority of medicinal chemistry research programmes in which there is no 
structural information about the receptor target. Both approaches involve 
optimizing a lead compound or compounds by synthesis of novel molecules 
but differ in the information available to guide the synthesis. 

Computational support is becoming increasingly important for both 
approaches. 4 Some tools specific to the direct drug design area attempt to 
produce de novo designs for molecules with affinity for a given receptor 
based on the receptor structure. Recent developments include attempts to 
construct molecules within an active site (see reference 5, for example) and 
the successful 3D-database searching method of Desjarlais et al. 6 By 
contrast, the most useful approaches in the indirect drug design area have 
been based on the use of statistical tools both to design series of molecules 
for synthesis and to analyse quantitative structure-activity relationships 
(QSARs) in the drug-binding data. Stahle and Wold7 have discussed this 
approach in detail. A complementary approach, primarily developed in 
Marshall's laboratory in St. Louis, is to produce three-dimensional models 
of receptor-binding of drugs by comparing structurally different molecules 
with affinity for the same receptor (see, for example, references 8-10). 
Such models are the basis for COMF A (comparative molecular field analy
sis) studies,l1 which allow the drug designer to make predictions about the 
activity of hypothetical molecules based on 3D information about ligands 
for a receptor whose structure is unknown, and 3D-database searches for 
novel leads 12, 13. 



The Castlemaine Project 139 

While both direct and indirect drug design are well supported by com
putational methods, a minority of reports of novel drugs are accompanied 
by descriptions of the use of computer modelling in the design process. 
Indeed, in the early days of medicinal chemistry, drugs were successfully 
discovered without recourse to computational methods and there was only 
the chemist's intuition to guide synthesis. Clearly there is mileage to be 
made in understanding the way in which a medicinal chemist interprets 
structure-activity data in his own mind and uses it to decide which mole
cules to synthesize next. The Castlemaine team set out to understand the 
way the drug designer thinks about molecules and binding requirements of 
receptors in an attempt to bring the power of the computer to a problem 
which is little understood but often successfully solved. 

This chapter suggests a way in which the computer can exploit the 
intuitive representation to formulate structures for synthesis using a library 
of isosteres. The closing sections discuss the role of AI techniques in the 
project, both in knowledge acquisition and in knowledge representation, 
and some insights into how drug design relates to other areas such as 
engineering design or architecture. 

2 The Castlemaine Model of Drug Design 

Consider the role of drug design in the development of a new chemical 
entity (Figure 4.1). The process of drug design, deciding which molecule(s) 
to synthesize next, is a component of an iterative loop. When compounds 
are synthesized, they are sent for biological evaluation. The information 
gained from the evaluation may allow one to decide what compounds to 
make, and so on. However, drug design is far from being an exact science. 
Our understanding of what makes one drug interact more efficiently than 
another is rather limited and is based largely on the experience and 
intuition of medicinal chemists. The medicinal chemist has two conceptual 
weapons in his armoury, the pharmacophore and structure - activity rela-

Chemical 
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Figure 4.1 The role of drug design 

Drug 
Design 

Biological 
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Figure 4.2 The Castlemaine model of drug design 

tionships. These are closely related ideas which link the structures of 
molecules to their biological activity. The Castle maine model of drug 
design attempts to integrate these concepts into the drug design process as 
shown in Figure 4.2. Software support systems built during the course of 
the project are based on this simple notion of drug design. 

The pharmacophore is the total assembly of properties of a molecule 
required for interaction with a given receptor. Interaction in this context 
includes the strength of receptor-ligand binding, but also allows a distinc
tion between different biological effects such as agonism and antagonism. 
There are two principal difficulties with the definition. First, the informa
tion must be extracted from all molecules which are known to bind to a 
receptor. Thus, in a sense the pharmacophore is a consensus of all mole
cules. Second, one is always trying to improve the biological activity of 
one's compounds. Consequently the pharmacophore defined by one's 
molecules is likely to be insufficient to describe the characteristics of the 
sought-after compound. Indeed, in general, more active compounds are 
better descriptors of the pharmacophore than less active ones. 

Structure-activity relationships (SAR) describe the variation of biolo
gical activity with molecular structure. Simply speaking, while the pharmaco
phore is a consensus of properties for binding, SARs describe the 
differences in structure which give rise to differences in biological activity. 
It is important to remember that this is a false distinction and that in 
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reality it may be difficult to consider certain elements of molecular 
structure under one or the other classification. After all, structural regions 
of molecules which early in a medicinal chemistry programme might be 
considered under the SAR heading because they have not been optimized 
will become part of the pharmacophore and considered essential for 
binding when more is known about the particular types of functionality 
which give greater potency. 

The final part of the loop is designing a chemical structure to be synthe
sized. This process uses the information from the pharmacophore genera
tion and SAR stages to suggest novel structures which might have improved 
binding characteristics or biological activity. At this stage it is accepted that 
blind alleys will be followed so that sufficient chemical space can be 
covered to give a good chance of discovering a useful structure. Statistical 
methods for designing series of compounds playa role in this. The Castle
maine project has not concentrated on the QSAR area but has pursued the 
idea of isosterism as a means of designing drugs with structural variation. 
Isosteres can be viewed as building blocks of molecular structures which 
are to some degree interchangeable, producing little change in biological 
response. The knowledge base for design by isosteric replacement must, by 
definition, come from drug design experience, specifically the literature, 
and consequently the identification and use of an isostere library was seen 
as a means of encapsulating and exploiting medicinal chemistry knowledge 
which might not otherwise be available in such an accessible form. 

Software has been developed to perform the pharmacophore generation 
process and, to a limited extent, molecular modification by isosteric re
placement. These 'support systems' are described in detail in the following 
sections. All the software was written in Lisp within the AI programming 
workbench, GoldWorks 11,14 installed on a Mac IIci. Because of the nature 
of the programming environment, it is not practical to distribute the 
current software, which is a prototype of any future system which might be 
more widely available. 

Partitioning Molecules into Molecular Components 

Molecular components (MCs) are the smallest units containing recogniz
able chemical functionality. As such, they often correspond to named 
functional groups such as 'amide', 'ethyl' or 'phenyl'. While molecules may 
be described at a lower level in terms of atoms and bonds between them, 
such a description is not useful to a medicinal chemist. MCs are important 
because they are self-contained units with physical and chemical proper
ties. When MCs are joined together to form a molecule, the latter is, to a 
reasonable approximation, the sum of the properties of the MCs and the 
way they are connected. Breaking down molecules into constituent MCs is 



142 

Table 4.1 

Atom class 

AA 
HA 
PCA 

UCA 

SCA 

Molecular Modelling and Drug Design 

Atom classes used when identifying boundaries between MCs (see Table 4.2). An 
atom may belong to only one class, the rules being applied in the order of 
listing 

Description 

Aromatic atom - atoms contained within an aromatic ring 
Heteroatom - any atom other than carbon 
Polar carbon atom - a carbon atom connected to a heteroatom by a 
multiple bond 
Unsaturated carbon atom - a carbon atom with a double or triple bond 
connection 
Saturated carbon atom - a carbon atom with only single bond 
connections 

essentially how medicinal chemists perceive chemical structures. An 
alternative view, not so useful in this context, is to describe a molecule as a 
collection of molecular orbitals and atom nuclei. 

A set of rules for identifying MCs was formulated using the knowledge 
acquisition methods described below (p. 162). Each atom is assigned to 
a category such as 'aromatic', 'heteroatom' or 'polar carbon atom'. The 
various atom classes are listed in Table 4.1. Certain single bonds - for 
example, between an aromatic atom and a saturated carbon atom - are 
deemed to be so-called 'isolating bonds' which mark the boundaries be
tween MCs. The rules for identifying isolating bonds are listed in Table 
4.2. The rules are universal and applicable to any organic structure. The 
Castlemaine knowledge base has information about each MC and can look 
them up in turn to retrieve physical and chemical properties. Thus, in a 
very simple way, molecules are converted from a description consisting of 
atoms and connections between them (cf. a molecule structure diagram) to 
a set of topologically related chemical and physical properties. 

Molecular Components of Cimetidine 

Table 4.3 lists the MCs of the drug cimetidine. The rules of Table 4.2 
identify six isolating bonds producing seven components. The structure of 
each component is recognized by the system, enabling the properties of 
that component to be looked up in a library of MCs. The properties of the 
MCs of cimetidine, listed in Table 4.3, are simple descriptors which the 
medicinal chemist instantly perceives when looking at a chemical structure. 
As such, they are the properties which the chemist uses in recognizing 
patterns across series of molecules which bind to the same receptor. Other 
properties such as chirality or whether the MC is in a ring were not 
considered important at this stage. 
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Table 4.2 Rules for partitioning a molecule into MCs. All single bonds between atom pairs 
of the classes listed (see Table 4.1) mark a boundary between two MCs, indicated 
by an arrow 

Atom pair Example Atom pair Example 

HA-SCA OH 
AA-HA dN~ ~ 

I~ 

PCA-SCA ~ AA-PCA 
0 

HN~Nr 0 
6:1 

UCA-SCA ~ AA-UCA 

~ I~ 
PCA-PCA ~O AA-SCA i 

o~ V 
PCA-UCA h AA-AA 

o±O 0 ~ ~ 

I~ 
UCA-UCA ~ HA-UCA i 

~N~ 

Table 4.3 Molecular components of cimetidine and their properties 

Methyl 3 Ethyl 5 

Methyll....} ~~ __ ~~ ~.J 
f'f==(V'S"\' ......... <yNr Methyl7 

HN~N Sulphide4 , 

N Imidazole 2 
Cyanoguanidine 6 

Property Methyls Imidazole 2 Sulphide 4 Ethyl 5 Cyano 
1,3and7 guanidine 6 

Polar No Yes Yes No Yes 
Hydrophobic Yes No Yes Yes No 
Aromatic No Yes No No No 
H-Bond donors 0 1 0 0 2 
H-Bond acceptors 0 1 1 0 2 
No. atoms 1 5 1 2 6 
Planar ~1 Yes No No Yes 
Flexible No Yes Yes No 
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Molecular Fragment Assembly 

A molecular fragment (MF) is a small collection of molecular components 
recognizable by a receptor in a cooperative manner. While a single molecule 
may give rise to a large number of MFs, only a few of them will be needed 
to describe the binding characteristics of the whole series of molecules. 

As with MCs, a set of rules for generating MFs has been devised. The 
rules were derived using the knowledge acquisition methods described 
below (p. 162) and are listed in Table 4.4. MF assembly occurs by consider
ing each MC in turn to be a 'seed' to which can be added other MCs 
according to the set of rules. In general, MCs with similar properties may 
combine to form MFs. MCs need not necessarily be directly bonded to 
form an MF - in the case of polar MFs it is advantageous to combine 
'proximal' polar MCs which are close in the molecule and may act in a 
cooperative manner at the receptor. Two classes of MF are formed: 'con
tiguous' MFs, in which all the constituent MCs are directly bonded, and 
'non-contiguous' MFs, in which one of the constituent MCs is not directly 
connected to the rest of the MF. In the latter case the whole is considered 
to be recognizable by the receptor in a cooperative manner. An example of 
MF formation using each rule is given in Table 4.5. 

MFs have one primary and several secondary properties. The primary 
property is that which was used to build the fragment. Thus, two hy
drophobic MCs combine to give an MF with hydrophobic primary property. 
The secondary properties of fragments are all the other properties that 
describe the constituent MCs, combined to give a description of the new 
fragment. There are three primary properties used as a basis for combining 
MCs to give MFs - namely 'aromatic', 'hydrophobic' and 'polar'. These 

Table 4.4 Rules for MF assembly from seed MCs 

Rule No. Rule MF primary 
property 

1 Each aromatic seed MC is an MF on its own Aromatic 
2 Add all MCs to an aromatic seed which are (i) polar and 

(ii) bonded to the seed, to form an MF Aromatic 
3 Add all MCs to an hydrophobic seed which are (i) 

hydrophobic and (ii) bonded to the seed or connected to 
the seed via another hydrophobic MC Hydrophobic 

4 Same as rule 3, but also add no more than one 
'proximal' hydrophobic MC not more than two atoms (of 
any type) from the seed MC to form an MF Hydrophobic 

5 A hydrophobic seed MC is an MF if all bonded 
hydrophobic MCs are also aromatic Hydrophobic 

6 Add all MCs to a polar seed MC which are (i) polar and 
(ii) bonded to the seed Polar 

7 Same as rule 6, but also add no more than one 
'proximal' polar MC not more than two carbon atoms 
from the seed MC to form an MF Polar 
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Table 4.5 Examples of MF assembly 

Rule No. Molecule Seed Me Resulting MF 

~ Cl Cl 
H2N 

2 ~ Cl ~s 
HzN HzN 

3 

~ ~ 
4 

~ 0 9···~ ~ 0/'..../ 

5 ¥ ~ ~ ~ 

6 Oy~ 
H H 

(N 
N 

(~N 
~N 0 o HN..j 

0 HN..j 

7 Hx:, H\ HOo--OH 

are the three properties that medicinal chemists associate most readily with 
regions of molecules and use to describe requirements for binding to 
receptors. 

Aromatic Fragments 

Two rules govern the formation of aromatic fragments. The first is very 
straightforward and simply states that each aromatic MC forms an MF 
with primary property 'aromatic' by itself. The second rule allows com
bination of an aromatic seed with directly bonded polar MCs. Consider the 
examples for rules 1 and 2 given in Table 4.5. If another molecule in the 
series from which the example is taken contains a phenyl group in place of 
3-aminothiophene, it would be necessary to use rule 1 to propose 
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thiophene as an equivalent. If, however, molecules in the series contain 
more polar aromatic groups in that position (for example, imidazole), then 
rule 2 would produce a more appropriate fragment. Thus, it is essential to 
have both fragments formed to allow the correct patterns to be recognized 
at a later stage. 

Hydrophobic Fragments 

There are three rules governing formation of hydrophobic MFs: rules 3,4 
and 5 of Table 4.4, exemplified in Table 4.5. The first is intended to 
assemble extensive regions of hydrophobic character into a single MF. The 
second rule is similar but allows assembly of hydrophobic regions which are 
'punctuated' by small polar groups. The third rule is complementary to 
rules 1 and 2, and allows hydrophobic aromatic MCs to be excluded from 
hydrophobic MFs. Pattern recognition may reveal that it is the aromatic 
character of the former which is important rather than hydrophobicity. 

Polar Fragments 

There are two rules for formation of polar MFs. First, contiguous regions 
of polar character may be combined using rule 6. Rule 7 allows polar MCs 
which are close but not directly bonded to be combined. The example in 
Table 4.5 shows how vicinal hydroxyl groups are combined into a single 
MF because they may be acting at the receptor in a cooperative manner. 
Of course, rule 6 would also place them in separate MFs. 

Properties of Molecular Fragments 

The properties of molecular fragments are derived directly from the 
properties of their constituent molecular components. The rules for com
bining properties are very straightforward. Numerical values (number of 
atoms, hydrogen-bond donors and acceptors) are simply added together, 
while Yes/No values (all other properties) are logically 'OR' combined, 
that is given a value of 'Yes' if any of the components are 'Yes'. In this way 
the values of properties of MFs with Yes/No values answer the question 
'Does this fragment have any of this property?' 

Molecular Fragments of Cimetidine 

Table 4.6 lists the molecular fragments of cimetidine. For each fragment, 
the seed MC and the rule by which the fragment was formed are shown. A 
number of fragments (MF2, MF4, MF6, MF9 and MFl1) are formed as a 
result of more than one combination rule. MF3 and MF4 have the same 
structure but a different primary property. A total of fourteen MFs were 
formed, using six out of seven MF assembly rules. 
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Table 4.6 Molecular fragments of cimetidine. Names of seed MCs refer to those in Table 4.3 

MF Seed Me Primary Rule Fragment 
No. property No. 

Methyl 1 Hydrophobic 3 C 

2 Methyl 1 Hydrophobic 4 c·-----c 
3 Imidazole 2 Aromatic F\ 

HN~N 

4 Imidazole 2 Polar 6 F\ 
HN~N 

5 Imidazole 2 Polar 7 
/9---s 

HN~N 

6 Methyl 3 Hydrophobic 3 ..... s~ 

7 Methyl 3 Hydrophobic 3 C 

8 Methyl 3 Hydrophobic 4 c------ ..... S~ 

Methyl 3 Hydrophobic 4 MF2 

9 Methyl 3 Hydrophobic 4 c---" 
10 Sulphide 4 Polar 6 S 

Sulphide 4 Polar 7 MF4 
H H 

11 Sulphide 4 Polar 7 s-----NYrN 
I 

~N 
Sulphide 4 Hydrophobic 3 MF6 

Ethyl 5 Hydrophobic 3 MF6 

12 Ethyl 5 Hydrophobic 3 " 
Ethyl 5 Hydrophobic 4 MF9 

H H 

Polar 

N'hN 

13 Cyanoguanidine 6 6 N~ 
N 

Cyanoguanidine 6 Polar 7 MFll 

14 Methyl 7 Hydrophobic 3 C 
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Figure 4.3 Schematic pharmacophore for H2 antagonists 

Pharmacophore Generation 

Pharmacophore generation is achieved by recognizing patterns of frag
ments which are common to all or most of the molecules in the dataset. 
For example, all H2 antagonists (except for some diaryl structures) have 
three features (i.e. a pharmacophore) which are thought to be responsible 
for their binding to the H2 receptorY Figure 4.3 shows a schematic repre
sentation of the pharmacophore, as perceived by a medicinal chemist. A 
preliminary prototype performed pharmacophore generation in a system
atic manner by comparing all distributions of properties of all molecules in 
the dataset. This was extremely computationally expensive, being approxi
mately n2-dependent, making it necessary to devise an alternative 
approach to solving the problem. The solution was to devise a scheme 
closer to the chemists' intuitive style of reasoning in which a small rep
resentative subset of the molecules is used to identify possible pharmaco
phores, which are then tested against each of the remaining molecules in 
turn. The result is a process with n-dependence which is able to recognize 
pharmacophores in a dataset with apparently identical results with those of 
the systematic approach. There are three principal stages in the heuristic 
pharmacophore generation procedure: (1) select a pharmacophore genera
tion subset; (2) generate pharmacophore hypotheses; (3) test the hypo
theses. Each of these is discussed in turn below. 

Selecting a Pharmacophore Generation Subset 

From the set of molecules for which a pharmacophore is required, a subset 
is chosen from which pharmacophore hypotheses are generated. There is a 
small number of molecules in the subset, typically three but user-definable, 
chosen according to three criteria which are applied in turn: (i) high 
activity; (ii) structural variation; (iii) size. The criteria are designed to 
produce the subset of molecules which will most efficiently generate the 
correct pharmacophore for the entire set of molecules. Molecules of high 
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activity are the best descriptors of the requirements of the receptor, while 
maximum structural variation more tightly defines the pharmacophore. 
Choosing the molecule set with the smallest structures ensures that the 
pharmacophore does not contain binding features which are not found in 
other active molecules. 

Choosing Molecules with High Activity 
From the initial set of molecules, those with activity better than a user
defined threshold, or alternatively the most active n molecules, are re
tained for the pharmacophore hypothesis generation process. Molecules 
not falling into this set are used only in pharmacophore hypothesis testing. 

Finding Sets of Molecules with Maximum Structural Variation 
Having reduced the set of molecules by considering activity, several sets of 
three drugs with maximum structural variation are formed. Structural 
variation is measured by the number of MFs the compounds have in 
common, with lower values indicating greater variation. For a set of n 

n(n - 1)(n - 2) 
drugs, there are 6 possible sets of three molecules. Each is 

evaluated for structural variation and the trios with the fewest MFs in 
common are taken forward to the next and final selection criterion. It is 
highly likely that there will be more than one set with the minimum 
variation value and all of these are carried through to the next stage. 

Finding the Set with the Minimum Number of Fragments 
The total number of MFs in the molecules in each subset is calculated. The 
subset with the fewest MFs is taken forward to the pharmacophore hypoth
esis generation stage. 

Generation of Pharmacophore Hypotheses 

The final set of three drugs is used to generate as many pharmacophore 
hypotheses as are supported by the structures of the molecules. The 
purpose of the exercise is to produce hypotheses which may describe the 
receptor binding requirements, with each hypothesis being substantiated 
by considering the complete set of molecules. The procedure is broken 
down into two steps: (1) generate a pattern distribution table; (2) produce 
pharmacophore hypotheses. The first step produces a list of primary prop
erty patterns for individual molecules. The second step identifies those 
patterns which all three molecules have in common, which are then 
deemed to be pharmacophore hypotheses. 

Generating a Pattern Distribution Table 
The method for generating pharmacophore hypotheses is based on 
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Table 4.7 Fragment connectivity table for cimetidine. The MF numbering is taken from 
Table 4.6. A = adjacent, 0 = overlapping and D = distant 

MF 2 3 4 5 6 7 8 9 10 11 12 13 14 
No. 

1 0 A A A D D 0 D D D D D D 
2 A A A 0 0 0 0 A A D D D 
3 0 0 A A A A D D D D D 
4 0 A A A A D D D D D 
5 0 A 0 A 0 0 A D D 
6 0 0 0 0 0 0 A D 
7 0 0 A A D D D 
8 0 0 0 0 A D 
9 A A 0 A D 

10 0 A D D 
11 A 0 A 
12 A D 
13 A 

recognizing patterns within molecules (in terms of connected fragments of 
different types), and then attempting to find patterns which are common to 
all molecules in the generation subset. The patterns are topologically based 
on the way in which fragments are connected within molecules. In order to 
study these topological relations, it is necessary to build a connectivity 
table for each drug. The connectivity of the fragments of cimetidine (taken 
from Table 4.6) is shown in Table 4.7. A pair of fragments may be related 
in three ways: adjacent fragments are directly bonded, overlapping frag
ments have some part of the molecular structure in common and distant 
fragments are not connected in any way. Once the connectivity table has 
been set up, its patterns are generated by identifying groups of fragments 
which are contiguous but not overlapping. 

A pattern is an arrangement of fragments or pharmacophore features. 
There are two types, general patterns and specific patterns. A specific 
pattern describes a particular set of fragments in a molecule. There may be 
a number of specific patterns in a given molecule with the same primary 
properties in the same topological arrangement. Such specific patterns map 
directly onto a general pattern with a many-to-one relationship. For a 
particular molecule, all specific patterns are identified from the fragment 
connectivity (Table 4.7) and sorted into groups of general patterns. The 
result of this process is shown for cimetidine in Table 4.8, in which all 
specific patterns of three or more MFs are listed. Some general patterns are 
symmetric, indicated by an asterisk, in which case the specific patterns 
should be considered in more than one arrangement. 

Producing Pharmacophore Hypotheses 
Once the pattern distribution table for each molecule in the subset has 
been generated, it is necessary to identify general patterns which represent 
all of the molecules. Larger patterns (i.e. containing more fragments) are 



The Castlemaine Project 151 

Table 4.8 Primary property patterns for cimetidine derived from the fragment connectivity 
in Table 4.7. Each specific pattern is listed under its general pattern. Parentheses 
indicate branching in the fragment connectivity. An asterisk indicates that the 
pattern has symmetry. H=hydrophobic, A=aromatic and P=polar. The two 
patterns marked in bold type are illustrated in Figure 4.4. 

H-A-H-P-H-P-H H-P-H-P-H* A-H-P-H H-A-H-P H-P-H* 
1-3-7-10-12-13-14 1-4-6-13-14 3-8-13-14 1-3-7-10 7-10-12 

1-4-9-11-14 3-7-10-12 1-3-7-11 12-13-14 
H-P-H-P-H-P-H* 1-5-9-13-14 3-7-11-12 1-3-9-10 1-4-7 
1-4-7-10-12-13-14 2-5-12-13-14 3-7-11-14 1-3-9-13 7-11-12 

1-4-7-10-12 3-9-13-14 1-3-6-13 7-11-14 
H-A-H-P(H)-H* 7-10-12-13-14 3-2-10-12 1-3-9-11 12-11-14 
1-3-7 -11(12)-14 1-4-7-11-12 3-6-13-14 1-5-12 

1-4-7-11-14 3-9-11-14 H-P(H)-H* 7-5-12 
H-A-H(P)-P-H 1-5-12-13-14 3-2-11-12 7-11(12)-14 1-4-9 
1-3-9(10)-13-14 7-5-12-13-14 3-2-11-14 2-11(12)-14 9-13-14 

1-4-9-13-14 2-10-12 
H-P-H-P(H)-H* 2-10-12-13-14 P-H-P-H A-H(P)-P* 6-13-14 
1-4-7-11(12)-14 4-8-13-14 3-9(10)-13 9-11-14 
14-13-12-5(7)-1 A-H-P(H)-H* 13-12-10-7 1-4-6 

3-2-11(12)-14 10-12-13-14 H-A-H* 1-5-9 
H-P-H(P)-P-H* 3-7 -11(12)-14 10-7-4-1 1-3-7 2-5-12 
1-4-9(10)-13-14 4-7-10-12 1-3-6 2-11-12 

P-H-P(H)-H* 10-9-13-14 1-3-9 2-11-14 
A-H-P-H-P-H 4-2-11(12)-14 11-7-4-1 8-13-14 
3-2-10-12-13-14 4-7-11-12 A-H-P 
3-7 -10-12-13-14 A-H-P-H-P 4-7-11-14 3-7-10 P-H-P* 

3-7-10-12-13 5-12-13-14 3-7-11 10-12-13 
P-H-P-H-P-H 3-2-10-12-13 13-12-5-7 3-2-10 4-7-10 
4-2-10-12-13-14 13-12-5-1 3-6-13 4-7-11 
1-4-7-10-12-13 H-A-H(P)-P* 10-9-4-1 3-9-11 5-12-13 
14-13-12-10-7-4 1-3-9(10)-13 13-9-4-1 3-2-11 4-9-10 

13-12-10-2 3-8-13 4-9-13 
H-A-H-P-H-P A-H(P)-P-H 4-2-10-12 10-9-13 
1-3-7-10-12-13 3-9(10)-13-14 13-6-4-1 4-2-10 

4-6-13-14 4-6-13 
H-A-H-P-H P-H-P-H-P' 11-9-4-1 4-9-11 
1-3-6-13-14 4-2-10-12-13 4-9-11-14 5-9-13 
1-3-9-11-14 13-9-5-1 4-2-11 
1-3-7-10-12 5-9-13-14 4-8-13 
1-3-7-11-12 13-12-5-2 
1-3-7-11-14 4-2-11-12 
1-3-9-13-14 4-2-11-4 

preferred to smaller ones and the procedure is completed once all patterns 
of the largest possible size are identified. Note that the original subset 
selection criteria attempt to ensure that this procedure identifies the cor
rect final pharmacophore among the pharmacophore hypotheses. Consider 
the case of a subset consisting of the three H2 antagonists cimetidine, 
burimamide and ranitidine. The molecular fragment composition of burim
amide is much simpler than that of either cimetidine or ranitidine, and it 
gives rise to only five general patterns - AHPH, PHPH, AHP, HPH and 
PHP, where A, P and H stand for the aromatic, polar and hydrophobic 
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Table 4.9 Secondary property weights used in generation and evaluation of pharmacophore 
hypotheses. The weights depend on the primary property of the feature under 
consideration. The scale of weights is + + + = 3, + + = 2, + = 1 and - = 0 

Polar Hydrophobic Aromatic 

Polar +++ 
Hydrophobic +++ 
Aromatic ++ ++ 
H·Bond donors +++ ++ 
H·Bond acceptors +++ ++ 
No. atoms + +++ + 
Planar +++ + 
Flexible + ++ 

primary properties of the features. All of these patterns are found in the 
other two molecules, and consequently the two four-fragment patterns are 
chosen to be pharmacophore hypotheses. Both cimetidine (Table 4.8) and 
ranitidine have a number of specific patterns corresponding to the general 
patterns AHPH and PHPH. All combinations of one of the specific pat
terns from each molecule are evaluated to determine which alignment of 
the molecules to the pharmacophore hypothesis gives the best result. The 
best result is that which produces the most tightly defined pharmacophore 
in terms of secondary property ranges. Secondary properties are weighted 
by their importance, depending on the primary property of the pharmaco
phore feature in which they are found. The values of the weights are given 
in Table 4.9. The 'quality' of a hypothesis, Q, is given by 

Q = L qij 
ij 

where 

qij = Wj L la - Xijkl 
k 

x is the value of the secondary property; a is its average value; W is the 
weight taken from Table 4.9; and the subscripts t, j and k count the feature 
number, the secondary property and the molecule. For a given general 
pattern, the combination of specific patterns from the subset of molecules 
which gives the smallest value of Q becomes a pharmacophore hypothesis. 

The weights in Table 4.9 were derived using 'concept structuring', one of 
the knowledge acquisition techniques described below (p. 165). The weights 
for each primary property are intuitive. Thus, the most important sec
ondary properties of a polar fragment are the number of hydrogen-bonding 
atoms and whether the structure is planar or not. Many cases are known 
where planarity of a polar region of a molecule is important for binding -
for example, Hz antagonists. Aromaticity and the size of the group are also 
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Figure 4.4 Two pharmacophore hypotheses generated from a three-molecule subset con
taining cimetidine, burimamide and ranitidine. The property paUerns of these hypotheses are 
A-H-P-H and P-H-P-H, with the shading scheme: c=:::::J = aromatic or polar ISSSSl3 
= hydrophobic, = polar and I2ZZZJ = hydrophobic. The secondary property 
ranges associated with the pharmacophore features are listed in Table 4.10 

important but hydrophobicity is not, and of course it is known that the 
group is polar, so the 'polar' value has a zero weight. The rationale for the 
hydrophobic and aromatic weights is similar. For example, the most im
portant secondary property of hydrophobic groups is size, so the number of 
atoms has a weighting of 3. 

The four-feature hypotheses, AHPH and PHPH, generated from the Hz 
antagonist subset are illustrated in Figure 4.4. Each hypothesis includes a 
simple property description which consists of the range of values of each 
secondary property of each pharmacophore feature observed for the mol
ecules in the generation subset. The ranges for AHPH and PHPH are 
listed in Table 4.10. Note that the three-feature hypotheses discussed 
above are contained within the four-feature ones. 
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Table 4.10 Secondary property ranges associated with the H2 antagonist pharmacophore 
hypotheses illustrated in Figure 4.4. Yes and No have been translated to 1 and 0, 
respectively, where appropriate 

Feature 1 Feature 2 
Aromatic! Polar Hydrophobic 

Polar 
Hydrophobic 
Aromatic 
H-Bond donors 
H-Bond acceptors 
No. atoms 
Planar 
Flexible 

Hypothesis Testing 

1 
0-1 

1 
0-1 

1 
5 
1 
o 

0-1 
1 
o 
o 

0-1 
4 
o 
1 

Feature 3 
Polar 

1 
o 
o 
2 

1-3 
4-7 

1 
o 

Feature 4 
Hydrophobic 

o 
1 
o 
o 
o 
1 
o 
1 

Testing the pharmacophore hypotheses is designed to give a single pharma
cophore which best describes the binding requirements of the receptor. 
Each molecule from the dataset is compared with each hypothesis, first, to 
determine whether that hypothesis can be mapped onto the molecule and, 
second, to produce the optimal mapping of each molecule onto the phar
macophore. A simple scoring scheme estimates the goodness-of-fit of each 
molecule to a given pharmacophore hypothesis and is used to determine 
the best pharmacophore solution. The process is composed of three steps: 

(1) Align each molecule to a given hypothesis. 
(2) Score each hypothesis and select the best solution. 
(3) Produce the final property description of the pharmacophore. 

Align Each Molecule to a Given Hypothesis 
Each pharmacophore hypothesis has a general pattern, and (just as in 
generating the hypotheses) each of the molecules to be tested against it 
may have a number of specific patterns which fit the general pattern. A 
molecule is mapped onto a pharmacophore by choosing the specific pattern 
whose secondary property description most lies within the property ranges 
of the pharmacophore hypothesis. For a particular secondary property, a 
score of 1 is obtained if it lies within the pharmacophore range; 0, if 
outside. In addition, the scores are weighted according to which secondary 
property is being considered and what the primary property of its feature is, 
using the same weighting scheme as before (Table 4.9). The alignment with 
the greatest score is chosen. Sometimes the molecule will not have a specific 
pattern to match the general pattern of the hypothesis. In this case a score of 
zero is given to the molecule but the evaluation of the pharmacophore 
continues. This mechanism allows a pharmacophore to be generated in a 
situation where one or two molecules (perhaps of low activity) do not conform 
with the rest. The effect of the weighting scheme on the outcome of this 
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procedure has not been investigated, but it is suspected that it does not have a 
great influence on the final pharrnacophore description. 

Score Each Hypothesis and Select the Best Solution 
Once all molecules have been aligned to each hypothesis, the score of each 
hypothesis is simply the sum of the individual scores for aligned molecules 
from the previous step. The final pharmacophore solution is the one with 
the greatest score. In the case of the H2 antagonists, the AHPH hypothesis 
was deemed to be the best solution when tested against a series of 20 other 
H2 antagonists taken from reference 15. The computer-generated solution 
is very similar to that produced by a medicinal chemist (Figure 4.3). 

Produce the Final Property Description of the Pharmacophore 
Finally, the pharmacophore property ranges are recomputed in the light of 
all molecules which conform to it. The pharmacophore solution consists of 
a set of features and their topological relationship, with a set of property 
ranges for each feature. Examples follow of the entire pharmacophore 
generation process, with descriptions of the resulting pharmacophores. 

An Example: ~-Agonists 

A set of eight ~-agonists (Figure 4.5) was taken from the literature16 to 
illustrate the pharmacophore generation procedure. Molecular compo
nents and fragments were produced for all the compounds and a pharrnaco
phore was generated which represents the binding requirements of the 
compound series. Compounds V, VI and VII were selected as the pharrnaco
phore generation subset, all compounds being considered as having activity 
above the required threshold. The three molecules have only the - OH 
and - NH - groups in common, giving them as much structural variation as 
any set of three that can be constructed. In addition, each has a relatively 
small set of fragments. Some of the other compounds, with two polar 
substituents in the aromatic ring, give rise to a longer list of fragments. 
Thus, the subset satisfies the requirements identified above. Note that in 
this example some of the ring systems are aromatic in a different 
tautomeric form from the one drawn but that they are recognized as 
aromatic during partitioning of the molecular components. A single five
feature pharmacophore hypothesis, AH(P)PH, was generated from the 
subset, in addition to a number of shorter hypotheses. All eight molecules 
conform to the AH(P)PH pattern, and the final pharmacophore and its 
properties are shown in Table 4.11. The two polar features exhibit no 
structural variation and their property ranges are correspondingly tightly 
defined. On the other hand, the variation observed in the other features is 
reflected in the wider ranges of their associated properties. This pharrnaco
phore only represents the eight ~-agonists listed and not ~-agonists in 
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Figure 4.5 Ps-Agonists containing catechol and isosteres: I, isoprenaline;17 II, 
orciprenaline; 8 III and IV, reference 19; V, quinterenol;20 VI, procaterol;21 VII reference 22; 
VIII, reference 23 

general. Indeed, a more comprehensive set of ~-agonists produces a slight
ly modified arrangement of pharmacophore features. 

An Example: ACA T Inhibitors 

Figure 4.6 shows a set of twelve ACA T (acyl cholesterol O-acyl trans
ferase) inhibitors24 used in the second example of pharmacophore genera
tion. In this case, the pharmacophore generation subset contained 
molecules XV, XIX and XX. Two four-feature pharmacophore hypotheses 
were generated, AP(H)H and HP(H)H. Indeed, both are substantiated by 
all molecules in the set, but the first, AP(H)H, gives a better-quality 
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Table 4.11 Pharmacophore generated from the eight ~-agonists of Figure 4.5. The spatial 
arrangement of the pharmacophore features reflects their topology and connec
tivity rather than any three-dimensional information 

Feature 1 Feature 2 Feature 3 Feature 4 Feature 5 

Polar 1 0 1 1 0 
Hydrophobic 0-1 1 0 0 1 
Aromatic 1 0 0 0 0 
H-Bond donors 1-2 0 1 1 0 
H-Bond acceptors 1-3 0 1 1 0 
No. atoms 8-12 2-4 1 1 3-4 
Planar 1 0 0 0 0 
Flexible 0 1 1 1 1 

pharmacophore. Consider the difference between the hypotheses. The 
P(H)H portion is the same for both hypotheses, corresponding to the polar 
urea group and the two hydrophobic side-chains. In the case of AP(H)H, 
the aromatic feature is simply the phenyl ring without substituents, com
mon to all molecules. In the HP(H)H hypothesis, the first hydrophobic 
feature corresponds to a fragment in each molecule containing the phenyl 
group and any directly bonded hydrophobic MCs. Thus, there is variation 
from a simple phenyl (XVII) to trim ethyl phenyl (XV). Consequently the 
AP(H)H hypothesis describes the molecules better than HP(H)H and is 
chosen as the final pharmacophore of Table 4.12. The property ranges 
show that the first two features, phenyl and urea, are tightly defined, while 
the variety of fragment structures in the two hydrophobic features is more 
varied. Of the two hydrophobic features, the first contains the more polar 
fragments from IX, XV, XVII and XX containing thiophene or furan 
groups. 



158 Molecular Modelling and Drug Design 

ClyyClo 

'('NJ-.N~ 
CI H ~S~ 

U 
IX 

XI XII 

Xill XIV 

0 0 

~NJlN~ 
CI H ~ 

xv XVI 

I.... 0 F'C(F 
4 NJlN~ 

"\) 
xvn 

CI'qCI I 0 

4 NJlN~ 
CI H l...-o~ 

U 
XIX xx 

Figure 4.6 ACAT inhibitors24 
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Table 4.12 Pharmacophore generated from the twelve ACAT inhibitors of Figure 4.6. The 
spatial arrangement of the pharmacophore features reflects their topology and 
connectivity rather than any three· dimensional information 

Feature 1 Feature 2 Feature 3 Feature 4 

Polar 0 1 0-1 0 
Hydrophobic 1 0 1 1 
Aromatic 1 0 0-1 0-1 
H-Bond donors 0 1 0 0 
H-Bond acceptors 0 1 0-1 0 
No. atoms 6 4 6-10 4-10 
Planar 1 1 0-1 0-1 
Flexible 0 0 0-1 1 

Molecular Modification by Isosteric Replacement 

The concept of isosterism is useful in drug design. According to Thorn
ber,25 isosteres are groups or molecules which have chemical and physical 
similarities producing broadly similar biological properties. Despite there 
being a number of known isosteres, there has never been a systematic 
attempt to identify isosteric relationships and use them to design novel 
drugs. 

Isosteres map directly onto pharmacophoric features. There are two 
reasons for this. 

(1) A pharmacophore feature describes a binding region of the receptor 
and the properties required of a drug to interact with that region. Isosteres 
are defined as having certain properties in common which result in binding 
to the receptor. 

(2) A pharmacophore feature maps directly onto a single fragment in 
each molecule that was used to derive the pharmacophore. Thus, molecu
lar fragments are the unit of isosteric replacement. 
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Consequently the Castle maine definition of a pharmacophore is a useful 
framework within which (a) to identify isosteric relationships in drug series 
and (b) to propose candidates for chemical synthesis by making isostere 
substitutions. 

Identification of Isosteres 

No software to perform the identification of isosteres has been produced 
during the Castlemaine project, although a considerable amount of 
thought has gone into it. 

Identification of isosteres in a series of molecules can take place once the 
pharmacophore has been generated. In general, an isosteric replacement is 
exemplified by a pair of compounds and will be identified as such when a 
number of criteria are met: 

(1) The compounds differ by a single structural change. 
(2) The compounds are of similar activity. 
(3) The compounds show good activity. 

The first of these criteria might be relaxed if a second structural differ
ence between the pair of molecules was deemed to be unimportant. For 
example, the equivalent of propyl in the first molecule might be butyl in the 
second. Such a small difference should not prevent identification of a useful 
isosteric relationship elsewhere in the molecules. The second and third 
criteria should be more rigorously applied. If the compounds do not show 
'good' activity (perhaps in the nM ICso range for a typical receptor), it is 
presumably because neither is exploiting the interactions available in the 
receptor binding site. A prerequisite for isosterism in this context is that 
the proposed isosteres should be interacting with the receptor in a similar 
way. 

A difficult problem was encountered in thinking about how the Castle
maine system might perform isostere identification associated with 'non
contiguous' fragments, described above (p. 144). These are fragments 
which have components which are not directly bonded. Such fragments 
may map onto contiguous fragments in other molecules within the pharmaco
phore description, which creates a problem not only in describing the isosteric 
relationships between them but also in using them in molecular design. As a 
result, non-contiguous isosteres have not been used in the project. 

While identification of isosteres has not been automated (such a pro
cedure would allow of extraction of very useful data from the literature), a 
library of isosteres has been built, containing a number of well-known 
isosteres taken from reviews such as that by Thornber. 25 Figure 4.7 lists a 
series of L-dopa mimetics containing catechol isosteres. The five substi-
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Figure 4.7 L·Dopa mime tics containing catechol and isosteres: XXI, L·dopa tyrosinase 
substrate;26 XXII, mimosine, tyrosinase inhibitor;26 xxm, tyrosinase inhibitor;27 XXIV, has 
metal-chelating properties similar to mimosine,28 no biological data; XXV, shows antibacte
rial activity antagonized by L-dopa29 

tuted ring systems were added to the library and are the subject of the 
design example of the following section. 

Drug Design Using an Isostere Library 

Figure 4.8 depicts the way in which the isostere library is used to suggest 
novel chemical structures for synthesis. Suppose that the pharmacophore 
for j3-agonists has been generated as previously described (p. 155). The 
drug designer must then choose a feature of the pharmacophore to be the 
focus of design activity. In this example the polar aromatic ring was 
chosen. In addition, a compound is chosen to be modified (although it is 
possible to request automatic selection of a lead), in this case compound I 
from Figure 4.5. As we have already seen there are a number of catechol 
isosteres known, which reside in the isostere library. Thus, on choosing the 
catechol fragment of compound I for modification, the library is able to 
suggest a number of alternatives which the drug designer can inspect. The 
choice of isostere can be made with reference to the property ranges of the 
pharmacophore. It is likely that the more closely the property values of the 
isostere fall within the property ranges of the pharmacophore the better 
will be the activity of the compound. However, the goal of making an 
isosteric replacement is often to open up a new area of chemistry, perhaps 
with an acceptable accompanying loss of biological activity. In such a case a 
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Figure 4.8 A scheme for suggesting synthetic candidates using an isostere library 

more adventurous isostere might be tried, which falls outside some of the 
property ranges and consequently introduces significantly different chemi
cal structure to the series. One result of this activity, described in Figure 4.8, 
is the synthetic candidate derived from I, with the catechol replaced by a 
3,4-dihydroxy pyridine. The pair of isosteres in the library were derived 
from compounds XXI and XXII of Figure 4.7. 

3 The Role of AI Techniques in the Castlemaine Project 

It may not be apparent to the reader how AI techniques30 have been used 
in the Castlemaine project. However, two areas where techniques which 
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clearly belong to the field of AI have been used are knowledge representa
tion and knowledge acquisition. 

Software support systems arising from the project were written within 
the GoldWorks II AI workbench environment. 14 This contains tools to 
implement the knowledge representation as described in the following 
section. 

Knowledge Representation 

Effective representation of knowledge in a decision-making system re
quires two computational mechanisms: (1) a data structure capable of 
representing objects and the relationships between them (information); 
and (2) a means of making decisions using rules (heuristics). 

Data Structure 
Information is stored in a lattice with objects as nodes and relationships 
as connections between them. Objects have associated properties, and in
heritance of properties from one object to another is governed by their 
interrelationship. Such an object-oriented data structure allows of rich 
descriptions of simple objects, as shown in Figure 4.9 for some important 
concepts in the Castlemaine system. For example, while the pharmaco
phore can be described simply as a number of features with associated 
properties, its relationships with other chemical entities are retained. In a 
sense, the pharmacophore is a refinement or rearrangement of the starting 
data. 

Rule Sets 
Sets of rules are used to perform a number of tasks as discussed earlier, 
including: 

(1) Partitioning molecules into molecular components. 
(2) Assembling molecular fragments from molecular components. 
(3) Deducing properties of molecular fragments from the properties of 

their constituent molecular components. 
(4) Identifying significant patterns of properties common to molecules. 

Knowledge Acquisition 

It is instructive to consider how knowledge was acquired in the Castle
maine project. 2 In the early stages of the project semistructured meetings 
between the 'experts' (Chris Floyd and EH) and the 'knowledge engineers' 
(Phil Buck, Gareth Lloyd and Nils Tomes) served to provide the latter with 
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Figure 4.9 Representation of chemical concepts and relationships between them 

an overview of the drug design domain. As familiarization with drug design 
improved, more structure was imposed on the meetings, as suggested by 
Shadbolt. 31 At the same time, the objectives for software support were 
being defined and more focused knowledge acquisition techniques were 
progressively applied. The techniques fall into four main categories and 
were pursued in the following order. 
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Case Studies 
Presentations of well-reported drug design projects were given by the 
experts to the knowledge engineers. These efforts resulted in the decision 
to support the indirect drug design area and in a list of domain concepts. 

Task Analysis 
The decision path followed in a medicinal chemistry project was mapped 
out, using a drawing tool which allowed rapid development and modifica
tion of dataflow diagrams. The tool, MacCadd, also has the ability to 
maintain a hierarchy of diagrams and subdiagrams. The result of the 
exercise was a complex decision tree which is summarized by the Castle
maine model of design illustrated in Figure 4.2. 

Concept Structuring 
Essential to the representation of information in a knowledge-based sys
tem is a correct hierarchy of objects and relationships between them. The 
list of concepts produced by the case studies and task analysis were ordered 
into a hierarchy, part of which is shown in Figure 4.9. The complete 
hierarchy, not all of which is used by the Castle maine system, was intended 
to be a complete taxonomy of the drug design domain. A number of tools 
were used in the concept structuring process, including entering objects 
directly into the GoldWorks II knowledge lattice, employing the 'repertory 
grid' of Williams and Holt,32 and use of a rule induction program to 
compare domain objects and supply missing information. The repertory 
grid approach uses a deck of cards with molecular structures drawn on 
them. Two or more cards were chosen by the knowledge engineer and the 
expert was required to say how the molecules were similar or different. The 
method was particularly useful for defining the fragment assembly rules 
and the properties of molecules important for pattern recognition. The 
secondary property weights used in evaluating pharmacophore hypotheses 
were also derived in this way. 

Protocol Analysis 
This exercise requires the expert to solve a problem in front of the elicitor, 
being asked to 'think aloud' during the process.33 In particular, protocol 
analysis was useful in describing rules for reasoning about chemical 
properties of components and fragments. 

4 Drug Design or Drug Discovery? 

Many researchers have pondered the question whether drugs are designed 
or discovered. An improved understanding of design methodology, not 



166 Molecular Modelling and Drug Design 

just as applied to drugs, has been developed in recent years and sheds some 
light on the problem. 

Three activities may be identified in design processes, namely formula
tion, synthesis and evaluation.34 While much of the intellectual focus of 
medicinal chemistry is on the formulation stage (in this chapter it is given 
the name 'drug design', as in Figure 4.1), most current research in design 
considers only synthesis and evaluation. Design formulation is thus poorly 
understood and poorly modelled. 

A second problem in understanding drug design lies in the relationship 
between structure and behaviour (activity). The structural vocabulary of 
drug design is straightforward, with molecules being composed of atoms 
drawn from the organic subset. The laws of physics dictate the chemical 
and physical properties of molecules, and it is possible to predict such 
properties with reasonable accuracy. However, properties of molecules in 
a biological context are less well understood, reducing the certainty of 
hypotheses about the relationships between structure and activity. In this 
respect, pharmaceutical design is quite unlike design in other domains such 
as architectural or engineering design, where the relationships between 
behaviour and structure are well understood and can be quantified. 

The starting point for a drug design project is usually a molecule which 
exhibits the desired biological behaviour and provides a lead. The project 
also has a set of goals which specify the characteristics of the desired drug 
and which are used to decide when the design process is complete. Deriva
tives of the lead which can be shown to exhibit similar behaviour are 
solutions (of varying quality) to aspects of the design problem in hand. 
Together, the set of molecules is the springboard for new designs. 

Dasgupta35 has characterized design as an evolutionary process mod
elled on the scientific hypothesis-testing model. In this model the designer 
sets out to test and evaluate the current hypothesis. The formulation phase 
of drug design has much in common with scientific hypothesis-testing and 
as such falls into the category of 'exploration-based design'. The 
exploration-based model of design35 describes design as a search process 
in which the initial design requirement description evolves into a final 
design requirement. 3 This does not imply that the goal of the project (for 
example, to obtain a 10 nM compound with oral activity) is changing, but 
rather that the information available to determine the structural require
ments for a solution to that goal is evolving. As design proceeds, more of 
the space of possible designs is explored. Methods to search this space 
effectively are highly prized in medicinal chemistry, to which can be attri
buted the popularity of statistical methods to suggest series of compounds 
for synthesis.7 The Castlemaine system has provided a means of partly 
describing the design requirement, in the form of a pharmacophore, which 
evolves as more structure-activity data become available. 
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5 Conclusion 

The development of AI-based drug design support systems has been de
scribed. Two key areas of drug design are supported by the Castle maine 
system: pharmacophore generation and molecular modification by isosteric 
replacement. Attempting to emulate the medicinal chemist's thought pro
cesses in analysing structure-activity data has produced a number of 
insights into how drug design is performed and the structure of the design 
process. The project has demonstrated a means of producing a knowledge 
base of isosteres which could be used to design novel drug structures. 

Glossary of Terms 

FEATURE A part of a pharmacophore describing the binding requirements for a 
particular region of a receptor. A feature is described in terms of a primary 
property and a list of allowed ranges for other properties, derived from the 
molecules used in pharmacophore generation. 
ISOLATING BOND A single bond, identified by a set of rules, which marks the 
boundary between two molecular components. 
ISOSTERE Isosteres are groups or molecules which have chemical and physical 
similarities producing broadly similar biological properties. In the Castle maine 
system isosteres are particular instances of molecular fragments. 
MOLECULAR COMPONENT (MC) The smallest unit containing recognizable chemical 
functionality. Often abbreviated to 'component' in the text. 
MOLECULAR FRAGMENT (MF) A small collection of molecular components recog
nizable by a receptor in a cooperative manner. Often abbreviated to 'fragment' in 
the text. 
PHARMACOPHORE The total assembly of properties of a molecule required for 
binding. Pharmacophores are composed of a number of features. 
PRIMARY PROPERTY One of three properties, aromatic, hydrophobic or polar, 
associated with molecular fragments and pharmacophore features which describes 
the primary role of the object in binding. Primary properties are the principal 
determinants of pattern recognition across a series of molecules. 
SECONDARY PROPERTY A property associated with a molecular fragment or phar
macophore feature which provides information about the nature of the object in 
addition to its primary property. Secondary properties qualify the pattern recogni
tion performed with primary properties. 
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