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Abstract. TH is a test harness to facilitate the development of 
scientific software. The operational model is the comparison of the results 
from running two versions of an application code to ensure the results are 
equivalent. First, TH is installed into an existing application code that runs to 
completion on a set of data. Installation tools provide a readily-modified 
default initial configuration. The application code with TH installed is run in 
generate mode to create a monitored data file. A second version of the 
application with TH installed is run in check mode, comparing the current 
results with the original results. Features include specifiable criterion for data 
comparison, and a design that facilitates the installation of TH into codes 
written in any programming language and in parallel SPMD codes. Once 
installed, TH can be deactivated, permitting the same code to be maintained 
with and without the test harness in use. 

1 Introduction 

TH is a test harness to facilitate the development of scientific software, currently 
in Fortran. The test harness is based on the operational principle that the coder wants 
to ensure the software is producing the “same” results before and after some changes 
were made to the software, or between the software running on two different 
platforms. The test harness is used by taking an existing scientific application code 
that runs to completion on a set of data, inserting “include” lines by hand or by script 
for large application codes. The instrumented application code, with an input file 
specifying the variables that are to be monitored, is analyzed by a software tool 
called the builder. The builder tool creates from provided template files the 
application-specific “include” files needed to run the application software with the 
test harness installed. The application code with the test harness installed is then run 
in generate mode to create a data file against which modified versions of the 
software or versions on different platforms are run to detect any significant changes 
in the results. 



The various runs of the software might use different versions of the application 
code with the test harness installed into them in the same way. Typically scientific 
applications may be enhanced to improve efficiency, to improve capability, to verify 
the correct porting to a different platform, to modernize the code, or to check the 
results with different compiler options, typically optimization flags. The test harness 
compares current values of data variables with previously obtained values and 
reports only those that are “significantly” different. The coder only specifies the 
variables whose data values are to be recorded and compared, and the criterion and 
tolerances for the comparison; writing and reading the past values and all 
comparisons are implemented by the test harness, and the test harness reports 
significant differences that violate the comparison criteria. 

In contrast, comparisons by hand of results before and after comparable runs are 
tedious, error-prone, very difficult, or often impractical because of the different 
impacts of rounding errors. The test harness addresses this issue by providing data 
comparators that under programmer specifications check for near-identity rather than 
identity, comparing results based on relative or absolute tolerances, or both. 
Comparisons for arrays are facilitated by array comparator routines provided by the 
test harness. When differences are detected, the diagnostic information printed 
indicates what the tolerances should be to pass the checking procedures and the first 
element in array element order that is significantly different. In addition, as needed, 
the comparators can be made to ignore any differences. 

The paper describes the test harness, its operation, its testing, and experience with 
it in testing various application codes. In section 2, more detail is provided on how 
the test harness is to be used; in section 3, the tools as well as the input to these tools 
that build the test harness into the application are described. Section 4.0 describes the 
tests that have been used to evaluate the test harness; Section 5.0 describes the plans 
for future enhancements to the test harness and Section 6.0 provides a summary and 
conclusion. 

2.0 The Problem and the Test Harness Concept 

A problem encountered by many code developers and code maintainers is to 
determine whether a large code continues to operate correctly or in the same way as 
it did in the past after modifying or enhancing it. The modifications or enhancements 
might be, for example, to improve the code’s efficiency, add new features, compile it 
with different optimization flags, or make modifications that permit it to run on a 
different architecture. In such scenarios, the code developer has a collection of test to 
rerun and wants to ensure that the code behaves the same way where the changes 
should have no effects on the numerical results. 
 The test harness is a tool to aid in this testing process. Often even modest changes 
such as rearranging computations or performing them in a different order will change 
the results numerically. Comparing numerical results by hand is a tedious and error-
prone process in which in many cases all the results are different but only by a 
amount consist with the stability of the numerical computation. The test harness is a 
tool that permits the comparison of two sets of results using error tolerances 
specified by the user. The current version of the test harness permits the comparisons 
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of pairs of variables (scalars, arrays, or structured objects), one from a version of the 
application code run in “generate” mode and the corresponding variables from a 
version of the code run in “check” mode. The comparisons to be performed are 
specified by giving the variable by name, the subprogram or program the variable is 
in, the location of the comparison (for example, on entry to a procedure, exit from a 
procedure, or at any arbitrary point in a procedure), and the tolerance used for the 
comparison. 

Control of the comparisons and what is compared is specified by input to the 
harness tool builder.  The tool creates modifiable application-specific “include” 
files and a module with module procedures containing the comparator code. The 
comparator code is in a separate module that can be readily modified by the coder to 
handle special cases but the typical ordinary cases are provided by default in this 
separate module. In this way, unusual comparisons, say for combinations of specific 
elements of arrays or non-intrinsic derived types can be coded into this separate 
module and references to them can be placed in specific “include” files as needed. 

2.1 The Approach in Detail 

Figure 1 illustrates the modes of operation of the application code with the test 
harness installed. The figure assumes the test harness has been installed in two 
versions of the application code. The flow on the left shows the application code  

Figure 1: Operation of the Test Harness 

with the test harness installed into it where the test harness is run in “generate” 
mode. The application code reads its input and performs all of its computation as 
usual, producing its usual output. The test harness records the values of the variables 
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that it is monitoring in an unformatted sequential file. The recorded data includes 
both application code values and data from the test harness, representing the 
execution sequence of the monitored procedures. The test harness performs certain 
consistency tests, providing diagnostics when it detects errors. In addition, it 
accumulates and prints the frequency counts, execution times, and data sizes written 
by each monitored application procedure (these are indicated in Figure 1 with an 
asterisk on the printed output line from the test harness). This latter computation and 
output can be turned off by input to the test harness. 
 The flow on the right shows the application code run in check mode. The diagram 
is essentially the same except that the test harness reads the monitored data generated 
from the unformatted file created from the test harness code run in generate mode. 
However, the test harness runs in a different way; this time, it compares the values of 
the monitored variables with the data from the unformatted file. The comparisons are 
performed as specified to the builder tool and any variance from the specified 
tolerances are analyzed and diagnosed on a separate output error unit, specified to 
the test harness. The analysis process prints the value that the tolerances must be to 
pass the comparison tests and recommends whether the comparison should use a 
relative or absolute tolerance criterion. In addition, the test harness again generates 
frequency counts and execution times, providing an indication of the cost of the 
monitoring and evaluation, particularly when compared with the similar data 
generated by the test harness in generate mode (this output is indicated by a plus on 
the printed output line from the test harness icon in Figure 1). 

The operation of the application with the test harness installed implies a 
relationship between the flow in generate and check mode. This relationship is that 
the two runs (likely with different versions of the application) must visit the same 
monitored procedures in the same order. Consequently, the monitoring must be with 
variables and procedures that are not expected to be vastly different in structure. This 
is often the case for changes that involve differences of optimization, code 
modification for efficiency improvements, and a whole host of other practical 
reasons why the codes are different. 

To detect only differences in code flow, the test harness can installed in both 
versions so that it monitors no application data but monitors only code flow through 
the monitored procedures; this is sometimes very useful to know in diagnosing the 
cause of different results in two codes that are supposed to produce the same results. 

Figure 2 shows the kinds of “include” lines added to a main program; these 
“include” lines are required in the main program but are only needed in procedures 
whose data or operation is being monitored. The “include” lines are similar for any 
subprogram unit selected for monitoring. An “include” line is required for each 
additional probe point and each exit from a procedure being monitored. No 
application-code data need be monitored, in which case the TH is recording and/or 
comparing an execution trace of the application code through the monitored 
application subprograms. 

Currently, the “include” lines are inserted by hand. The particular “include” lines 
depend on whether the procedure is an internal procedure, module procedure, and 
external procedure. Also, the “include” line insertions are different for F compliant 
code [1] versus Fortran 90/95/2003 [2] compliant code. The “include” line insertions 
are specified in detail in the User’s Guide [3] for the test harness; a future tool, 
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currently designed and partially implemented, will perform the required insertions in 
all procedures of an application and will monitor all eligible variables that are 
potentially referenced by the procedure and potentially defined by the procedure at 
entry points to and exit points from the procedure. As shown in Figure 2, the 
“include” lines are spelled with the keyword “binclude”, in order to distinguish them 
from Fortran include lines; whether they are spelled “binclude” or “include” or some 
other way is specified in the input to the builder tool. 

Once the procedures for monitoring are selected, the variables in these procedures 
are determined. The “include” lines are inserted, and the builder tool builds the 
application specific “include” files. Then an includer tool is run in one of two ways; 
one way builds the application with active version of the “include” files illustrated in 
Figure 1; a second way builds the application with the test harness disabled or 
inactive, thus providing a production version of the application code where there is 
no interference from the test harness. These alternative ways of generating 
executable code permit one version of the code to be maintained and at application 
build time, the user has the choice of building the application for testing or 
production.  

Figure 2: Installing the Test Harness in the main program - an example 

2.2 The Usage Scenario 

Figure 3 illustrates the use of the test harness over time, with time progressing from 
the left side of the figure to the right side; also the code is being developed and 
enhanced as time progresses. The figure actually depicts the development of the 
builder tool itself. Initially, an earlier version of the application code has the test 
harness installed into it; this is depicted at the left of the figure. A test suite is 
obtained or developed for this early version and the application code with the test 
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installed and activated is run in generate mode for all the test cases. With the test 
harness in the application code, the application code is modified, being improved in 
efficiency or capability, or just ported to a different machine. The code is then run in 
check mode with the same test cases and the new results are compared with the 
previous results. When corrections are made, the code is rerun and the results 
compared again until the results are acceptable. 

Figure 3: Test Harness Usage Scenario 

At some point, what is monitored may be changed (as indicated in the left middle 
of the figure) and maybe new test cases are developed; at such a time, the application 
with the test harness installed is rerun in generate mode, creating a new collection of 
recorded results, which are then compared to evaluate the effect of the further 
changes and enhancements. Occasionally, changes will be made that cannot be 
monitored with the test harness (for example, changes that cause monitored 
execution flow to be different between the code run in generate mode and check 
mode) unless what is monitored is changed; this is depicted in the figure just left of 
the middle of the figure. Finally, the code reaches a state where its performance is 
satisfactory (extreme right of the figure) and it is put into production. The test 
harness can remain installed in the code but made inactive ready for future activation 
and further evaluation when investigating new test cases. 

The above scenario was followed in the development of the builder tool itself. An 
early version of the test harness was installed in the initial version of the builder tool 
code. The builder tool uses floating point computations sparingly but the test harness 
allows comparisons of data values of all intrinsic types; comparisons for identity of 
integer, logical, and character values immediately indicated unexpected in parts of 
the code that used to work before certain enhancements were made. 

Once the test harness is installed in an application, it measures and displays the 
execution times and counts of the monitored subprograms, and the sizes of the check 
data created by each monitoring probe. This information is useful in controlling the 
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size of the check data files. This becomes a problem either because the place where 
the data is monitored is executed too frequently or the data monitored is too 
voluminous. Although the test harness has been successfully used to monitor data 
where the check data file became as large as 10 gigabytes, the monitoring process 
may be timing consuming and may need to be curtailed. 

To curtail the size of the monitored data, the frequency that each probe generates 
or check its data may be decreased. Also, for arrays, the elements that are monitored 
may be specified so that an entire array is not monitored.  For each of these changes, 
the test harness has to be reinstalled into the application using the builder tool to 
implement the changes. 

In addition, the comparison routines can be replaced by comparators that compare 
norms of matrices or compute condition numbers and compare them, or evaluate the 
differences in the result in any desired way. Such replacement comparators may be 
motivated to reduce the monitored data sizes but may also be motivated to focus on 
the comparisons of significant aspects of the computation that are particularly 
meaningful to the application. In each of these cases, the test harness has to be rebuilt 
into the application code by rerunning the builder tool. 

3.0 Installation of the Test Harness in an Application Code 

The installation of the test harness into an application code requires three steps. 
First, the “include” lines are inserted into the application code as per the instructions 
given in [3] and exemplified in Figure 2. Typically, three or four “include” lines are 
inserted per procedure monitored; the text of the “include” files USE statements, 
CALL statements, testing harness initialization code, and test harness cleanup code. 
In addition, an “include” line is needed for each probe that is additional to those at 
each entry and exit point from each procedure monitored. Any number of additional 
probes can be inserted at any desired points. 

The second step is to prepare the input to the builder tool. It is typically one input 
file (the builder can be run on parts of the application code but each run of the 
builder tool requires an input file). This input file specifies the following: 

The input file containing the application code with inserted “include” lines. 
The output file containing the application code modified appropriately to use 
the test harness. 
The input directory containing the template “include” files 
The output directory containing the specific “include” files activating the test 
harness. 
The output directory containing the specific “include” files for an inactive 
test harness. 
The “include” line keyword used in addition to BINCLUDE processed by 
the builder tool; if it is spelled “include”, it will process Fortran INCLUDE 
lines and if blank or spelled some other way, it ignores the contents of the 
Fortran INCLUDE files. 
“code” blocks specifying 

o the name of the procedure to monitor 
o the variables monitored on input to the procedure 
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o the variables monitored on exit from the procedure 
o the variables monitored at each specific named probe point 

For each variable monitored, the relative error tolerance (relative to machine 
epsilon) and the absolute error tolerances can be specified; if not specified, the 
tolerances are zero, requiring identity to pass the comparison tests. There are a 
collection of other properties that can be specified, such as lower bounds for arrays 
and selected ranges of elements of arrays to check (required for assumed-size 
arrays). 

The third step is to run first the builder tool with its input and then the includer 
tool with its modest input (location of directories, input file, output file, and logical 
unit specifications to avoid portability problems with the tools specifying 
input/output units not supported in the same way the default units are assumed to be 
used). The result of running both tools is either the application code with an activated 
test harness installed in it or an inactivated test harness. In the first case, the 
application can then be run using the scenario exemplified by Figures1 and 3. Code 
enhancements should be implemented in the version of the code after the first step 
above so that the enhancements can be installed without repeating the building steps 
unnecessarily. 

3.1 Code Insertion into the Application Code 

The code lines inserted by hand are “include” lines. However, there is a minor 
difficulty in this process when the insertion point is prior to any labeled statement, 
like a RETURN, END, or STOP. In addition, there is no place to insert a probe after 
an IF statement test but before the object of the IF statement is executed. The 
problem is that the insertions are essentially INCLUDE lines referring to files 
containing executable code and must be on a separate line, as required by the Fortran 
language. To make code insertions in these case, the code has to be restructured 
using block IF constructs or labeled CONTINUE statements. 

As mentioned in 5.0, an additional tool is under development that will insert the 
required lines in specified places, avoiding such changes by hand. This tool is rather 
complex because it also is creating default variables to monitor. Refer to 5.0 for a 
complete description of this and other tools being planned. 

In all cases, the source form of the inserted code satisfies both the requirements 
of fixed form Fortran source or free form Fortran source. Thus, the application code 
can be written in either free or fixed source form and in Fortran 77, Fortran 90, 
Fortran 95, Fortran 2003, or F compliant code. The compiler used to compile the 
application code with the test harness installed must be either a Fortran 90/95/2003 
or F compliant compiler. 

3.2 Building the Test Harness from Templates 

The builder tool builds the test harness into the application by processing 
template “include”. Typically, the builder creates a large number of such specific 
include files and places them in a separate directory, called the active directory. A 
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second directory of “include” files is created by this tool, which is referred to as the 
empty or inactive “include” files. A second tool, called the includer, is then run 
which builds the complete application from the directories of files created by the 
builder tool. The input to the includer tool specifies which directory of specific 
“include” files are to be used, building the application using either the active test 
harness or the inactive test harness. 

The template files are in detail in [4]. 

3.3 Test Harness Input 

The test harness input is read from standard input by default and specifies the 
following items: 

The test harness mode; the mode is either generate, check_and_continue, or 
check_but_terminate. The mode check_and_continue continues to the 
completion of the application code no matter what violations of the 
comparison tolerances are detected. The mode check_but_terminate 
terminates after the completion of the checking for a probe when the first 
difference violating the comparison tolerances is found. 
Print performance execution times or not. The execution time for each 
monitored procedure is printed. 
Print storage information in generate mode. This information includes the 
size of the data in the unformatted file generated per procedure; the unit size 
is processor-dependent but on most systems is either a byte or single 
precision or default real word. 

A named input file can be provided to override the input/output units used by the 
test harness and avoid conflicts with those units used by the application. If not 
provided, default units are selected. These units specify the test harness input 
described above, the unit for debugging output, the unit for the unformatted check 
data file, and error diagnostic unit. 

3.4 Performance Of the Test Harness Tools and the Harness Itself 

The builder and includer tools perform their builds very quickly, typically in 
considerably less time than it takes to compile the code, with or without the test 
harness installed. 
 The test harness itself does impact the performance of the application code but 
that depends very directly on the amount of data monitored and the speed of the 
input/output system. For modest data sizes, say less than a few megabytes, the 
performance penalty is at most a few seconds; in generate mode, it is hardly 
noticeable; in check mode, it is typically less than 3 seconds. It is more in check 
mode because reading unformatted files takes longer and the comparison checks, 
especially for large arrays, can take some time. As another measure of performance, 
the test harness added approximately 30 seconds to an application run when creating 
a 10 gigabyte test file while the application code ran for approximately 10 minutes 
with and without the test harness code activated. 
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 As suggested above, performance is very dependent on how much data is being 
monitored. To see how much data is being generated and how long it is taking, the 
test harness should be run, specifying in its input, “performance” and “storage” in 
generate mode and “performance” in check mode. Analyzing the tables of storage 
sizes and performance per procedure will provide an understanding of where the 
large data and costly performance is coming from. As mentioned above, decreasing 
the recording and checking frequency, decreasing data monitored per procedure, or 
decreasing the number of procedures monitored can address performance issues, if 
and when, costly performance issues are encountered. 
 Performance timing is always an issue and is very system dependent. The test 
harness code uses one of three alternative timers; a Fortran 90 timer, and two 
alternative timers that are available on many Unix/Linux systems. The timing 
performance procedures are in a visible separate module and are selected by 
commenting out Fortran lines. In addition, your own reliable timer can be substituted 
for any of them, provided the module procedure returns time in units of seconds. The 
Fortran intrinsic procedure CPU_TIME is used by default. 

4.0 Experiences with Testing the Test Harness 

The tests performed to date have been of varying sorts. First, five serial codes 
taken from a tutorial for PARAWISE from Parallel Software Products Inc [2]. The 
tutorial involved the use of test codes implementing a simple 1-D Jacobi algorithm, a 
2-D heat conduction and diffusion problem, a 2-D steady state flow prediction code, 
a simple unstructured mesh algorithm, and the serial version of the NAS-PAR 
benchmark APPLU. All five application codes were written Fortran 77 using fixed 
source forms. Each code was then rewritten completely using Fortran 90/95 
constructs to the fullest extent, and in particular arrays and modules, including the 
conversion of block data subprograms to modules. In addition, the source code of the 
Fortran 90/95 versions is written in free source form. The tests involved running the 
original Fortran 77 code in generate mode and the Fortran 90/95 code in check mode, 
comparing the results. In all cases, after fixing various errors in the initial conversion 
process, the two versions create consistent or comparable results as measured by the 
test harness. 

In two of these codes, the results were most interesting. In the NAS-PAR 
benchmark, the initial results showed a drastic difference after fixing the conversion 
errors detected by the test harness. The cause of the final differences was the use of 
intrinsic function SUM to perform sums rather than use of loops to perform the 
summations. After several runs using the test harness, the cause of the difference was 
quickly rectified by using the loop form of the computation rather than the SUM 
intrinsic in the sense that the differences were reduced to small numbers of rounding 
errors. 

Using the test harness with the 2-D steady state flow prediction code represented 
a second interesting test case. The input data set used, if run for a large enough 
number of iterations, shows numerical instability. The original Fortran 77 and the 
converted Fortran 90 versions display the instability at different numbers of 
iterations. Using the test harness, one is able to monitor the instability and see how 
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the two versions exhibit the instability at different points in the run. The differences 
are again attributed to the use of intrinsic functions rather than code loops and can be 
exposed in the comparative runs using the test harness. 

These five test cases are interesting from another aspect. Although the Fortran 90 
codes are drastically different than the original Fortran 77 codes, the computation 
order remained the same using the same input test file. This was partially 
accomplished by not monitoring data in places and procedures where the execution 
sequences were different between the two versions of the code. But it also illustrates 
that major changes in code structure can be performed without distributing the 
execution sequences in a way that matters to the monitoring. 

Initially, a parallel SPMD code was used in developing the design of the test 
harness. Quickly, it became apparent that a solid serial version was needed first and a 
version for parallel SPMD code would readily follow. However, the parallel code 
test harness code has not been tested with the latest version of the test harness, 
desiring to complete the various needed tools for serial code before addressing in 
detail the parallel code issues. 

4.1 Installation Tests 

The test harness is distributed with five installation tests. The simplest one is 
manufactured test code (that is, constructed to test a few difficult corners of the 
testing process) but it otherwise is performing silly computations. In particular, the 
test uses external procedures with entry procedures, both functions and subroutines, 
including recursive procedures. It is written in two forms, fixed and free source form. 

A second set of manufactured installation tests is a collection of 32 programs, 
one of which is the above test. These additional tests include internal procedures, 
module procedures, modules, internal and entry procedures in module procedures, 
and recursive procedures, both functions and subroutines. Also, several of the tests 
use test code that is F compliant where the “include” lines, to remain F compliant, 
are required to be different. 

Several of these 32 tests check a rather nasty implementation issue with the test 
harness. The test harness operates by creating internal procedures within the 
application procedures that perform the generation of the check data files and 
comparison of the check data files with data from the application when in check 
mode. This approach is used so that the scope of application procedure is inherited 
by the harness procedure and thus has access to application data environment 
without the use of common blocks or long lists of arguments. But because Fortran 
does not permit internal procedures within internals procedures, this approach had to 
be replaced by generating code in line to create and read the check data files. In both 
cases but particularly in the latter case, there is the possibility that variables created 
for use exclusively by the test harness clash with (have the same names as) 
application variables. To avoid this conflict and consequent limitation, the generated 
variable names may be prefixed by a user-specified letter string that is specified by 
the user to avoid name conflicts. Several of the test cases test this capability. 

As a final point, these manufactured test cases can be used as tutorial examples; 
they illustrate the locations and forms of the inserted “include” lines that are inserted 

Grid-Based Problem Solving Environments            237



into the codes depending on the procedures and modules, including entry procedures, 
used in the application code. 

4.2 Installation Application Tests 

Three of the five application codes are also provided as installation tests. They 
include the simple 1-D Jacobian code which consists only of a main program and can 
again be used as an example to follow and study. The other two application 
installation tests are the APPLU NAS-PAR code and the 2-D steady state flow 
prediction code that shows the instability with the test input file provided. It is 
valuable and informative to look at how the tolerances where specified and had to be 
relaxed so that the test harness would allow the Fortran 90 version to complete 
execution.

4.3 Documentation 

The documentation consists of an overview description [4] of the test harness and 
a User’s Guide [3]. This overview describes the motivation and objectives of the test 
harness tool, its input, its default output, and its debugging output. It describes the 
tests in detail that were used to develop the test harness and the role and purpose of 
each of the “include” files inserted into the application code. Finally, it lists the 
planned enhancements to the test harness for the next year or so. 

The User’s Guide gives detailed instructions on where and what include lines 
need to be inserted into the application code. The User Guide also describes the 
builder tool’s input, which specifies the procedures to be monitored, the variables in 
those procedures to be monitored, and the particular probes monitoring those 
variables. Along with the variables are specified their type, kind, rank, and 
dimension information, how much of an array is to be monitored, the tolerances for 
performing the comparisons (an absolute tolerance, a relative tolerance, a 
combination of both, and for arrays, whether the comparison is element-wise or with 
respect to a norm). In addition, the builder input specifies the frequency each 
particular probe is executed and debugging information printed (the compared data 
can be printed but is not recommended in general). 

5.0 Future Developments and Plans 

Finally, the following planned enhancements of the test harness are in design and 
partially implemented: 1) an additional tool to automate the insertion of the 
“include” lines into arbitrary Fortran code and generation of two builder input files; 
one that monitors no variables but provides builder input for all procedures in the 
application, and secondly one that monitors all input and output variables to all 
procedures of the application; 2) portable data formats for all checked data; 3) a C 
implementation of the template files, permitting C or mixed Fortran/C applications to 
be monitored, and 4 ) support for parallel SPMD MPI codes. 
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5.1 Portable Numeric Formats 

There are currently two candidate libraries of procedures being investigated to 
support portable numeric formats; HDF5[6] and netCDF[7]. The plan is to select one 
of these and provide the libraries with the distribution to support one of these 
portable formats. With these formats, comparisons of results between different 
platforms will be facilitated; currently one has to use with formatted input/output 
which is not very satisfactory; unformatted input/output is processor-dependent and 
does not port in general between platforms. 

5.2 Enhancements to the Support Tools 

The very tedious and error prone aspect of installing the test harness in a large 
application is the insertion of the “include” lines and the preparation of the builder 
input files, specifying the variables is to be monitored, their properties (rank, shape), 
and the error tolerances. This represents a problem for two reasons; the first is it 
involves the preparation of many lines of files, and secondly, when they are wrong, 
the diagnostics by the builder tool, the compiler, or test harness itself are obscure and 
vague, because the errors can only be detected long after reading the input files 
where the error is present. To overcome this problem, a third tool has been designed 
and is partially implemented at the time of writing this paper. The tool will insert the 
correct “include” lines, modify the application source code to avoid the problems 
with labeled STOP, RETURN, and END statements, and IF statements. Secondly, it 
will create sample builder input files that can be readily modified by the user but will 
supply a list of all input and output variables for all procedures in the application. 
Thus, the new tool performs a sufficiently complete analysis of the application 
software to generate the need code and avoid the need to have redundant 
specifications from the user. Future versions of the tool will limit the building of 
these files to selected procedures specified by the user. 

This tool will be written in portable Fortran 95 and available in all distributions. 
It essentially has to create a complete symbol table for the application, including the 
attributes of the variables needed to insert the test harness in the application code. 
However, this implementation is viewed as a reference version that will specify the 
functionality of the tool; efficient, compiler-specific implementations will likely 
follow that use the symbol tables generated by the compiler. The tool will be written 
using an API that will permit the development of symbol-table access procedures to 
any particular compiler, thereby taking advantage of the efficiency, robustness, and 
reliability of compiler-generated symbol tables that the reference version is unlikely 
to ever exhibit. 

Once the design and reference implementation is complete, consideration of an 
implementation that uses a graphics-user interface and menus integrated into a 
Photran[6] environment will be considered. Such an implementation would then take 
advantage of the existing and upcoming tools supported by the Photran environment, 
permitting the development of an integrated maintenance environment for large 
application codes. 
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5.3 A C Version of the Test Harness 

In its current form without the new tool described in 5.2, the dependence on 
Fortran is limited mainly to the template file used to create the application specific 
“include” files. The builder and includer tools restrict their knowledge of Fortran to 
its line continuation rules in the main. Thus, to create a version of the test harness for 
C and mixed Fortran/C codes, the template files need to be rewritten in C. 

5.4 A SPMD Parallel Version of the Test Harness 

The original idea for the test harness came from trying to debug a parallel SPMD 
code. The test harness’s design was to support such code but has not been 
implemented on such code because the serial capabilities at the time were missing 
and were also needed for an SPMD implementation. Consequently, the plan is to 
revisit the development of code for such applications; the main issue is that each 
processor must create its own check data file and be able to read it in check mode. 
As with the serial version, the easiest and most frequently needed case is that each 
processor executes the code in the same execution sequence between the original and 
modified codes. Many codes behave this way and for these cases, a parallel version 
of the test harness is planned. 

6.0 Implementations 

Version 0.6 of the test harness has been installed and tested on the following 
platforms: 

Linux X86 using the NAG f95, GNU g95, and PGI pgf90 compilers 
Linux EM64T systems using the NAG f95 and GNU g95 
SUSE Linux and AIX using the IBM xlf95 
Cygwin using the NAG f95, GNU g95, CVF and Lahey Fortran 
compilers 
Windows XP using the CVF, Lahey, and Intel Fortran compilers 

Version 0.6 of the test harness with documentation and installation tests is available 
on CD from the author. 

7.0 Summary 

A test harness for comparing versions of scientific computational software has been 
developed. Its main features including the comparison of floating point data by 
comparators that report only significant differences in the computed data. The 
criterion used to measure differences is based on relative and absolute tolerances 
specified by the user. The test harness is very effective at determining that 
modifications and enhancements to versions of application code maintain the same 
results as with previous test cases without performing tedious hand comparisons on 
pages of data. 
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Q&A – Brian Smith 

Questioner: William Gropp 
Why did you choose HDF5 instead of another library such as netCDF?? 

Brian Smith 
I had the HDF5 library recommended to me by various colleagues at UNM 
and NCSA and was not aware of the netCDF library. I was attracted to HDF5 
by the fact that the source is available for creating implementations on 
essentially arbitrary combinations of compilers and operating systems on 
which the test harness is to be used.  The most effective compiler I use for 
diagnosing non-standard Fortran is the NAG f95 compiler.  Unfortunately, the 
NAG compiler diagnosed the use of several non-standard features which I 
have not had the opportunity to correct and for the time being I have given up 
trying to use HDF5. My understanding from discussions after my 
presentation is that other people have experienced the same problems and 
recently a revised source of HDF5 is available that avoids these difficulties.  
Also, during the discussions, I became aware that netCDF is simpler than 
HDF5 and in addition is not as comprehensive as HDF5 but has the 
capabilities I need for the test harness.  I will now look into both systems. 

Questioner: Ian Reid 
Can this tool be sensibly used during porting as well as during development? 

Brian Smith 
Yes.  The test harness was designed with porting in mind and is 
straightforward to use to evaluate the correctness of a port. First, the source 
code is written in portable Fortran -- a Fortran 90, Fortran 95, and an F (a 
restricted subset of Fortran 95 that encourages the use of safe Fortran 
constructs) compliant versions. The source code has been tested currently 
on over 10 platforms. Secondly, the code created by the tools to install the 
test harness in the application code is Fortran 90 and F compliant, and is 
written in a manner to simultaneously be both fixed and free source form 
compliant, assuming very modest free source form requirements such as 
lines no longer than 72 characters. 

But there is one caveat. Clearly, the tool is only as effective in this role as the 
test cases are comprehensive in testing the code for a correct port. The 
effectiveness of the test harness relies on the coverage of the test cases; if 
the test cases cover the areas that evaluate the portability of the code, the 
test harness will perform the tests and compare the results, indicating 
whether the original results are the "same" as the results on the machine to 
which the code is being ported. 



Questioner: Jim Pool 
Are any of the five test cases you mentioned library programs we might 
recognize? 

Brian Smith 
Yes and no.  The application tests are five standard numerical applications: a 
simple 1-D Jacobi algorithm, a 2-D heat conduction and diffusion problem, a 
2-D steady state flow prediction code, a simple unstructured mesh algorithm, 
and the serial version of the NAS-PAR benchmark APPLU. The first three 
test application codes are distributed with the test harness software and are 
used as installation tests. In addition, there is a simple test case on the 
distribution disk that tests the installation of the test harness in external 
procedures with entry procedures and a second set of 32 test cases that test 
the use of the test harness with various other Fortran 90/95 constructs such 
as internal procedures, and module procedures with entry procedures in 
various configurations. Finally, I am currently evaluating the test harness 
using a commercial code of over forty thousand lines of Fortran 77 code. 
This code is large enough that installing the test harness in the code and 
creating the input files for the builder tool is tedious and error prone. To 
overcome this problem, I have designed and begun the implementation of a 
tool which analyzes the application code, creates the needed input files for 
the builder tool, and with the builder tool installs with test harness in the 
application code without requiring hand modifications. 

Questioner: Boyana Norris 
Have you considered using tools such as the Program Database Toolkit 
(PDT) for generating a language independent program representation? 

Brian Smith 
No. But as a consequence of your question, I will look into this toolkit and see 
how I can use it. 

Questioner: Boyana Norris 
Are there plans to add support for languages other than Fortran? 

Brian Smith 
Yes.  Certainly C.  For the builder and includer tools, a C version of the test 
harness is straightforward, I believe.  It includes rewriting the template files in 
C and involves rather modest modifications to these two tools, mainly to 
impose C line continuation rules rather than Fortran rules. For the new tool 
which installs the test harness into code, a completely new implementation is 
required because it is essentially a lexer and parser.  However, the current 
version of this new tool is designed to use access procedures to a symbol 
table generated by a compiler.  Re-implementing this new tool for C code 
implies the access procedures need to be rewritten; hopefully, the design of 
the rest of the tool is such that very little of it depends on the details of the 
programming language. 



Questioner: Marc Garbey 
When code is run on different architectures the difference in numerical 
results may be the result of ill-conditioning; is there a quantitative test for this 
problem? 

Brian Smith 
Yes and no.  Such quantitative tests depend on the application. For example, 
such tests are known for many linear equation and matrix eigensystem 
computations. Such tests depend on the existence of sensitivity analysis for 
the application. For the linear equation problem, for example, condition 
numbers provide the crucial mechanism. Other application areas have similar 
sensitivity analysis available. The point, though, for the test harness, is that 
the evaluation/comparison procedures used by default by the test harness 
are replaceable with code using the same interface. Alternatively, because 
the test harness code that calls the evaluation/comparison procedures is 
accessible (embedded in the application code), the user can replace calls to 
these evaluation routines to calls of procedures of his/her own so that codes 
using sensitivity analysis, such as condition number generators, can be 
called and used to evaluate the numerical results with respect to ill-
conditioning. 

Questioner: Wayne Enright 
You used the terms "numerically indistinguishable" and "equivalent" when 
comparing solutions from different versions of a code. How do these differ 
and how hard is it to decide if they apply? 

Brian Smith 
I use these terms to distinguish between two situations which unfortunately 
are very similar. I reserve the word "equivalent" to mean two results are 
considered the "same" because they differ by only a few units in the last 
place and typically I have no error or sensitivity analysis that would suggest 
that large differences are expected.  I reserve the word "indistinguishable" for 
cases where, because of an error analysis or sensitivity analysis, I can 
predict expected differences and the observed differences are less than the 
predicted differences. Thus, the differences are related to whether I can back 
up observed differences with analysis. The difficulty thus in deciding which 
applies is easy, but often the required analysis is hard or nonexistent. 



Tuesday PM Panel Discussion 

Panel
 Asim YarKhan 
 Brian Smith 
 Keith Jackson 
 Xiaoge Wang 

Questioner: Ron Boisvert 
What do you think will ultimately be the "sweet spot" for scientific/numeric 
grid services, not only from a technical point-of-view, but more importantly 
from a business viability point-of-view? For example, will services only 
provide access to monolithic applications, or would individual lower-level 
numerical library routines ever make a viable service? 

Keith Jackson and Asim YarKhan 
It is hard to specify such a "sweet spot".  It might be that when the online 
services provide some additional value, beyond the direct answer to a user 
request, then end users will be drawn to it; for example, if the numerical 
routines can embed additional expert knowledge, or can provide accuracy 
analysis. 

Brian Smith 
Personally, I cannot see how a business supplying just low-level numerical 
routines and a service that supports them can be commercial success. The 
main reasons are that the market for such an activity is not large enough (the 
market is mainly the vendors that manufacture central processing units and 
there are not a lot of them) and many people believe that such low-level 
routines can be created from following algorithms published in the literature 
and can be obtained from open source repositories. The vendors thus hire 
experts in the field to develop their own low-level libraries and maintain them 
over the lifetime of their particular computational architectures. 

Where I think there is a potential "sweet spot" for scientific/numeric grid 
services is in the evaluation of solutions provided by the grid services. The 
solution sought by the application users are typically a solution to an 
equation or model of some kind.  Software that uses the grid to evaluate a 
solution against a set of properties the solution must satisfy and provides 
some sensitivity rating for the solution would be very valuable. Such 
evaluations could be done a priori and with cycles that are potentially 
abundant over the grid. However, the creation of software to perform such 
evaluations on demand is not available now and needs research by our 
community to develop such software. 



Comment: Brian Ford 
The sweet-spot may be providing mathematical support to the grid users who 
come knowing they themselves do not have the necessary mathematics 
background -- providing that support for them and enabling them to introduce 
"the solutions" in their environment. 

Asim YarKhan 
There are some projects to recommend the appropriate algorithm based on 
the input data sets.  For example, the SALSA (Self-Adapting Large-scale 
Solver Architecture) project analyzes the input sparse matrix and uses 
statistical knowledge and heuristics to recommend the appropriate solver for 
the data.  GridSolve will add libraries such as this to its remote solving, thus 
pushing the expert knowledge into the solver rather than expecting the end-
user to provide it. 

Brian Smith 
Yes. I agree but again new initiatives are needed to develop the software that 
can support applications in this way. It is not clear to me how to do it but is 
that not want research initiatives are supposed to answer for us? 

Comment and Question: Jim Pool 
What Brian Ford has suggested requires the numerical software to return 
more than a simple solution as in current libraries. In GridSolve and using 
Python wrappers have you had to modify routines or would you have 
preferred modified routines? 

Keith Jackson and Asim YarKhan 
GridSolve has generally not modified the numerical routines for its use. 
However, at the University of Tennessee, we have various projects to 
provide added value to numerical libraries by embedding some expert 
knowledge or self-adapting algorithms (see the SALSA and SANS efforts at 
http://icl.cs.utk.edu/iclprojects/ ). 

Brian Smith 
I have had no experience with modifying software for this purpose or using 
such software. 

Comment and Question: Patrick Gaffney 
Allowing a user to specify their problem in the language of their own problem 
domain opens up for the possibility that the specification is numerically 
unwise; for example "I want to invert a matrix.” How do you propose to 
address this issue with Web services? 

Keith Jackson 
I believe the service writers are going to have to become smarter. The 
service itself should check for situations like inverting a matrix and inform the 
user that what they are doing is unwise. Currently numerical codes are 



written assuming a high degree of sophistication on the part of the users. As 
we move more towards a service based architecture, that assumption is no 
longer going to hold. This will be a large adjustment for the people who write 
numerical codes, but it will also open their usage to a much broader 
community. 

Brian Smith 
We have long had to deal with this problem and in general try to either warn 
the user that such computations are numerically unwise or not make it easy 
for the user to perform such computations. Possibly, in the environment 
where the numerical software is reporting back to the user how sensitive the 
computed solution is to rounding errors or changes in the input data, such 
unwise numerical computations will become more apparent to the user. 

Comment: Ian Reid 
The sweet-spot is likely to be solving widely applicable problems not 
wrapping sub problems (for example, BLAS routines). This, I think, stems 
from what Brian Ford mentioned. 

Comment: Jim Pool 
It was a decade between the development of AMDLIB (Applied Mathematics 
Division Library) at ANL and the emergence of NAG and IMSL. It requires a 
long time to transition from demonstration to acceptance and then 
commercialization. 

Questioner: Wayne Enright 
Do you feel that the type of verification checks on condition estimates we can 
determine for a particular data-set/problem can be automatically returned (at 
a cost) on available as a post-processing step? 

Brian Smith 
I do not think we have the algorithms and software to do it today, but I think 
given the need for such condition estimates and the computational resources 
now readily available to compute such estimates, we need to perform the 
research to investigate how to do this for a wide variety of problems. The 
issue in the past, in my opinion, is the scarcity of resources to perform such 
evaluations made doing so unattractive; computational resources are more 
plentiful now and in addition the need for solutions you can stand behind and 
vouch for is now becoming an issue for software producers. 

Questioner: Bill Applebe 
Can numerical software design make use of experience in commercial 
software verification and validation? 

Brian Smith 



I find this difficult to answer. From my experience, verification and validation 
for most commercial software means extensive testing and evaluation, often 
using regression tests extensively. Numerical software, if carefully prepared, 
does the same verification and validation. But where numerical software is 
backed by sound mathematical analysis, more can often be done. In 
addition, such testing for numerical software can be enhanced by the using 
identities and mathematical relationships that must be satisfied by the 
computed solution. As mentioned earlier, the Grid computational 
environment gives us an opportunity to do more of that kind of testing, 
providing our users with more robust and reliable software and solutions.   

Questioner: Brian Ford 
Is the separation between the group pressing for final digit accuracy in their 
answers and the group likely to use the grid who are perceived to be looking 
for reliable and solved problems a distinction recognized in the computer 
solution market? Can this be marketed? 

Brian Smith 
Is the separation between the group pressing for final digit accuracy in their 
answers and the group likely to use the grid who are perceived to be looking 
for reliable and solved problems a distinction recognized in the computer 
solution market? Can this be marketed? 

Comment: Marc Garbey 
Solution verification is becoming a serious issue since Mechanical 
Engineering is often taught using software only. Important design decisions 
are set with no serious verification. The Grid gives an additional opportunity 
to solve this problem. 

Comment: Craig Douglas 
The educational system has failed. Students do not know enough about math 
or computer science to do computational science or Grid computing. They 
know XML, but have no knowledge of C, C++, Fortran or any historical 
programming language or model. 

How can they be expected to know even how to get an answer, much less 
know if it is wrong, correct, or inconclusive? 

Comment: Bill Applebe 
Verifying package codes is somewhat easier as techniques such as "grid 
independence" (runs on multiple grid scales) or a comparison on two 
different commercial packages can be used. 

Questioner: William Gropp 
Debugging was mentioned by several of the speakers 



What can be done to aid in the debugging of web services and grid 
components? Should support for debugging be part of the design? 

Xiaoge Wang 
It would certainly be very helpful if there is something that can help with 
debugging. But on the other hand, using a provided service may not always 
match the thing in the user's mind. There is more or less different between 
custom-made and off-the-shelf things. So, it may need the application 
developers to be more "tolerant" or flexible in the application design. In the 
real world, a feature in someone's opinion may be thinking of as a bug by 
someone else. It will be very difficult in debug when using services. 

Brian Smith 
Yes. Debugging should be part of the design. Mainly, I think the web services 
and grid components should have a mode, like a verbose mode, that returns 
information to the user about the progress of the service or component. The 
user, after gaining some experience with situations where the services and 
components are behaving both correctly and incorrectly, can adjust what 
services he/she uses when and how he/she uses the services.  In return, it 
would enhance the information back to the developers when the user 
complains about a service or component not working properly.  Secondly, the 
verbose mode should be designed to report on user requests that are 
incorrect, can not be fulfilled with the resources available in a reasonable 
time, or tax the system in ways that will cause the requests to be delayed or 
take considerable time. Such information is useful to the user so that he/she 
can tailor their use of the services and components in the most effective way. 

Questioner: William Gropp 
To Brian Smith: 
Based on your experience with TH, what features would aid in providing 
debugging services? 

Brian Smith 
In terms of debugging over a grid, the biggest single debugging problem is 
an old serial (and parallel) code problem -- uninitialized memory. Grid 
computing exacerbates the problem because the resulting code does not 
port and it is extremely difficult to detect that this is the cause of incorrect 
results. Most systems have special local techniques to detect uninitialized 
memory but a uniform, across-the-grid, methodology to address this issue 
would be a great help. 

Comment: Bill Applebe 
What is needed is the ability to easily instrument the code without modifying 
the source to log/profile data and generate visualizations (St Germain has it). 



Comment: Boyana Norris 
Automated debugging support in SIDL-based CCA components is being 
developed (allowing the component application execution to be "replayed") -- 
similar approaches should be possible for services or other component 
systems. 

Comment: Keith Jackson 
The NetLogger project I mentioned earlier has some simple tools that will 
automatically add logging information at each function entrance and exit. 
This currently supports, C, C++, Fortran, and Python. 




