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Abstract: As a result of the explosive growth of the Internet in the recent years, the 
number of vendors offering online storefronts has grown tremendously. All 
these vendors offer potential buyers the ability to browse their online catalogs, 
identify items to purchase, and then complete the purchase transaction. A 
relatively new phenomenon in e-commerce is the need to integrate multiple 
individual e-catalogs into a single, unified catalog. This need is driven by the 
recent proliferation of online malls, business-to-business exchanges, and 
mergers and acquisitions. The integration of e-catalogs presents a variety of 
problems, such as resolving semantic conflicts between catalogs dealing with a 
variety of product structures and classifications, etc. In this paper, we lay the 
fundamental groundwork required for solving the e-catalog integration 
problem by proposing a model to support e-catalog integration. A model is 
developed to formally define a single e-catalog. It is then extended to model 
an integrated view over a number of vendor catalogs. The paper lays an 
infrastructure and suggests an approach to deal with the important practical 
problem of integrating existing e-catalogs. 

1. INTRODUCTION 

As a result of the explosive growth of electronic commerce during recent 
years, the number of vendors offering online storefronts has grown by leaps 
and bounds. These vendors offer potential buyers the ability to browse their 
online catalogs, identify items to purchase, and then complete the purchase 
transaction. To support online catalogs and user operations on such catalogs 
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(e.g., searching and querying), a number of products have been introduced in 
the market. Such products include POET's E-Catalog Suite 
(www.poet.com), ffiM's Catalog Architect (www.ibm.com), and Cohera's 
E-Catalog System ( www.cohera.com). These products all have their own 
distinct ways of defining and maintaining a catalog. For instance, ffiM's 
Catalog Architect provides a GUI tool to create a catalog, and then stores the 
catalog in a proprietary database format. 

A relatively new phenomenon in e-commerce is the need to integrate 
multiple individual e-catalogs into a single unified catalog. This 
requirement is motivated primarily by three distinct drivers: 

1. Business-to-consumer (B2C) online malls. B2C online malls (e.g., 
www.excitestores.com, www.onlinernall.com) have become quite 
popular in recent years, serving as a hub for multiple buyers and 
sellers. In this context, it is desirable that the catalogs of all the 
sellers be integrated to form a single interface for prospective 
buyers. 

2. Business-to-business (B2B) exchanges. The number of B2B 
exchanges (e.g., ChemConnect, HomebuildersXchange) has 
exploded recently, and these exchanges often have hundreds of 
member trading partners. As in the B2C case, the catalogs of all 
trading partners must be integrated in order to facilitate efficient 
exchange. 

3. Mergers and acquisitions. Mergers and acquisitions are quite 
prevalent and have an impact on the e-commerce arena. For 
instance, General Mills recently agreed to buy Pillsbury, creating the 
fifth largest food maker in the world!. When two e-companies 
merge, it may be desirable (for accounting purposes) to maintain the 
catalog transactions separately. However, the customer should not 
be aware that he or she is browsing two separate catalogs. 
Integration of the two catalogs is essential in this case. 

Integration of e-catalogs presents a variety of problems, many of which 
are semantic in nature. For instance, catalog items may be named 
differently, yet have similar or identical meaning (the classical "homonym" 
problem). In addition, catalogs may be organized differently, making it 
difficult to locate identical or similar products in different catalogs (the 
classical "structural mapping" problem). We will describe these problems in 
more detail in a later section. 

! http://www.generalmills.com 
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In this paper, we lay the fundamental groundwork required for addressing 
the e-catalog integration problem by proposing a model to support e-catalog 
integration. A model is developed to formally define a single e-catalog. It is 
then extended to model an integrated view over a number of vendor 
catalogs. An integration procedure to build this view is also outlined. We 
would like to record a disclaimer here that it is not possible to give a 
complete solution to this hard problem in a short paper such as this. Our 
attempt is to establish a model for independent catalogs so that we can 
formally address the integration problem. 

Our overall approach to the problem has the following ultimate goals: 
• Provide a unified view over multiple heterogeneous e-catalogs. 
• Allow efficient query capabilities on the integrated e-catalog. 
• Provide an efficient means to create, update, and maintain the e

catalog system. 
• Provide a solution that is domain-independent and scalable. 

This paper is limited to the first goal in the above list and is organized as 
follows. In Section 2 we motivate the problem using an example and in 
Section 3 we discuss related work. In Section 4 we present our proposed 
model, and in Section 5 we outline a procedure for building an integrated e
catalog. Finally, we conclude in Section 6. This paper is the first one in a 
series of research problems to be addressed in this important area. 

2. PROBLEM MOTIVATION 

To illustrate this problem in the context of an online mall, consider the 
following example. Suppose an e-company called myOfficeSupplies.com 
wants to create an online office supply mall where its customers can search, 
browse, and ultimately purchase office supply products from a variety of 
vendors such as OfficeMax.com and OfficeDepot.com. In order to provide 
this service effectively, myOfficeSupplies.com must somehow integrate the 
information in these catalogs so that customers can search and browse the 
catalogs, as if there was a single catalog. Consider the catalogs for 
OfficeMax.com and OfficeDepot.com, shown in Figure 1. (Note that this 
figure represents the actual catalog structures at the time this paper was 
written.) Both catalogs have a hierarchical structure, and there appears to be 
some overlapping products and categories. 
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Figure 1: Actual Catalogs for Office Supply Vendors 

A number of issues arise when trying to integrate these two catalogs. 
Consider a customer who wants to find a ballpoint pen by Bic. This product 
appears as "Blue Bic Round Stic Ballpoint Pen" in OfficeMax and "Blue Bic 
Round Stic Pen" in OfficeDepot. A determination must be made as to 
whether these two products are in fact the same product. In the case that 
they are the same, a determination must be made as to how to represent 
products that appear in both catalogs. Such naming discrepancies can occur 
at any level in the catalog. For instance, Writing instrument in OfficeMax 
appears to have similar meaning to Pens, Pencils, and Markers in 
OfficeDepot. Similar problems occur when there are synonyms - two items 
having the same meaning, but named differently. Likewise, the existence of 
homonyms can create integration difficulties. Two items may have the same 
name, yet have completely different meanings. 

Catalogs may also be organized or structured differently, resulting in 
identical or similar products appearing at different levels in the catalogs. For 
example, OfficeMax may classify pens according to manufacturer, resulting 
in categories such as Bic and Pilot, whereas OfficeDepot may classify pens 
according to type, resulting in categories such as ballpoint and rollerball. 
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Aside from the semantic issues involved in catalog integration, there are 
also physical implementation issues. It is worth mentioning that the content 
of e-catalogs is typically stored in an underlying database management 
system (DBMS). Queries on the catalog get translated to queries on the 
DBMS. Thus, it is important to consider implementation issues such as 
query performance and storage and maintenance overhead. In order to 
physically integrate catalogs, a number of approaches may be proposed. 
One approach is to combine the information in the source catalogs and create 
a separate materialized physical structure. This approach brings up 
maintenance issues, since changes to the source catalogs (e.g., price changes, 
adding a new product) must be propagated to the integrated, materialized 
catalog. However, query performance should be good in this case because 
the integrated catalog is already materialized. At the other extreme, another 
approach is to do the integration on the fly; i.e., query the source catalogs 
and integrate the information at query time. While this approach does not 
have the maintenance problems, performance may suffer due to the extra 
work required at query time. Alternatively, a hybrid approach may be taken, 
where certain information is integrated and materialized, while other 
information is synthesized at query time. Issues of efficient storage of 
catalogs, operations on stored structures and their impact on integration will 
be studied as part of ongoing work. 

3. RELATED WORK 

To our knowledge, there is no academic work that directly addresses the 
problem of e-catalog integration. A couple of recent papers attempt to 
address issues related peripherally to this subject. [1] suggests a catalog 
clearinghouse to integrate and host the catalogs of a large number of similar 
merchants. The approach taken in this paper is to define an XML format 
that is used to present the product catalog information for multiple catalogs 
within a particular domain. A number of limitations arise with this approach: 
1) The integration problem is not addressed, 2) The approach is applicable 
only to products within a single domain, and 3) The approach requires that 
the clearinghouse be physically materialzed. In addition, the focus of this 
paper is the physical implementation and architecture, rather than a logical 
model. Another relevant work is [2], which suggests a graph-based e
catalog model that is intended to support querying of e-catalogs. The 
approach taken in this paper is to combine all the product data from the 
source catalogs into a single repository, and then build a product hierarchy 
on this data. Again, a number of issues arise with this approach: 1) The 
integration aspect is not addressed - the authors do not discuss how the 
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hierarchy is created or how semantic conflicts may be resolved, and 2) The 
approach does not scale. Still another work [3] suggests a decision tree 
approach to building online catalogs. This work does not address the 
integration issue at all, but rather focuses on efficiently organizing product 
attribute information. 

Catalog integration involves combining information from multiple 
heterogeneous sources and resolving conflicts that may arise. Thus, the 
issues that arise resemble those found in other established areas such as 
schema integration (e.g., [4], [5]), attribute equivalence (e.g., [6]), and 
merging of generalization hierarchies (e.g., [7]). In addition, work on 
ontologies (e,g., [8]) is relevant since it can be used to determine the 
similarities among words or concepts. The present integration problem has 
the added complexity that it deals with physical products and their actual 
naming and classification for a given vendor. There is little negotiation or 
compromise possible in resolving conflicts. Hence, the best approach is one 
of creating a superview [9]. 

There are several commercial e-catalog solutions from vendors such as 
mM and POET. However, these systems are designed to maintain only a 
single catalog. Cohera's E-Catalog System is a product that can supposedly 
provide an integrated e-catalog, making multiple live vendor catalogs appear 
as a single, unified catalog. However, it is unclear how this product 
resolves semantic conflicts. 

4. A FORMAL MODEL FOR AN E-CATALOG 

In this section, we propose a model of an e-catalog, which captures the 
content and semantic relationship aspects of the catalog. Recently, a number 
of researchers have been working with querying data on the Web [10], [11] 
modelling unstructured data on the Web [10], or presenting data efficiently 
to a user while the user navigates a Web site [12], [13]. While all these 
approaches consider modelling a Web site for different purposes, they do not 
address the issue of integrating Web-based product catalogs per se. A model 
to formally represent an electronic product catalog is crucial before the 
integration problem can even be attempted. 

We now propose a model for formally representing any general e-catalog, 
but first provide the intuition behind our model using an example. Note that 
our proposed model does not explicitly incorporate the presentation aspects of 
the catalog - our intention is to keep these aspects separate. 
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Products in a product catalog are typically organized into a hierarchical 
structure. Consider our example in Section I from the office supplies 
domain. In Figure lA, office supplies are subdivided into categories such as 
Writing Instruments and Filing Storage. Writing instruments are further 
subdivided into Pens and Pencils, and so on. At the bottom of this hierarchy 
are products. Products refer to the items in inventory that are actually 
stocked and have properties such as SKU. An underlying database system 
maintains product information in terms of attributes. For example, a pen has 
the attributes manufacturer (e.g., Bic), type (e.g., ball point), and price (e.g., 
$1). A product may belong to various categories; e.g., a chair may appear 
under "Furniture" and "Office Equipment". Similarly, a subcategory may 
appear under multiple super-categories. For instance in Figure lA, the 
Home Office File Cabinets category appears under both the File Cabinet 
Safe and Filing Cabinet categories. The catalog structure, therefore, is a 
graph, as defined below. 

Definition 1 Catalog. A catalog is a directed, acyclic graph whose 
nodes represent products and categories. Categories appear as internal 
nodes, whereas products appear as leaf nodes. 

We will build upon this definition shortly when we introduce the notion 
of a product category graph. Before doing so, we formally define products 
and categories. 

Definition 2 Product. A product is an atomic catalog object. A product p 
has a set of t descriptive attributes A = { a], a2, ... , at }, where each ai is an 
attribute name having domain dom Ai. 

Definition 3 Category. A category is a set of catalog objects that share a 
common property. 

Categories are established by the catalog designer based upon a human 
understanding of the semantic relationships among the catalog objects. A 
category may be composed of a group of products, a group of categories, or 
some combination thereof. We assume that each category has a 
classification property, which is some property used to determine the 
members of the category. This classification property is ascribed by the 
catalog designer. A commonly used property is type. For instance in the 
OfficeMax.com example, the "Office Supplies" category may be classified 
according to type, resulting in the sub-categories "Filing Storage" and 
"Writing Instrument". In addition, the "Writing Instrument" category could 
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further be classified into "Pens" and "Pencils" in which type again is the 
classification property. 

Having defined products and categories, we now proceed to define our 
model of an integrated e-catalog. To do this, we represent a product catalog 
using two types of structures: a product category structure and a product 
attribute structure. Both are hierarchical structures that are used to organize 
product information. The primary difference is that the product category 
structure classifies products according to categorical properties, whereas the 
product attribute structure classifies products based on selected attributes 
and their associated values. Combined, these two structures provide a 
structure that concisely organizes product catalog information that has been 
integrated from a variety of sources. We next define these two structures as 
separate graph models. 

Definition 4 Product Category Graph. A product category graph is a 
directed, labeled, acyclic graph G=(N,E), where N is a finite set of labeled 
nodes and E is a finite set of labeled edges. Each node has an identifying 
label. The label is a string that represents some concept (e.g. a category 
name or product name). Each edge (u, v) where u, v EN has a label that is a 
string which represents the semantic relationship SubclassOf between the 
two nodes it connects. 

Definition 4A Product Category Node. A node N in a product category 
graph is a 3-tuple(L,E,D) of descriptive information where: 

• L is a unique label for the node. 
• E is a set of outgoing edge labels indicating the subclasses of the 

node. 
• D is a descriptor for the node. A descriptor contains descriptive 

information about the node. This information can be one of two 
types: 

o A set of attributes if the node is a product node, or 
o A classification property if the node is a category node. 

Intuitively, the product category graph is a directed, acyclic graph, where 
internal nodes represent categories and leaf nodes represent products. Figure 
2 depicts a part of the product category graph from the OfficeMax example 
in Figure lAo In this figure, the products shown are "Home Office File 
Cabinet", "Hanging File Folder", "Pencils", and "Pens". The remaining 
nodes are categories. 
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Figure 2: Product Category Graph for Office Supplies Example 

Before presenting the product attribute structure, we first partition the set 
of product attributes into two disjoint sets: classification attributes and 
descriptive attributes. Formally, for a product p, we partition the set of 
attributes A such that A = C v D and C n D = 0, where C is the set of 
classification attributes and D is the set of descriptive attributes. 
Classification attributes are used to group products logically. For example, 
desk chairs may be grouped based on a material attribute, which may result 
in 2 groups, those made of leather and those made of chenille. As 
another example, desk chairs may also be grouped based on color, resulting 
in black, brown, and green chairs. Classification attributes may also be 
nested; e.g., a manufacturer attribute may have a corresponding name and 
address. Classification attributes will typically correspond to the way users 
query the products. Note that different products may have different 
classification attributes, and the same product may have different 
classification attributes in different catalogs. Attributes that are not 
classification attributes are considered to be descriptive. These may include, 
for instance, height, weight, price, etc. 

Definition 5 Product Attribute Tree. A product attribute tree is a 
directed, labeled tree T=(N,E), where N is afinite set of labeled nodes and E 
is a finite set of edges. Each node has an identifying label. The label is a 
conjunctive expression indicating the sequence of predicates used to reach 
the node. Each edge (u, v) where u, v E N has a label that is a string which 
represents a semantic relationship s (s E (ClassijicationAttributeOf, 
InstanceO!}) between the two nodes it connects. 
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Definition SA Product Attribute Node. A node N in a product attribute 
tree is a 3-tuple(L, T,E) of descriptive information where: 

• L is a unique label for the node. 
• T is an indicator to denote the node type, which may be of 3 

types: 
o Product 
o Classification Attribute 
o Classification Attribute Value 

• E is a set of outgoing edge labels where an edge represents 
either: 

o A classification attribute, indicated by the label 
ClassificationAttributeO/, if the node is a Product node, 
or 

o A classification attribute value, indicated by the label 
InstanceD/, if the node is a Classification Attribute or 
Classification AttributeValue node. 

Intuitively, the product attribute tree provides a means to organize 
product data based upon selected attribute values and allows for nesting of 
attributes to arbitrary levels. As we will soon show, this structure will be 
helpful in dealing with the problem of different vendors using different 
classification methods to organize product data. We now describe this 
structure in more detail. Thus, using the example in Figure lA, we can 
model a part of the OfficeMax catalog as shown in Figure 3. By convention, 
the root node (level 1) is a product node and is labeled with the product 
name, in this case Pen. The second level of the tree represents classification 
attributes, so each node at the second level is a classification attribute node 
and is labeled with a classification attribute name. In this example, the 
classification attribute nodes are labeled Manufacturer and Ink Color. 
Although not shown in the figure, the edges connecting the first and second 
levels have the label ClassificationAttributeOf 

The remaining levels of the tree consist of classification attribute value 
nodes and are connected via edges labeled InstanceOf (labels are not shown 
in the figure). In this example, the Ink color node is classified according to 
its 3 classification attribute values: r (red), b (blue), and g 
( green). Each of these value nodes has an associated set of conditions 
which specify the attribute values upon which to classify. This set of 
conditions constitutes the node label. We say that each classification 
attribute value node is associated with a set of instances, (those meeting the 
specified conditions) which we call an instance cluster. This is indicated by 
the dotted lines pointing to the corresponding instances. For example, the 
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node labeled r in the figure represents the instance cluster satisfying the 
condition Ink Color = red. As an example of a nested attribute classification, 
consider the Manufacturer node. This node is first classified based on the 
manufacturer's nation (US vs. non-US), as indicated by the nodes labeled 
Manufacturer.Nation = US and Manufacturer.Nation US. At the next 
level, the classification is based upon the manufacturer's name, as indicated 
by the nodes labeled Manufacturer.Name = Bie and Manufacturer.Name = 
Pilot. (Note that the full label for a node is actually conjunctive and includes 
the sequence of conditions required to reach the node; e.g., 
Manufacturer.Nation = US and Manufacturer.Name = Pilot). Each of these 
nodes also has a corresponding instance cluster. Instance clusters are shown 
with shaded circles at the bottom of Figure 3. 

Manufacturer. 
Name 

Pen 

: \ . , . ' 
.' 

I \ . ' . " . . 
t " . , . " 

•. .. i \ 
OfficeMax.com 

Figure 3: Product Attribute Tree for OfficeMax.com Example 

Having provided the appropriate background and definitions, we are now 
ready to define the notion of an integrated e-catalog. 

Definition 6 Integrated E-Catalog. An integrated e-catalog is a 
product category graph which is logically linked to a set of product attribute 
trees distributed across a set of source catalogs, where each product 
attribute tree represents the product information for that particular source 
catalog. 

Figure 4 graphically depicts an integrated e-catalog. The triangles in the 
figure represent the source catalogs. Note, however, that we are only 
concerned with the product attribute trees for each source catalog. Thus, the 
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links from the products in the product category graph point directly to the 
roots of the corresponding product attribute trees in the source catalogs. 

Product Category Graph 

Producl Auribute Trees 

Figure 4: Integrated E-Catalog 

Based on our running example, we can represent the integrated e-catalog 
for the OfficeMax.com and OfficeDepot.com catalogs as shown in Figure 5. 
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Figure 5: Integrated E-Catalog for OfficeMax.com and OfficeDepot.com 
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5. BUILDING AN INTEGRATED E-CATALOG 

The process of building an integrated e-catalog, like building any product 
catalog, is a somewhat subjective process and requires input from a domain 
expert. One need only refer back to the example in Section 1 to get an idea 
of the difficulties encountered in attempting to automate this process. Thus, 
rather than attempt to fully automate this process, we propose a procedure 
that incorporates an expert's knowledge, as necessary, to meet the following 
goals: 

• Maximize query efficiency for the integrated catalog structure 
• Minimize redundancy of categories and/or products 

The integration procedure that we propose consists of the broad steps 
outlined below. 

1. Fonn product category graph. In this step, a single product 
category graph is formed by integrating the categories and products 
in the source catalogs. To accomplish this, we assume that each 
source catalog has an ontology that has been established by the 
catalog designer or some domain expert. We further assume that 
each source catalog ontology is represented by an ontology graph 
[8]. The source ontology graphs are linked to form a unified 
ontology, which is the product category graph. The source ontology 
graphs are linked by building articulations or semantic bridges. An 
articulation is an ontology and a set of rules that together defines the 
interoperation between a set of source ontologies. Articulations are 
created in a semi-automatic fashion with the help of a domain 
expert. For further details regarding the process of building 
articulations, we refer the reader to [8]. Note that this approach is 
scalable, since it allows new ontologies to be added incrementally 
with little or no impact to existing ontologies. This is especially 
critical in the context of e-catalog integration, since an online mall 
or exchange may contain hundreds of source catalogs. 

2. Fonn product attribute trees. For each product in each source 
catalog, the classification attributes are identified. A product 
attribute tree is constructed as described in the previous section. 

3. Link the product category graph to the product attribute trees. In 
this step, meta-information is recorded which links the product 
category graphs to the product attribute trees. Specifically, for each 
product, we form the union of all classification attributes across all 
catalogs. This information is stored in a structure which contains 
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Product ID, Classification Attribute, Classification Attribute Value 
and Catalog ID. The primary purpose of this structure is to link the 
product category graph to its associated product attribute trees (via 
the Product ID and Catalog ID). However, we also expect that this 
information will be used to answer queries more efficiently, though 
we do not elaborate further on this topic. 

We present a brief example to illustrate the integration process. Due to 
space limitations, we assume that step! has been completed and begin with 
step 2. Consider a pen product appearing in two source catalogs, in our case 
OfficeMax.com and OfficeDepot.com, and having attributes Name, 
Manufacturer, Ink Color, and Price. Suppose OfficeMax.com classifies 
pens based upon both Manufacturer and Ink Color, whereas 
OfficeDepot.com classifies pens according to Manufacturer only. Based on 
this information, product attribute trees are created for both catalogs, as 
shown in the lower section of Figure 5. 

Step 3, linking the product category graph to the product attribute trees, 
simply requires creating the classification meta-structure, as shown in Table 
1. 

Product Classification Classification Catalog ID 
ID Attribute Attribute Value 

Pen Manufacturer.Nation US OfficeMax 

Pen Manufacturer.Nation Non-US OfficeMax 
Pen Manufacturer.Name Bic OfficeMax 

Pen Manufacturer.Name Pilot OfficeMax 
Pen Ink Color r OfficeMax 
Pen Ink Color b OfficeMax 

Pen Ink Color g OfficeMax 
Pen Manufacturer Bic OfficeDepot 
Pen Manufacturer OfficeDepot OfficeDepot 

Table 1: Product Catalog Meta-Information for the Example 

6. CONCLUSION 

In this paper, we have addressed a fundamental issue in e-commerce -
the need to integrate multiple individual e-catalogs into a single, unified 
catalog. In order to address this problem, we have proposed a formal model 
for representing independent catalogs, as well as an integration procedure to 
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build such an integrated e-catalog. Future work in this area includes 
developing sample ontologies. detailed integration and efficient query 
algorithms based on this model. as well as an implementation of an 
integrated e-catalog system. 
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