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Abstract: Replication is a technique commonly used to provide high-availability and 
fault tolerance in distributed systems. With multiple copies of the entities, a 
service can keep operation even when some copies are inaccessible because of 
a crash of the computer where a copy was stored, for instance. There are two 
main classes of replication techniques: passive and active replication. Passive 
replication suffers from a high reconfiguration cost in case of failure on the 
primary, and active replication has permanent processing redundancy. 

The hybrid replication technique presented in this paper has the same 
advantages of the passive replication in good runs, and has much less 
processing overhead than the active replication. In this paper, we demonstrate 
the efficiency of our replication model by the comparison among the response 
time (for the client) of the passive, active and hybrid replication scenarios 
using statistical analysis. 
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1. INTRODUCTION 

One of the potential benefits of distributed systems is their use in 
providing high-available services, that is, services that are likely to be up and 
accessible when needed. Availability is a desirable metric to fault-tolerant 
systems. However, fault-tolerant systems always introduce redundancy in 
the system. With redundant copies, a replicated entity can continue 

The original version of this chapter was revised: The copyright line was incorrect. This has been
corrected. The Erratum to this chapter is available at DOI: 

© IFIP International Federation for Information Processing 2002
B. Kleinjohann et al. (eds.), Design and Analysis of Distributed Embedded Systems

10.1007/978-0-387-35599-3_29

http://dx.doi.org/10.1007/978-0-387-35599-3_29


92 Emerson Rogerio de Oliveira Junior, Ingrid Jansch Porto 

providing services in spite of the failure of some copies, without affecting 
their clients. One example of redundancy is replication. 

The replication technique can be used in different computing science 
areas. Some of them are databases, where the proposals of Kemme [6,7], 
Pedone [8], Helal [9], Patino-Martinez [10] and Wiessman [11] are good 
examples. Additionally, Baker's work in cluster computing [12] and Zhou's 
research [13] in real-time systems are also good references. 

In embedded systems, it is very common the use of diskless systems. 
This implies the use of other stations to store data, mainly when we need 
stable memory (fail safe environment). In distributed systems, instead of 
using specially implemented stable memory systems, other nodes may be 
used as secondary memory hosts. However, conventional disks (used in most 
of the distributed nodes) may not be considered as stable memory - a set of 
nodes may be used with this goal, using replication management techniques. 

In distributed systems, the literature distinguishes two main classes of 
replication techniques: passive replication [1] and active replication [2]. In 
passive replication, the client's request is sent to the primary replica that 
handles this request, sends messages to the other replicas in order to update 
their state, and sends back the response to the client. In active replication, the 
client's request is sent to all the replicas, every replica handles the request 
and sends back the reply to the client Gust one reply is enough depending on 
the supposed failure modes). One drawback of the passive replication is to 
significantly increase the response time in case of failure in the primary 
copy. By other way, the active replication presents redundancy of processing 
(because all replicas handle the client's request) as a significant overhead. 

Motivated by these drawbacks, this paper proposes the use of a 
combination on these techniques - passive replication and active replication -
constituting a hybrid replication model. The hybrid replication has no 
increased response time presented by passive replication, in case of the 
primary failure and has much less processing usage than active replication 
model. Some experiments show some preliminary results that illustrate our 
ideas. 

The rest of the paper is organized as follows. Section 2 introduces 
background concepts and related work about the replication models found in 
literature. We briefly present the statistical concepts used in the analysis in 
Section 3. Section 4 describes the specification of the hybrid replication 
model proposed in this paper, with the algorithm used and a discussion about 
the failure scenarios. Section 5 presents the results obtained about validation 
of the hybrid replication model, using statistical analysis. In section 6, we 
present our conclusions and some points to improve our research. 
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2. REPLICATION MODELS 

Fault-tolerance in distributed systems is typically achieved through 
replication. The main replication techniques are passive replication and 
active replication. Other hybrid replication techniques, derived from the 
main techniques, are found in literature. These hybrid replication techniques 
are known by semi-passive replication (4] and semi-active replication [5]. 

In passive replication - also called primary-backup replication [1] - one 
replica, called primary, plays a special role: it receives the request from the 
client process, and sends the response back. The invocation is handled as 
follows (Figure 1): 
- The client sends the request to the primary. Then, the primary receives 

the request and handles it. At the end of the operation, the state of the 
primary is updated and the primary sends the update message to the 
backups. Upon reception of this message, the backups update their states 
and send an acknowledgement (ack) back to the primary. Once the 
primary has received the ack from all (non-crashed backups, the response 
is sent to client. 
The passive replication technique makes no assumption on the 

determinism of the requests - it allows for non-deterministic operations as it 
ensures the linearizability through the primary replica. The main 
disadvantage is that the implementation of passive replication requires a 
mechanism to agree on the primary (e.g., a group membership service). This 
leads to an increased response time in the case of primary failure [5]. 
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Figure I. Passive replication. 

In the active replication, also called state-machine approach [2], all 
replicas handle the client request. There is no centralized control, as in the 
passive replication. The request is handled as follows (Figure 2): 
- The client's request is sent to all replicas and each replica processes the 

request, updates its state, and sends the response back to client. The client 
waits until it receives the first response or waits until it receives a 
majority of identical responses. 

- To a client, all correct replicas should appear as having the same state. In 
order to guarantee this, all invocations sent by the clients should be 
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treated in the same order by all correct replicas. This is ensured by a total 
order multicast primitive - also called atomic multicast - that provides 
total ordering of messages multicast to a set of destination [15]. 
Active replication requires the operations on the replicas to be 

deterministic and waste extra resources through redundant processing, which 
is not the case of passive replication [3]. 
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Figure 2: Active replication. 

3. DEFINITION OF THE HYBRID REPLICATION 
MODEL 

We consider an asynchronous system augmented with unreliable failure 
detectors and assume that the processors fail only under crash model. There 
are neither Byzantine failures nor link failures. The channels are reliable and 
the processes do not recover after a crash, as assumed by Chandra and Toueg 
[16]. In fact, as this system is to be implemented on a local network, the 
communication delays should be estimated with good results. 

Similarly to passive replication, in the hybrid replication, the primary 
handles the requests and, after processing of each request, it sends an update 
message to the backups. In our solution, there are two primaries. We argue 
that the probability that one primary fail is smaller than the probability that 
two primaries fail simultaneously (before the system reconfigures and 
recovers from the last failure). 

The hybrid replication model, illustrated in figure 3, has two primaries -
named primarYl and primarY2 and two (or more) backups. There is no 
restriction about the number of backups. 

The actions performed by the hybrid replication model are: 
- The client sends a request to both primaries (primarYl and 

primarY2); 
- Both, primarYl and primarY2 handle the request and send an update 

message to the backups; 
- When the backup states have been updated, an ack message is sent to 

primaries; 
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- The primaries send a response to the client. The client discards the 
second answer. 
In this model, it is verified that there is more processing than the passive 

replication, but there is less than in active replication. The main advantage of 
the hybrid replication model is that, in case of crash failure of one primary, 
the other primary will send the response message to the client. This is not 
done by the passive replication because there is only one primary to process 
the client requisition. 

We can assume that in the absence of server crash or failure suspicion, 
the client's request is handled at the same time with the hybrid replication as 
it was handled with the passive replication. 

Clienl 

Server 1 
primaryl 

Server 2 
primary2 

Server 3 
backup 

request 

processing 

processing 

Server 4 --"-----"""-'------_ 
backup IIpdate 

Figure 3: Hybrid replication model. 

Six failure scenarios can occur in the hybrid replication: 
1. One of the primaries fails before the client request is processed: in this 

case, the hybrid replication is equal to the passive replication in the sense 
that one of the backups will be elected to be the next primary and the 
client request processing will be finished. 

2. One of the primaries fails during the processing of the client request: 
while in passive replication the client must resend the request to a new 
primary, in our hybrid replication is not necessary because the other 
primary processes the request. 

3. One of the primaries fails after processing the request, but before sending 
the response to the client: the remaining primary receives the ack signal 
that was sent by the backups, and transmits the response to the client. 

4. One of the primaries fails after sending the response to the backups: the 
other primary will continue the actions of the replication. 

5. Both primaries fail: the new primaries will be elected among the 
remaining backups and the client must re-send the request to them. 

6. One or more backups fail: the replication will proceed without 
interruptions because the primaries process the client request. In this case, 
new backups could be created. Notice that, in fact, as there are two 
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primaries, under one single faulty node assumption, even the 
acknowledgement of the backups is necessary to continue operation on 
the primaries (or to send the answer to the client). 

4. STATISTICAL CONCEPTS 

We use some statistical parameters to analyze our proposal. A statistic is 
a measure on the items in a random sample. Since the only reason to ever 
draw a random sample is to infer something about the population from 
which it came, it should be clear that when we calculate a given statistic we 
only do so in order to estimate a corresponding parameter of the population 
from which the sample was drawn. 

When the evaluated values present a normal distribution, we can use the 
mean and the standard deviation as statistical parameters. Besides, if the 
distribution is not normal, we can use the Central Limit Theorem to prove 
our goals with statistics [14]. This allowed us to approximate the distribution 
of sample means with a normal distribution. This means that once we have 
the mean and standard deviation of the sample mean, we can construct a Z 
variable and compute probabilities using the standard normal distribution. 

Another statistical evaluation is the hypothesis testing. In hypothesis 
testing, we start with a null hypothesis, Ho, which represents the status quo, 
or our default belief: it is what we continue to believe unless we judge that 
there is sufficient evidence to discard it [14]. 

5. VALIDATION OF THE HYBRID REPLICATION 

In this section, we present the statistical analysis about the execution of 
the experiments with replication. To demonstrate the efficiency of our hybrid 
replication model, we have executed seven different experiments, which are: 
- passive replication without failure; 
- passive replication with failure in the primary; 
- active replication without failure; 
- active replication with failure in one of the servers; 
- hybrid replication without failure; 
- hybrid replication with one failure affecting the primary; and 
- hybrid replication with two failures affecting both primaries. 

The executions were performed using Linux, C language (gcc compiler) 
and sockets for the communication between the processes evolved. The 
experiments, with and without failures, were executed 1000 times each one 
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and we get the response time to the client request of each execution. So, we 
had 7000 response times for the client request. 

The distribution obtained from the experiments was not a normal curve. 
All the histograms presented more than one mode. We believe that this 
occurs because the scheduling time used by the processor to execute the 
experiments is not a controllable variable, presenting random values. It 
causes a great response time variation. Because the distribution is not 
normal, we have used the Central Limit Theorem to evaluate the values 
presented in our experiments. Table 1 presents the statistical values observed 
about the response times obtained in our experiments without the occurrence 
of failures. Table 2 indicates the values obtained in executions with failures. 

I E f h h {; 'I d Tab e 1: xecutIon 0 t e expenments wit out 3.J. ures (in secon s). 
Replication Passive Active Hybrid 
Amount of values (N) 1000 1000 1000 
Mean (p,) 1,9054 1,1100 2,1155 
Standard deviation ( cr ) 0,2541 0,4754 0,0452 

T bl 2 E a e : xecutIon 0 fth 'h {; 'I C d ) e expenments Wit 3.J. ures m secon s , 
Replication Passive Active Hybrid with failure Hybrid with failure 

in one primary in both primaries 
Amount of values{N) 1000 1000 1000 1000 
Mean (J..I.) 5,9713 1,1113 2,2295 6,0371 
Standard deviation ( cr ) 0,5720 0,0142 0,2938 0,8162 

passive replication: mean = 1,9054s, standard deviation = 0,0008s; 
active replication: mean = 1,1100s, standard deviation = 0,0150s; 
hybrid replication: mean = 2,1155s, standard deviation = 0,0014s. 
With the mean and standard deviation values, and using the probability of 

95%, we have calculated the confidence interval (CI): 
passive replication: CI = [1,9053s ; 1,9055s]; 
active replication: CI = [1,1091s ; 1,1109s]; 
hybrid replication: CI = [2,1154s ; 2,1156s]. 
From the presented values, we can be sure that, in 95% of the cases, the 

calculated means are in the presented confidence intervals. As it occurs in 
the execution with no failures, we observe that the response times obtained 
with the experiments with failures demonstrate that the distribution is not 
normal, either. The means are those presented in Table 2, but the standard 
deviation had to be modified according the Central Limit Theorem. So, we 
have that: 

passive replication: mean = 5,9713s, standard deviation = 0,0181s; 
active replication: mean = 1,II13s, standard deviation = 0,0004s; 
hybrid replication with one failure primary: mean = 2,2295s, standard 

deviation = 0,0093s; 
hybrid replication with two failure primaries: mean = 6,0371, standard 

deviation = 0,0258s. 
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With the mean and standard deviation values, and using the probability of 
95%, we have calculated the confidence interval (CI): 

passive replication: CI = [5,9702s ; 5,9724s]; 
active replication: CI = [1, 1112s ; 1, 1114s]; 
hybrid replication with one failure primary: CI = [2,2289s ; 2,2301s]; 
hybrid replication with two failure primaries: CI = [6,0355s ; 6,0387s]. 
As indicated by the presented values, in 95% of the cases, the calculated 

means of the measured times are in the presented confidence intervals. 

5.1 Comparing execution with failures 

As presented, it can be seen that the mean time needed to execute active 
replication with no failure is the smallest of all, and the biggest time is the 
observed in hybrid replication with no failure. It has happened before a very 
optimistic situation has been considered: just one client. In a concurrent 
scenario, order properties have to be considered and the numbers will be 
really different. In the case of executions with failure, the time presented by 
active replication is the smallest of all, again, and the hybrid replication with 
failure, in both primaries, is the biggest of all types of replication. 

It can be observed that the mean time of hybrid replication with failure in 
both primaries is almost the same that the mean time needed with passive 
replication. Other interesting observation that can be considered is that the 
mean time needed to execute in hybrid replication with one failure is smaller 
than the mean time in passive replication. This is a goal that we have 
achieved with our replication model. 

We argue that our hybrid replication model has much less processing 
usage than active replication model. To prove this, we have extracted the 
CPU time utilization needed to process the client's request in the 
experiments. The mean time to process the client's request was 0,2172s and 
the mean time to update the state of the servers was 0,0005s. Table 3 
indicates the CPU mean time utilization of all seven experiments, 
considering how much times was processed the request and how much times 
it was necessary to update server states. 

Table 3' CPU mean time utilization (in seconds) 
Replication CPU mean time CPU mean Total CPU 

processing time updating mean time 
passive 1 x 0,2172s 2 x O,0005s O,2182s 
active 3 x O,2172s Ox O,0005s O,6516s 
hybrid 2 x 0,2172s 1 x O,0005s 0,4349s 
passive with failure 1 xO,2172s 1 x O,0005s O,2177s 
active with failure 2 x O,2172s Ox O,0005s O,4344s 
hybrid with one failure primary 1 x O,2172s 1 x O,OO05s O,2177s 
hybrid with two failure primaries 1 xO,2172s Ox O,OO05s O,2172s 
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6. CONCLUDING REMARKS 

Some observations can be extracted from the statistical analysis 
presented in this paper. 

We can prove that the hybrid replication model with one failure uses the 
same amount of processing time that the passive replication model with no 
failure. To do this, we use the hypothesis test with values of Z distribution in 
passive replication with no failures vs. hybrid replication with one failure. 
The null hypothesis HO is that the mean time of the experiments is the same. 
The Z observed value (Zo) is equal to -1,2142 and the Z critical value (Zc) 
is equal to 1,96. Comparing the absolute values achieved, we get that the 
relation IZoI < IZcI is true, indicating that the null hypothesis must be 
accepted. This means that the mean time of passive replication with no 
failure and the hybrid replication with one failure is statistically the same. 

The mean time needed to execute the hybrid replication with one failure 
was less than the mean time needed to execute the passive replication with 
one failure. It happens because in hybrid replication there is no intervention 
of the failure detector: the failure detector was only used in passive 
replication and in hybrid replication with failure in both primaries. 

Another observation is that the mean time to execute the hybrid 
replication with two failure primaries is almost equal to the time to execute 
the passive replication. Comparing with the active replication, the hybrid 
replication needed less CPU time to process the request than the necessary in 
active replication. 

In comparison with the active replication, the statistical analysis 
demonstrates that the response times, in mean, is greater than the response 
time observed in the hybrid model. However, our model executed the 
replication in less time than the necessary to execute the same replication, in 
active replication model. 

The hybrid replication model presented can be used in an embedded 
system if the multicast primitives needed to reach replica consistency are 
inserted in this system. These primitives are necessary to guarantee the 
message changes between the replicas. In the same way, this replication 
model can be used in hard real time systems, too. In this case, if one primary 
fails to process the client request, the second one will continue with the 
replication action, preserving the time limits imposed by the hard real time 
system. 

We observed that the use of the statistical analysis is a good manner to 
prove hypothesis. However, it was observed that a few papers found in 
literature, present their results using some type of statistical analysis. 

At present, we are implementing the necessary framework to guarantee 
the consistency in our replication model. We expect that, with the replica 



100 Emerson Rogerio de Oliveira Junior, Ingrid Jansch Porto 

consistency, we will be able to run the experiments again with the same 
good results obtained until now. 
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