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Abstract: This paper deals with the problem of simulating an optical packet switch for IP 
traffic (asynchronous variable length packets) relying on wavelength encoding 
for routing and on delay lines for buffering. A simulation model of this 
switching architecture based on the use of the Petri Nets formalism is 
presented, and its implementation by means of the Artifex simulation tool 
described. 

1. INTRODUCTION 

The explosive growth of the Internet of the last few years demands for 
ever higher bandwidth capacity, in particular in the core part of the network. 
The recent introduction and rapid growth of the Dense Wavelength Division 
Multiplexing (DWDM) technology provides a platform to exploit the huge 
capacity of optical fibre, and DWDM optical networks are poised to 
dominate the infrastructure, supporting the next-generation high-speed 
Internet backbones. Nevertheless, current applications of WDM focus on the 
static usage of individual WDM channels, which may not be efficient in 
supporting IP traffic. The challenge is to combine the advantages of WDM 
with emerging all-optical packet switching capabilities to yield optical 
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routers capable of guaranteeing full optical data path and throughput in the 
hundreds of Terabitls range [1]. 

Optical packet switching has been addressed by several projects in the 
last few years [2-4], showing the feasibility of this concept. In order to 
provide an efficient and flexible platform for IP traffic, we address the 
scenario of a transfer mode based on variable length packets and 
asynchronous node operation, according to the "Optical Burst Switching" 
paradigm proposed in [5]. The adoption of a transfer mode based on long, 
asynchronous, variable length packets will enable the development of a new 
generation of optical packet switches which will overcome the limitations of 
a previous generation of switches specifically designed for fixed length, 
ATM-like packets. 

At present there is very little in the published literature addressing this 
new transfer mode, and related architectures or performance. New analytical 
models as well as simulation tools are needed. Simulation tools are 
particularly important in this class of problems, since in many cases the 
complexity of the systems in question renders a purely analytical approach 
very difficult, if not impossible. 

This paper begins with the optical packet switch architecture originally 
proposed in [6] and describes a simulation model of such an architecture. 
The simulation model has been built within the Artifex simulation 
environment. Artifex is a commercial simulation tool that uses an extended 
version of the Petri Nets formalism (Extended Petri Nets) to describe system 
behaviour. This formalism is well suited to represent telecommunication 
network problems [7] and the extensions available in Artifex make it a fully 
powered simulation language, able to process (i.e. simulate) data structures 
and to incorporate pre-existing or ad-hoc bits of code to perform specific 
functions. 

In this paper we present the switch simulator design and describe in 
detail the implementation of some of the more significant functional sub
blocks. The aim is to demonstrate the effectiveness of the Extended Petri 
Nets formalism for this class of problems and to provide the reader with an 
idea of the simulation capabilities of the model. 

The paper is structured as follows: in Section 2, the switching matrix 
architecture is introduced. In Section 3, the general simulation tool used is 
outlined, with particular reference to the formalism used to describe events. 
In Section 4, the simulation model is described in detail, both in general and 
in more detail choosing some functional sub-blocks as examples. Some 
numerical results regarding the time required for simulation are presented. 
Finally, in Section 5, conclusions are drawn. 
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2. SWITCHING MATRIX ARCHITECTURE 

The packet switch here considered is an output queuing switching matrix 
that relies on the use of fibre delay lines for buffering and output congestion 
resolution and on wavelength encoding for routing and to achieve optimal 
exploitation of the buffer. For the sake of simplicity, in the description that 
follows, each input link is assumed to carry only one wavelength, but the 
extension to a WDM scenario is straightforward. A block diagram of the 
switching matrix is shown in Figure 1. This diagram is strictly functional in 
the sense that there is no intention of addressing implementation issues. The 
functional sub-blocks are shown as boxes regardless of the way they can 
actually be implemented. Nevertheless, to the best of our knowledge, any 
functional block appearing in the architecture is presently feasible with state 
of the art optical technology. 

The switch consists of three functional blocks: 
- the packet encoder, which consists of a set of L wavelength converters to 

access the delay stage in a contention free manner; 
- the variable delay stage, which provides multiple stages of delay lines; 
- the wavelength selector, to forward a specific wavelength to the 

addressed output. 
On top of these blocks is the control function (not shown in the scheme), 
which performs the routing function and controls wavelength assignment 
and packet forwarding. 

The packet encoder 
When a packet arrives on a switch input link, its header is read by means 

of an optical detector and processed to determine the switch output to which 
the packet must be forwarded. On the optical path, each packet is assigned 
to a wavelength chosen such that no other packet is using the wavelength or 
is going to use it while the new packet is in the delay stage. Different 
algorithms can be adopted to achieve optimal use of the wavelength pool; in 
any case they must be kept simple enough to cope with the very high speed 
of the switch. In this work it is assumed that the first wavelength is chosen 
that satisfies the above constraints starting from a fixed wavelength (e.g. the 
first one). The encoding wavelength is maintained for a packet during the 
whole switch path. 

The variable delay stage 
After encoding, the packet enters the delay stage and flows into the fibres 

of the proper length to be delayed of the required amount. A multistage 
configuration of the delay lines is proposed to achieve a fined-grained 
implementation of delay. A base m representation of packet delay is given 
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through the k stages, with stage weights in decreasing order. For a given k, 
the i-th stage is composed by m fibres that introduce the following multiples 
of the delay unit D: 0, mk-i, 2 mk-i, 3 mk-i, ._. ,(m-l)mk-i• By properly choosing 
the delay line at each stage all possible delays between 0 and DM=D mk - 1 are 
possible. To achieve the correct composition of the delay contribution, each 
delay stage is followed by a combining/splitting function, a pool of filters 
that separate wavelength encoded packets and a space switch to send a 
packet to the correct FDL in the following stage_ The connections between 
the combiners and the splitters are the critical points of the architecture 
where it must be assured that no packet jamming takes place on the same 
wavelength. At these connections only one packet at a time can be present 
on a given wavelength and this is taken into account by the wavelength 
encoding algorithm. The values of m and k must be chosen in relation to the 
required performance. The values are limited by practical constraints and 
their influence on performance is investigated. 

The wavelength selector 
This is the output stage of the switching matrix and, at any time, it selects 

a packet for the correct output It is built by means of a cascade of optical 
filters and an optical space switch. The control logic is aware of the time a 
given packet will leave the buffer and its encoded wavelengths. Accordingly, 
the control logic sets the space switch to connect an optical filter to the 
correct switch output. 

The control block 
The control block provides the routing function and the management of 

the switch resources. The routing function is based on the detection of the 
packet header using standard Internet routing procedure and should be 
suitably performed in advance of the packet arrival. The result of the routing 
function is the selection of the specific output link to which the packet must 
be forwarded. This also implies knowledge of the delay that the packet will 
encounter in the switch, based on the status of the output queue. The next 
step is to find the wavelength to be used for packet encoding such that the 
required delay, that is the FDL buffer, is available at that wavelength for the 
whole packet duration Tp • 
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Figure 1. Functional architecture of the switching matrix 
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Artifex has been used for modelling and simulating the optical switch. 
Artifex is a commercial tool designed to perform discrete events simulation 
of systems, and is particularly oriented to the modelling of the logical and 
dynamic behaviour of telecommunication networks [8]. With Artifex it is 
possible to model a single network component (e.g. a switch) as well as a 
complete network. The model can be executed on a graphical simulator to 
obtain insight into the system behaviour under development, to validate the 
model itself (i.e. verify if it behaves according to the specifications) and to 
obtain performance measurements for system optimisation. 

Artifex uses a modelling formalism based on Petri Nets. However, in 
Artifex several features have been added to the conventional Petri Nets 
formalism, resulting in what is called Extended Petri Nets. It is well known 
that Petri Nets are an efficient, visual approach to modelling the dynamic 
behaviour of queues and protocols. In Artifex, a model is defined visually 
with Petri Nets (by using the Artifex.Editor tool) and translated into a 
language suitable for simulation. 

This approach allows validation at each design step, ensuring that further 
modelling is always made on safe grounds. Even radical changes can be 
made in the model in a very short time and the effects of such changes can 
immediately be simulated with the Artifex.Validate tool. 
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This Extended Petri Nets formalism provided by Artifex is object-based 
and allows hierarchical design. It naturally addresses the issue of scaling the 
complexity of switches and routers as well as end-to-end network protocols. 

Artifex models can embed C or C++ statements directly and it is also 
possible to link external C/C++ code and libraries. This latter feature makes 
possible the use of C and C++ programming in addition to the Artifex 
graphical language, for instance to implement algorithms and to perform 
complex computations on data. 

3.1 Basic concepts of Petri Nets 

The basic Petri Nets formalism consists of a very small set of symbols. 
This makes the approach easy to learn. Concepts like parallelism and 
synchronisation are expressed with a few icons. Petri Nets are defined in 
terms of three symbols. 
- Place (represented by a circle) to model states, conditions, events and 

queues. 
- Transition (represented by a rectangle) to model state transitions and 

activities. 
- Arc (represented by oriented lines) to define cause-effect relationships by 

connecting places and transitions. Arcs going from places to a transition 
define transition's input places; whereas arcs going from a transition to 
places define the transition's output places. A place is often an input to a 
transition and an output from other transitions -- at the same time. 
Current states (i.e. true conditions or occurring events) are represented by 

drawing a dot within the suitable place. Such a dot is called a token. 
Petri Nets evolve by moving tokens from an initial state defined by a set 

of initial tokens until no more tokens can be moved according to the 
following simple rule: "When all the input places of a transition contain at 
least one token the transition can fire. The effect of a transition firing is to 
remove tokens from some places and to create tokens in some other places. 
When a transition fires, it fetches one token from each of its input places and 
releases a new token in each of its output places. " 

Some of the extensions to the Petri Nets formalism provided by Artifex 
are listed in the following [8]: 
- tokens can carry data because they can be represented, actually, by data 

structures; 
- it is possible to associate with transitions a specific action (written in 

C/C++ code) that is executed when the transition fires: the action has 
access to the content of the input tokens consumed during firing and can 
modify the content of the tokens that are released in the output places; 
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- the release of the tokens on the output places can be delayed by a 
specified amount of time that can be modified dynamically during the 
simulation, a feature that has been used for modelling FDLs and packet 
generators. 

4. THE SIMULATION MODEL 

In this section we describe the implementation of the switching matrix 
simulation model with the Artifex simulation tool. The model we present 
here is for a 4x4 switching matrix, with a 3-stage buffer, internally using 10 
wavelengths. The reason of this choice is mainly to have a readable overall 
scheme of the presented model. There are no limitations on the switch size 
and on the number of wavelengths used internally. 

The main goal of this chapter is to show both how the model has been 
implemented and, by means of some examples, how the Extended Petri Nets 
formalism has been used for this particular task. 

The model has been split into objects. According to the Artifex 
architecture object types are defined and modules performing the same 
function belong to the same type and are called object instances. Objects 
types and instances have been used here in such a way that the final model 
resembles the functional scheme of the switching matrix. This is not 
necessary in principle and also does not optimise the complexity of the 
model, at least from a graphical point of view. On the other hand, this 
approach has been chosen because, thanks to the similarity with the physical 
systems, it makes easier the debugging and development of the model itself. 

Figure 2 shows the general model as it appears from the Artifex console. 
In this simulation model, each packet is a token that will either reside in a 
place or in a transition while firing. Each packet (token) is actually a data 
structure carrying information that can be used for processing into the 
various blocks; for instance packet length, input/output addressing pairs, 
delay experienced in the FDL buffer etc. Tokens released by transitions 
carry information updated by the processing, if any, implemented in the 
transition. 

On the left hand side of figure 2, the traffic generators are placed 
(IN_X: MMl). We implemented one generator per input. One single 
generator could have been used in principle, but in that case the graphic of 
the model would not have shown the various inputs as different logical 
entities. It is worthwhile to underline that the overall computational 
complexity is not affected by having 4 traffic generators instead of one, 
since the overall number of operations is the same. The traffic generators are 
followed by a functional block, called SPLITTER. Splitters are necessary 
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because the token forwarding between objects is "token broadcast", i. e. a 
token outgoing from an object is replicated to all connected objects. The 
objects of class SPLITTER have the task of splitting packets according to 
the outputs they are directed to. Actually, a splitter is just a transition with 
some added C code. The C code, by means of a library function devoted to 
this task (xJcsetaddress), changes the default Artifex behaviour and 
forces a selective token routing. 

There are several splitter blocks in the model. The splitter called 
SPLITTER_l forwards the packets towards the delay assignment function 
(ASS_DELAY). Since packets are assigned a delay accordingly to the 
occupancy of the output port they are addressed to, the splitter forwards the 
tokens according to the final destination of the packets they represent. 

Figure 2. Functional architecture of the switching matrix 

The wavelength assignment stage (LAMBDA_CONTR) follows. This is 
collapsed into one single functional block, as this function is centralised for 
the whole switching architecture, and is not performed per input or output 
link. 

A further splitter and the stage implementing the FDL buffer (FDL_xx) 
follows. The buffer is made up of as many blocks (of class FDL) as the 
number of internal wavelengths. It is worth noting that the splitter CONTROL 
performs the same function as SPLITTER_l but according to a different 
logic. It forwards the tokens to the proper FDL block on the basis of the 
wavelength they have been assigned to and not on the basis of their output 
destination. The delay stage has been implemented as a series of blocks and 
not as one single functional block even though this would have been 
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possible. The approach followed made the debugging and validation of the 
model simpler. This will appear clearly in the following paragraphs, where 
the implementation of the FDL stage will be described in detail. 

Finally, the output stage follows. In between the wavelength assignment 
and the FDL buffer, the UPDATE_OUT sub-block is present. This block 
Properly operating the control logic is necessary, since it updates the lists of 
the output occupancy that are used to assign delays. 

To better explain how we used the functions and the modelling scheme 
as available in Artifex, we will now briefly describe how some of these 
blocks have been implemented. 

4.1 Traffic generator 

Let us examine the traffic generator (figure 3). The traffic is random 
(Poisson process) with exponential packet lengths. For the purpose of this 
discussion we will call: 
- ti arrival time of packet i: the instant of arrival of the first bit of packet i; 
- Ti,j inter-arrival time between packet i andj, 
- Li the length in bits of packet i; 
- C link speed. 

The problem is to generate both inter-arrival times and packet lengths 
independently, but in a consistent way. If these random variables are simply 
generated independently, it may happen that a long packet is followed by a 
very short inter-arrival time. This is not realistic : the bits of a packet are 
transmitted serially on transmission lines, therefore Ti,i+1 ti + LIC If this 
was not true, we would have a situation in which a packet is overcoming the 
previous one. Therefore, to generate the traffic in a realistic way, we used 
the technique of generating the traffic in a fully independent way, feeding it 
in a queue where the packets are served. Since the queue is MIMII (Poisson 
arrivals and exponential service time), accordingly to Burke's theorem, the 
point process of the departures is still a Poisson process, but now the packets 
are spaced accordingly to their effective length (since the server must serve 
one packet at a time). This was implemented as in figure 3. At the beginning 
a token is placed in place START, thus enabling transition ARRIVAL that 
fires with no delay, placing a token in place QUEUE and in place 
TIME_BETWEEN_NEXT. Transition ARRIVAL also sets the delay in 
transition NEXT_PACK, that fires at exponential rate, re-enabling place start. 
The queuing packets are placed in service by instantaneous transition 
IN_SERVICE, which is enabled when there is at least one queuing packet 
and the server is free (place FREE_QUE has a token inside). The transition 
DEPARTURE, firing at exponential rate, with different mean with respect to 
transition ARRIVAL, gives to each packet its length and also frees the server 
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(enabling transition FREE_QUEUE). Due to this model, packets are 
generated as a Poisson process, their lengths are exponentially distributed, 
and their effective spacing in time is coherent with the lengths. 

ARRIVAL IN_SERVICE 
DEPARTURE EXIT:PACKET 

QUEUE:PACKET SERVER:PACKET 

Figure 3. Model of the MIMI! based traffic generator 

4.2 Fibre Delay Line Buffer 

The second example presented is the FDL buffer in figure 4. This is 
definitely easy to implement. The delay a packet must experience is encoded 
into a token field by the ASS_DELAY functional block, according to the 
output link occupancy. The delay stage is then just the sequence of as many 
transitions (FIBRE_xx) as the stages of FDLs. Each transition will fire with 
a required delay. All the delays will sum up to the overall value required to 
solve congestion on the outputs. Since the transitions are placed in chain, the 
firing of one transition on the left automatically enables the following 
transition rightwards. Each transition also enables the immediate transition 
UPD_LIST that is used to update the list of time occupancy of the FDL, 
necessary to the wavelength assignment function. Note that places 
SIMPLEI, SIMPLE2, SIMPLE3 as well as SIMP_TEMPI, 
SIMP_TEMP2, SIMP_TEMP3, are connected in cascade mode, they fetch 
and release the tokens at the same simulation time, since the transitions in 
between are instantaneous. Therefore they do not contribute to the system 
evolution, but are necessary to perform the logical function in UPD_LIST. 
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Figure 4. The Fibre Delay Line buffer implemented by means of Extended Petri Nets, 
including monitoring for wavelength usage (COLL_DETECTOR). 
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The COLL_DETECTOR blocks are used to verify the correct behaviour of 
the simulation model and each block is structured as in Figure 5. 
Simultaneously, the tokens reach place IN_PACKET and the first bit of a 
packet leaves the fibre delay line. The function contains two transitions: 
RISE_NEW_COLLISION and SET_TIMEOUT. SET_TIMEOUT transition 
will fire before (as indicated by digit 1 that follows the name of the 
transition) and will release a token in place BUSY. It will also set the 
delay of TIME_OUT accordingly to the length of incoming packet (token). 

The transition RISE_NEW_COLLISION is enabled when both places 
IN_PACKET and BUSY contain a token. The occupancy of place BUSY 
represents the period of time required by a token to cross one of the 
combiner/splitter pairs that connect the delay stages (see Figure 1). In these 
critical points only one packet at a time must be present and encoded at a 
given wavelength. If a token gets place IN_PACKET while the previous one 
is still in place BUSY, then RISE_NEW COLLISION fires and releases one 
token in place COLLISIONS. The number of tokens in this place represents 
how many times there have been collisions and the algorithm failed. 

This is probably the most evident example of the use of the validation 
capabilities of the Extended Petri Nets formalism in this model. At the end 
of a simulation, or even while it is still running, the correctness of the 
wavelength assignment algorithm can be visually checked by simply 
checking whether there are tokens in place COLLISIONS or not. 

This monitoring function is also the reason why we implemented as 
many delay blocks as the number of available wavelengths. By doing this, 
you can check that no collisions occur on each internal wavelength. This 
would not be possible (or would be anyway more complex from the 
implementation point of view) in the case of a single delay block crossed by 
packets encoded on any wavelength. 
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Figure 5. The implementation of the functional block COLL_DETECTOR in the FDL buffer 

4.3 Simulation Performance 

An in depth analysis of the performance of this switching architecture is 
beyond the scopes of this work and the interested reader can refer to [6] for a 
detailed description of such results. On the other hand here we focus on 
giving some results on the simulation capabilities of the model described. 

We ran a series of simulations within two different environments. We 
first simulated a 4x4 switch with 10 wavelengths and then a 16x16 switch 
with 26 internal wavelengths. The FDL buffer was made of 3 stages with 16 
fibres per stage. The average packet length was chosen to be L=500 bytes 
and the unit of delay of the buffer D=30 bytes. With these values the 
maximum delay achievable was equal to 4095 D that is 4.1 )..ls assuming a 
link speed C=2.4 Gbitls. For each case we simulated about 10000, 100000 
and 1000000 packets using a Pentium II personal computer, with 256 
Mbytes of RAM and equipped with the Linux operating system. 
The following tables show the run time needed for each simulation. They 
also show the packet loss probability measured and the number of lost 
packets thus giving an idea of the degree of confidence which can be 
achieved. The simulation time was obtained using the Linux top command, 
measuring the effective CPU time used by each simulation. 

# of simulated 4x4 4x4 4x4 
packets Simulation # of Lost Packet Loss 

Run Time Packets 
10435 13" 59 5.654E-03 

106146 2'20" 734 6.915E-03 
1058356 23'26" 7326 6.940E-03 

Table 1. Numerical values of the simulation time for the 4x4 switch for various values of the 
number of simulated packets. The measured packet loss is also shown. 
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# of simulated 16x16 16x16 16x16 
packets Simulation # of Lost Packet Loss 

RunTime Packets 
10034 14" 1 l.OOOE-04 

102008 2' 14" 52 5.100E-04 
1011010 140' I" 507 5.0IOE-04 

Table 2. Numerical values of the simulation time for the 16x16 switch for various values of 
the number of simulated packets. The measured packet loss is also shown. 

5. CONCLUSIONS 

In this paper we presented an overview of the simulation model of an 
optical packet switch exploiting wavelength multiplexing for routing and 
delay lines for buffering of packets. The paper gives an overview of Artifex, 
the simulation tool that has been used, and presents the simulation model 
with some numerical results regarding the simulation time of typical system 
configurations. Furthermore, the implementation of the most significant 
functional sub-blocks has been described in detail. We believe this model 
can be of help to researchers facing similar tasks and can be used as a 
reference for the development of more complex models. 
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