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Abstract 
In this paper we propose a novel algorithm for the implementation of best 

effort services in ATM LANs. The algorithm is a peculiar version of ABR 

in which sources can transmit only at two different cell rates, the Peak Cell 

Rate (PCR) and Minimum Cell Rate (MCR); for this reason, the proposed 

algorithm is called Stop & Go ABR. The Stop & Go ABR algorithm is first 

described, and then evaluated by detailed simulation of a simple ATM LAN 

configuration with best effort TCP connections as well as interfering VBR 

connections, showing that it is capable of providing very good performance 

and fairness. 
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1 INTRODUCTION 

The data communication services typical of computer networks, such as Lo

cal Area Networks (LANs), Metropolitan Area Networks (MANs), and, most 

important, the Internet, are based on a datagram, or connectionless, packet 

switching approach, and generally do not guarantee the success in the delivery 

of the information, thus being often termed Best-Effort. 

This is in contrast with the traditional approaches adopted in telecommuni

cation networks, that are based on either circuit switching or packet switching 

with virtual circuits, also called connections, and that try to guarantee the 

delivery at the destination of the information generated at the source. 

The original conception ofthe Asynchronous Transfer Mode (ATM) was due 

to researchers in the telecommunications field, and as a result ATM is based 

on connection-oriented cell switching, and is naturally matched to guaranteed 

services, not to best effort services. 

The selection of the most adequate approach for the provision of best effort 
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services in ATM networks has been the subject of many debates within the 
technical literature as well as standardization committees. 

Today, two techniques are standardized for the provision of best effort ser
vices in ATM networks, known as the UBR and ABR service categories or 
transfer capabilities [6, 5]. 

UBR stands for Unspecified Bit Rate; UBR provides very simple means 
for the transfer of the data resulting from best effort services through ATM 
networks. The problem of UBR is that it can be quite inefficient [13, 11, 2], 
depending on the network configuration and load. 

ABR stands for Available Bit Rate; ABR provides algorithms with variable 
degree of sophistication and efficiency to exploit the bandwidth not used by 
guaranteed services for the transfer of the data resulting from best effort ser
vices through ATM networks. The problem of ABR is that the algorithms that 
permit good performance to be obtained are rather complex to implement. 

In particular, three ABR operating modes are specified (named EFCI, RRM 
and ERM respectively, see [5] for their description); all are based on the use of 
special flow control cells, called Resource Management (RM) cells, to notify 
sources about the congestion of ATM switches along the path followed by 
the connection. ABR sources are required to react to the information arriving 
from the network by adequately modifying (increasing or reducing) their cell 
transmission rates. 

The key to success of an ABR implementation is threefold: i) high perfor
mance; ii) robustness and great resilience; iii) low implementation cost both 
for the end-user and for the network nodes. Several proposals have appeared 
in literature, based either on theoretical approaches [10, 15, 9], or on more 
heuristic and empiric considerations [7, 12, 3]. Most of them try to optimize 
performance, while robustness and cost received less attention. 

In this paper we propose a novel algorithm for the implementation of best 
effort services in ATM LANs that is a peculiar version of ABR in which sources 
can transmit only at two different cell rates, the Peak Cell Rate (PCR) and 
Minimum Cell Rate (MCR). For this reason, the proposed algorithm is called 
Stop & Go ABR. 

2 STOP & GO ABR 

Stop & Go ABR is a version of ABR that was designed with the following 
main objectives in mind: i) be extremely simple to implement, both at end 
user ATM terminals and within ATM switches; ii) be acceptably efficient and 
fair in typical LAN environments; iii) be compliant with the ATM Forum 
Traffic Management Specification [5]. 

Stop & Go ABR can be considered a particular version of either the Rela
tive Rate Marking (RRM) or the Explicit Rate (ER) ABR operating modes, 
that allows only two values for the transmission speed of ABR sources: the 
Minimum Cell Rate (MCR) and the Peak Cell Rate (PCR). 
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Parameter Value Parameter Value Parameter Value 

Nrm 32 Mrm 2 TCR 10 

RIF 1 RDF 1 CDF 1 

TBE ID ATDF ID Trm ID 

MCR ID PCR ID ICR PCR/MCR 

Table 1 Parameter vector for Stop & Go ABR implementation, the label 
I.D. means that values are implementation dependent 

In this paper we shall consider Stop & Go ABR as deriving from RRM 
ABR by setting both the Rate Increase Factor (RIF) and the Rate Decrease 
Factor (RDF) to 1. 

Table 1 gives the ABR parameter vector that must be used in order to 
implement Stop & Go ABR. Most parameter values are fixed, hence reducing 
the complexity of the negotiation at connection setup; the others, identified 
in the table as Implementation Dependent (ID), can be either negotiated at 
connection setup or set by the network manager to a suitable value. 

For what the Initial Cell Rate (ICR) is concerned, it is assumed that ICR = 
PCR; however, if the network is not able to support a value of the Transient 

TBE 
Buffer Exposure (TBE) large enough to ensure that FRTT ~ PCR where 
FRTT is the round trip time measured at connection setup, then ICR must 
be set to MCR. 

The behavior of the source and destination ATM equipment in Stop & Go 
ABR is exactly as specified in Sections 5.10.4 and 5.10.5 in (5]. 

The switch behaviors are not standardized in (5], in order to leave space for 
the competition among equipment manufacturers. The study of Stop & Go 
ABR in this paper assumes that ATM switches use two separate buffers for 
each output interface: one buffer is used for high priority connections (CBR 
and/or VBR) and the second for ABR connections (that are considered to be 
of lower priority); moreover, switches are assumed to implement RRM ABR 
with a control algorithm based only on the ABR buffer occupancy. 

More precisely, the control algorithm within ATM switches is based on the 
comparison of the ABR queue length Q/ with a threshold t. The NI (No 
Increase) and CI (Congestion Indication) bits within backward RM cells are 
set as follows for all ABR connections: 

Q, < t ==} NI = 0 CI = 0 
Q1 > t ==} NI = 1 CI = 1 

(1) 

with no specific algorithm for the enforcement of fairness among different 
connections; in practice, the NI bit is not used. 
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In general, in RRM ABR, the NI and CI bits are used to form a 3-state 
feedback (when Cl=1, NI has no meaning) with the semantic "increase the 
cell rate" (NI=CI=O), "keep the actual cell rate" (N1=1,CI=O), and "decrease 
the cell rate" (NI=-,CI=1), but with just one threshold in the buffer it is 
impossible to discriminate more than two cases. 

The use of two thresholds in order to create an hysteresis cycle, and also use 
the NI bit, was shortly investigated, but was discarded for the following two 
reasons: i) a "Stop & Go" system has intrinsically only two states, so that the 
(N1=1,CI=0) combination has little meaning; ii) traffic configurations may 
arise where Q1 remains between the two thresholds while some connections 
are transmitting at their PCR and others are transmitting at their MCR, thus 
creating stable, unfair situations. 

Different ATM switch control algorithms, derived either from RRM ABR 
or from ER ABR, are being considered for further study on Stop & Go ABR. 

3 PERFORMANCE EVALUATION WITH TCP CONNECTIONS 

Stop & Go ABR was designed for the implementation of best effort services 
in LAN environments, where round trip delays are short, and congestion is 
not likely to arise in more than one node at a time. 

The performance analysis of Stop & Go ABR in such a setup must take into 
account the interactions between the control algorithms of Stop & Go ABR 
and those of TCP, that is by far the most widely used transport protocol for 
the provision of best-effort services in LANs. 

For this reason, in the characterization of the performance of Stop & Go 
ABR we studied its behavior with TCP connections in a rather simple LAN 
setup. We restrict the analysis to greedy TCP connections transmitting only 
maximum size segments whose dimension is 1460 bytes (this value is the one 
presently used on Ethernet LANs) excluding all overheads; to those we add a 
48-byte overhead (20 bytes for the TCP header, 20 for the IP header, and 8 
for AAL5 overheads). The TCP implementation used in the simulations is the 
officially distributed BSD TCP-reno 4.3, that was adapted to run on top of 
CLASS* [1, 4], a cell level ATM network simulator developed at Politecnico 
di Torino in co-operation with CSELT, the research centre of Telecom Italia. 
The only major modification introduced into the TCP code concerns the timer 
granularity that was set to 50 /LS, in order to adapt it to large bandwidth-delay 
product networks. 

*CLASS stands for Cell Level ATM network Services Simulator; it is entirely written in 
C language and portable on most computing platforms. More information on CLASS are 
available at the URL http: //vvv. tlc .polito. it/class .html. 
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Figure 1 Bottleneck topology 

Parameter Value Parameter Value Parameter Value 

TBE 500 ATDF 10.0 Trm 100 

MCR 1 Mbit/s ICR PCR 

Table 2 Implementation dependent ABR parameter values used in the sim
ulations 

3.1 The simulation scenario 

Fig. 1 presents the "bottleneck" topology, that can be considered a simplified 
representation of any LAN scenario, where only the congested node (node 1) is 
considered, together with the sources and destinations that load the congested 
output link. 

Several TCP transmitters (say n) are connected to node 1, and the corre
sponding TCP receivers are connected to node 2. The n TCP transmitters 
contend for the transmission resources on the congested link connecting nodes 
1 and 2. Both nodes implement Stop & Go ABR as described in Sect. 2; how
ever, only node 1 is congested, due to the demultiplexing in node 2 of all 
the TCP connections that cross the only link connecting the two nodes. The 
same congested link is also used by some background traffic that is not con
trolled with the ABR mechanism, since it is supposed to be generated by 
CBR or VBR sources, hence to have higher priority. TCP connections are 
unidirectional, and TCP receivers return only ACKs to the corresponding 
transmitters. 

Table 2 reports the values of the implementation dependent Stop & Go 
ABR parameters used in the simulations. The PCR value is one of the vari
ables of our study. The other variables in the study are the number of TCP 
connections, the background traffic characteristics, and t.he network span. 

In the scenario taken as a reference for the simulation experiments we as
sume that all links in the network have capacity 150 Mbitjs, that the link 
between the two nodes is 10 km long, and that the distance of transmit
ters from node 1 and that of receivers from node 2 are also 10 km, that is, 
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Lo = Lri = LRi = 10 km in Fig. 1. Such distances correspond to a round trip 
delay approximately equal to 0.15 ms, which can be assumed to be typical for 
medium size LANs, if processing delays are taken into account. The number 
of TCP connections is set to 3, and the background traffic is assumed to be 
generated by one On-Off VBR source with exponentially distributed On and 
Off periods that transmits at constant bit rate Cb during On periods. The 
average duration!! of the On and Off periods are 20,000 and 10,000 slots, re
spectively (roughly 56 and 28 ms), while Cb varies with the background traffic 
load; namely cb is 1.5 times the value of the background traffic load values in 
the horizontal axis of the plots shown in the following Subsection. The buffer 
sizes within the switch are 100 cells for the higher priority traffic (that does 
not need a large buffer), and 1,000 cells for the lower priority ABR traffic. 
This latter value corresponds to a buffer size of 53 kbytes, that is fairly small 
for the equipments available on the market. The threshold is set to 25% of 
the ABR buffer size; namely t = 250. 

If not otherwise stated, numerical results are obtained with the values just 
described for the reference simulation scenario. 

In order to measure the network performance, we use three different metrics. 

TCP good put - this is the throughput seen by the TCP end user, after all 
faulty and duplicated TCP segments have been discarded. 

TCP efficiency - this is the ratio between the goodput and the load offered 
by the TCP transmitter. 

Link Waste (LW) - this is the bandwidth that remains unused on the bot
tleneck link, expressed as a fraction of the link capacity. 

3.2 Numerical results 

Let us first of all analyse the impact of the PCR value on the network perfor
mance in the reference simulation scenario with Stop & Go ABR. 

Fig. 2 presents 4 plots where the value of the PCR of the three TCP con
nections is varied. 

All results are plotted against the background offered load. The left vertical 
scale measures the goodput of the three TCP connection, that are reported 
with solid lines; the dot-dashed line represent the capacity theoretically avail
able for each TCP connection (thus, ideally, all solid lines should lie on the 
dot-dashed line). The left vertical scale measures the efficiency of the three 
TCP connections (reported with dashed lines, that ideally should be equal to 
1), as well as the link waste (reported as a dotted line, that hopefully should 
be as near as possible to 0). 

The 4 plots refer to the values PCR = 25, 50, 75, and 100 Mbit/s, as in
dicated on each plot. The overall network performance is quite satisfactory, 
showing a good exploitation of the network resources with high efficiency, 
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Figure 2 Performance with 3 TCP connections with equal length and PCR 

together with a surprising degree of fairness, given the simplicity of the im
plementation. 

It is remarkable that also when the peak load offered by the ABR con
nections (PCR = 100 Mbit/s - lower right plot) is twice the link capac
ity, the behavior of the network is fair and quite smooth, while it has been 
shown [13, 11, 8, 2] that plain TOP over ATM generally shows a poor behavior. 

Considering the plot for PCR = 25 Mbit/s, one might expect that, as 
the background load increases and reaches 75 Mbit/s, the goodput of the 
TCP connections, that at lower loads were rate limited, reaches the available 
capacity. In fact, the characteristics of the background traffic prevent this 
behavior: since the background traffic is generated by one On-Off source, the 
spare capacity mainly results from silence periods of the On-Off source, that 
the TCP connections can not exploit due to their PCR limitation. 

One final remark on the PCR = 50 Mbit/s plot: the performance in this 
case is so much better than in other cases because the sum of the PCRs is 
exactly equal to the link capacity and the background traffic is On-Off - a 
situation that is probably not realistic. 

A specific comment is needed for the efficiency curves. It is in general ex
pected that the efficiency drops below 1 when cells are lost in the network 
and, as a consequence, faulty segments are discarded at the receiver, trig
gering the retransmission of the lost segment either for a timeout expiration 
or, more probably, for repeated ACKs reception at the source. However, no 
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TCP cells are dropped either from the ABR buffer in the congested node, or 
anywhere else in the network during the simulation runs, hence the efficiency 
reduction is due to some different cause. As a matter of fact, the expiration 
of a retransmission timer is not necessarily triggered by a segment loss, but 
it can be due to an exceedingly long time before the ACK comes back. The 
TCP retransmission timer T0 are set according to the formula T0 = flt + 4&t 
where flt and Ut are smoothed estimations of the round trip time average and 
standard deviation computed by TCP with the algorithm proposed by Van 
Jacobson (see [14] pp. 300). When the background is Off for a reasonably long 
time flt is very close to the propagation round trip time, i.e., ~ 0.15 ms in 
our case, and ift is very small, so that T0 is set to a very small value, say 
< 1 ms. When the background traffic source switches to the On state, it is 
served with priority within the node, and TCP traffic must wait until capacity 
is available to serve it. The PCR of the background traffic for a background 
load of 100 Mbit/s is 150 Mbitjs, so that during the whole duration of an On 
period, whose average is roughly 56 ms, TCP traffic is not served: under these 
circumstances it is common that a timeout expires even if no cells have been 
lost in the network. It might be argued that setting the TCP timer granular
ity to a larger value can avoid this phenomenon, but indeed this is true only 
to a very limited extent. If the granularity is increased to 100 or 500 J.tS, the 
qualitative behavior described above is not modified; if the timer granularity 
is instead increased to a value much larger than the propagation delay, say 
50 or 100 ms, that are values pretty similar to those used in today imple
mentations, the above phenomenon is probably avoided, but TCP becomes 
completely unable to adapt to network changes since its sensitivity is too low 
to detect congestion. 

The efficiency reduction is due to this phenomenon not only in the results 
presented in Fig. 2, but also in all other results presented throughout the 
paper, since cell losses were never observed in simulation runs. 

Let us now consider a slightly different situation, where each TCP source 
is at a different distance from the congested ATM switch. 

Fig. 3 reports the results for the same PCR values of Fig. 2, but with link 
lengths £ 1 = 1 km, £2 = 5 km and £3 = 10 km, respectively. 

The behavior of TCP is known to be biased against longer connections; 
however, if the ABR mechanism is able to prevent cell losses, the TCP con
gestion control mechanism is not triggered, and the performance is dictated by 
the ABR control loop, whose behavior is influenced by the loop delay. Fig. 3, 
however, shows that the overall network performance is satisfactory, and even 
fairness does not suffer appreciably form the different source distances from 
the control point, even if they vary over an order of magnitude. The reason for 
this quite good behavior lies in the fact that the ABR feedback is intrinsically 

sampled: neglecting delay jitters, it is sent once every t1 = -N1 ·Re·t. seconds, 
rm 
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Figure 3 Performance with 3 TCP connections with different length and 
equal PCR 

where Re is the effective rate of the source*, and ts is the slot duration. In the 
case under consideration t1 varies between 136 J-lS when Re = 100 Mbit/s and 
13.6 ms, when Re = 1 Mbit/s: both values are larger than the control loop 
delay of the 10 km connection that is roughly 50 J-tS. In practice this means 
that the sampled closed loop system has a transfer functions whose response 
delay is equal to 1 sample independently from the source distance. 

Fig. 4 shows performance results in the case when TCP connections have 
different PCRs; both cases of equal length connections and of different length 
connections are considered. 

The good put of TCP connections is proportional to their PCR, as it might 
be expected, and as it is probably perceived as "fair" from both the users and 
the network point of view. Once again, connection lengths have a marginal 
impact on performance; in particular, if we observe the lower plots, that refer 
to the case of different length connections, it is clear that the source with 
higher PCR gets the most out of the network, independently from being the 
nearest or the farthest from the congested node. 

Up to now we have considered a rather small LAN scenario, where Stop & 
Go ABR proved to perform quite well; this scenario was considered because 

•rr the connection is persistent, as in our study, Re is equal to the Current Cell Rate (CCR) 
read in the backward RM cells; however in the general case the source can transmit at lower 
rates, or even be silent. 
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Figure 4 Performance with 3 TCP connections with different lengths and 
PCRs 

we believe it can be the most reasonable for the application of Stop & Go 
ABR; however, the reader might think that we restricted our analysis to such 
scenario because in more complex environments Stop & Go ABR provides 
poor performance. In order to show that this is not the case, we also provide 
a glimpse to the performance of Stop & Go ABR under different operating 
conditions. 

Fig. 5 presents performance results for Stop & Go ABR in a scenario with 
10 TCP connections in a network that spans 300 km (i.e., La = LT; = LRi = 
100 km). The high-priority background traffic is now obtained by the super
position of 10 On-Off sources with burstiness 10. The On and Off periods 
are exponentially distributed with average equal to 3000 and 27000 slots, 
respectively, and the PCR of each connection is equal to the global offered 
background traffic load. The ABR buffer size is 5,000 cells and t = 1250 cells, 
keeping the same ratio to the buffer size as for the previous cases; the buffer 
size for the high-priority background traffic is increased to 10,000 cells, since 
for high loads the sum of the background traffic PCR is greater than the link 
capacity. 

From the curves in Fig. 5 we see that the performance of Stop & Go ABR 
is still rather good, even if the bandwidth-delay product has been increased 
by one order of magnitude. By comparing these results with those discussed 
before, it can be seen that the efficiency of TCP connections deteriorates more 
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Figure 5 Performance with 10 TCP connections with equal length and PCR 

smoothly as the background traffic load increases: this is not due to the larger 
network span, but to the different characteristics of the background traffic 
that, being produced by 10 sources, shows a greater variability. It is worthwhile 
noticing that even in the lower right plot, where the sum of the ABR PCRs 
is more than 8 times the link capacity, the behavior is still very smooth and 
fair, and the Stop & Go algorithm prevents the network from losing any cell 
of the ABR connections; the same is not true for the background traffic that, 
even with a 10,000 cell buffer and priority over ABR traffic, suffers from cell 
losses (not shown in the plots) for loads greater than 60 Mbitjs. 

4 CONCLUSIONS 

In this paper we described the Stop & Go ABR algorithm, that is a peculiar 
version of ABR in which sources can transmit only at two different cell rates, 
called peak cell rate (PCR) and minimum cell rate (MCR). 

The performance and fairness of Stop & Go ABR were evaluated by de
tailed simulation of a simple ATM LAN configuration with best effort TCP 
connections as well as interfering VBR connections. 

Numerical results showed that Stop & Go ABR is capable of providing very 
good performance and fairness for a range of different parameter values. 

Rather surprisingly, Stop & Go ABR proved to perform quite well even in 
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the case of network spans of the order of hundreds of km, and very bursty 
interfering VBR connections. 

Further studies on Stop & Go ABR will consider different switch control 
algorithms deriving either from RRM ABR or ER ABR. 
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