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Abstract In this paper we propose a simple Fair Cell Discarding (FCD) algorithm 
with virtual per-VC queueing. The main objective of FCD algorithm is 
to redistribute the cell losses according to each connection's QoS require
ment. In case the buffer is full, the newly arrived cell is not automatically 
discarded but rather a cell from a sub-queue U which is selected accord
ing to a fairness criterion which is defined by connections mean arrival 
rates and their QoS (Quality of Service) such as CLR (Cell Loss Ratio) 
requirements. Extensive analytical analysis and simulations have been 
conducted to evaluate FCD algorithm's property and to validate its ef
fectiveness under various traffic and switch configurations. Our study 
reveals that a very simple approach like FCD can actually differentiate 
connections with different traffic characteristics and QoS requirements; 
and satisfy their specified QoS as long as a minimum amount of resources 
(bandwidth and total buffer space) is allocated for guaranteeing the ag
gregate QoS/CLR requirement of all active connections. 

Keywords: ATM Neworks, quality of service, per-VC queueing, fairness, selective cell 
discard. 

1. INTRODUCTION 
ATM networks have become a reality. However, how to successfully 

provide a specified QoS (Quality of Service), and in particular how to 
differentiate connections with different QoS requirements, is an impor
tant open issue which will impact the success of ATM technology in 
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heterogeneous network environments and yet is far from a satisfying 
resolution. 

In this paper, we argue that in order to guarantee individual con
nection's QoS, a Per-VC queueing architecture should be used, and in
telligence must be added to the cell discarding process. We tackle the 
issue by proposing a Fair Cell Discarding (FCD) algorithm with virtual 
per-VC queueing. 

In the past, much effort has been spent focusing on methods for 
increasing network efficiency by maximizing statistical gain while still 
guaranteeing connections QoS, and most of that work is based on a 
single FIFO (First In First Out) buffer for all connections. The obvi
ous problem with this approach is that there is no way that one can 
distinguish one connection from another without adding some costly en
hancement. A previous study (Mang et al., 1996) shows that in a single 
FIFO queueing system, if the cells are dropped upon arrival in case of 
buffer overflow, for a given set of connections, the burstier connections 
experience a higher CLR (Cell Loss Ratio) and actually exceed their 
QoS threshold, while the QoS of aggregate traffic is still satisfied. 

In contrast to a single FIFO queueing architecture, per-VC queueing 
provides a more flexible and natural architecture for enhancing traffic 
management at ATM switches. Assuming per-VC queueing architecture 
at the ATM switch, which is already a reality, one needs to decide how 
to fairly distribute shared resources across active connections in order 
to provide QoS assurance to individual (or groups of) connections. Re
source re-distribution can be in various forms, i.e. service scheduling 
(Parekh et al., 1993) (Golestani, 1994)(Lee et al., 1994)(Demers /em et 
al. 1989) (Archambault et al., 1996), buffer management (Choudhury 
et al., 1996)(Collier et al., 1996) (Takagi et al., 1991) and selective cell 
discarding (Yang et al., 1996) (Conway et al., 1996)(Kawahara et al., 
1996) (Chen et al., 1996)(Heyman et al., 1992)(Wilson et al., 1996) at 
moments of resource scarcity. Service scheduling primarily deals with 
how to fairly allocate available bandwidth to a set of connections. It 
regulates queue length distribution for each logical sub-queue, but has 
no control over which cell should be dropped or discarded in the event 
of buffer overflow. This in turn is handled through buffer management 
and selective cell discarding schemes. They both control access to the 
buffer space. 

A variety of buffer sharing strategies is summarized and analyzed in 
(Collier et al., 1996) under non-uniform bursty traffic. Some well known 
strategies are complete partitioning, complete sharing, partial sharing, 
sharing with minimum allocation, sharing with maximum queue length, 
and fair sharing. All these sharing schemes require some pre-calculated 
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threshold values, which demand prior knowledge of traffic characteris
tics and of the service discipline to be used, and, therefore, are very 
difficult to determine. In (Choudhury et al., 1996), a dynamic queue 
length thresholds scheme is proposed to selectively drop packets where 
the maximum permissible length for any individual queue at any instant 
of time is a function of the unused buffering in the switch. Compared 
with the static threshold scheme, this scheme automatically adapts to 
load variation among output queues, and hence it is more robust. How
ever, the assurance of cell loss requirements for individual connections 
is not addressed in any of the above schemes. 

A weighted fair blocking (WFB) mechanism for discrete-time mul
tiplexing is proposed in (Conway et al., 1996). WFB rejects some of 
the packets in a batch arrival when there is an insufficient number of 
available buffers. Although it is claimed that WFB decouples buffer 
dimensioning from parameterization of the discard mechanism, the pro
cess of determining appropriate weights so as to satisfy different loss 
requirements in a heterogeneous traffic environment remains as diffi
cult as determining appropriate threshold values in any threshold based 
control policies. The fact that linear programming approach is used in 
the calculation of the packet selection probabilities and prior knowledge 
of source traffic characteristics is required further prevents WFB from 
being a practical solution. 

In (Heyman et al., 1992)(Yang et al., 1996) the cell loss performanc 
e of individual connections is addressed through selective discarding. In 
(Heyman et al., 1992), the ATM multiplexer keeps track of accumulated 
cell losses for all active connections. When a new cell arrives, if the 
buffer is full that cell is not automatically dropped. Instead, a cell from 
a connection that has the lowest current accumulated loss rate (among 
all connections that have cells currently in the buffer) is dropped. The 
arriving cell is dropped only if its connection has the lowest loss rate 
so far. This approach is based on the homogeneous traffic assumption. 
Since it requires on-line measurements of both number of losses and 
arrivals, this approach can only remain as an illustration of how selective 
discarding affects cell loss performance of individual connections rather 
than 

a practical solution. A generalized version of the above, a "QoS
scheme", is given in (Yang et al., 1996) to deal with situations where 
traffic stre ams have different traffic characteristics as well as different 
loss (QoS) requirements. When a cell arrives and the buffer is full, a 
cell is discarded only if it belongs to a connection with the smallest 
ratio between its loss ratio measurement and its loss requirement, a 
predefined number. The limitations of this QoS-scheme are that on-line 
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measurements of cell loss ratio are required, and it is not effective if all 
connections are not equally demanding. 

The main objective of the FCD algorithm we propose here is to re
distribute cell losses according to each connection's QoS requirement. 
The model we consider in our study is an ATM statistical multiplexer 
with a complete shared output port buffering. FCD employs a fairness 
criterion defined as a function of traffic load and CLR requirements. We 
define Ltair as connection x's Fair Ratio of Loss (FRL): 

L fair _ AxPx 
- N 

x Lx=l AxPx 
(1.1) 

here Ax stands for the mean arrival rate of connection x, N is the total 
number of active connections, and Px is connection x's CLR requirement 
. FCD employs an approach similar to one suggested in (Heyman et al., 
1992)(Yang et al., 1996) where, in case the buffer is full, the newly 
arriving cell is not automatically discarded but rather a cell from a sub
queue u which is selected according to the fairness criterion Here, 
for the first time, we provide an explicit implementation for how to select 
and discard cells. In the above existing methods only observations and 
selective discard principles are reported. None of those proposals provide 
the mechanism to deal with the situation where the newly arriving cell 
does not belong to the selected connection or the su bqueue of the selected 
connection is empty. By introducing a Bargain Vector, we provide a 
very effective and practical way to handle this situation. If the selected 
sub-queue u is empty, a cell can be discarded from another non-empty 
sub-queue. This event is recorded by a Bargain Vector B. The reason we 
call B a Bargain Vector is that it keeps a record of loss exchange between 
connections. At time t 1 connection u may lose a cell for connection v, 
and at t 2 connection w may lose a cell for connection u, and so forth. The 
content of Bargain Vector B is a set of integers. For n > 0, Bu = n means 
that n cells were discarded from connection u because other selected sub
queues were empty, while Bu = -n means that n cells were discarded 
from other sub-queues because the selected sub-queue u was empty. In 
the long run, the use of Bargain Vector B further enhances the fairness 
preserved by FRL of 1.1. 

In our proposed scheme, per-VC queueing architecture can be gen
eralized into per-class queueing. A class is a group of VCs which have 
similar traffic characteristics and QoS requirements. Such generaliza
tion tackles the concerns when there are thousands of VCs. Current 
(available on the market) ATM switches support up to 12K VC/VPs. 

We describe the FCD algorithm and discuss its properties in Section 2. 
We devote Section 3 to validating the effectiveness of FCD under various 
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traffic scenarios and switch configurations. In Section 4, we conclude our 
study and highlight our findings. Mathematical proofs are given in the 
Appendix. 

2. FAIR CELL DISCARDING ALGORITHM 
2.1 FCD DESCRIPTION 

The model we consider in our study is a complete buffer sharing 
scheme, where cells from different connections form logical sub-queues. 
Let Qx be the sub-queue length of connection x and S be the buffer size, 
the FCD algorithm is given as follow: 

Intialize: 

N is the number of active connections; 

For x=1:N Calculate Ltair, Bx = 0 

After a call is accepted: 

N=N+1; 

For x=1:N Calculate Ltair 

When a cell of connection w arrives 

1. IF Ex Q x = S {Buffer is full) 

(a) Select u E {1, N} according to L[air 
• Option I - Deterministic selection 
• Option II - Probabilistic selection 

{b} IF Q u = 0 or Bu > 0 

Choose v by Bv = min{Bx; Qx > 0} 
Update B: Bv = Bv + 1 and Bu = Bu- 1 

ELSE 
V=U 

(c) IF v=w 
Discard the newly arrived cell 

ELSE 
Discard a cell from sub-queue v 
Put newly arrived cell in the sub-queue w 

2. ELSE (Buffer is not full} 

Put newly arrived cell in the sub-queue w 
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In Table 1.1 we demonstrate how the values of B can be updated for 
the case of 3 connections. The total buffer size is S = 60( cells) and tn 
stands for the instant of the nth example. If a connection is selected at 
tn, its corresponding queue length is underlined. If a connection's queue 
length or its bargain vector value is updated at the updated value 
is highlighted in bold. Note that after the update, the total number of 
cells in the buffer is 59, leaving room for the new cell. 

Table 1.1 How FCD Works 

ttftt t2/tt t3/tt t4/tt ts/tt 
Ql 28/27 55/55 Q/0 15/15 fi/5 
B1 0/0 0/0 -3/-4 1/1 0/0 

Q2 2/2 Q/0 60/59 20/19 40/40 
B2 0/0 0/-1 5/6 -2/-1 -1/-1 

Q3 30/30 5/4 0/0 25/25 14/14 
B3 0/0 0/1 -2/-2 1/0 0/0 

The above table can be further explained as following: 

• t1: Selected Q1 > 0, B1 = 0; discard one cell from Q1. 

• t 2: Selected Q2 = 0; update B2 and B3 ; discard one cell from Q 3 • 

• t 3 : Selected Q 1 = 0; update B1 and B2 ; discard one cell from Q 2 . 

• t4: Selected Q3 > 0, B3 > 0, B2 = min(Bb B2, B3); update B2 
and B3; discard one cell from Q2. 

• ts: Selected Q1 > 0, B1 = 0; discard one cell from Q1 

There are two alternatives of implementing selection process of step 1( a) 
in the above FCD algorithm: 

Option I - Deterministic implementation. Connection u is ob
tained in a Round Robin fashion from a Discard Table (DT) whose 
entries are integers of {1, N} representing active connections. A sim
ple generalized round robin algorithm for constructing DT based on the 
vector given in (Arian at al., 1992). The algorithm is optimal 
for N = 2 and pseudo-optimal for N > 2. The DT has to be recomputed 
whenever a connection is added or terminated. 
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Option II - Probabilistic selection. Connection u is obtained ac
cording to the distribution using a random number generator. 

2.2 PROPERTIES OF FCD 
We now state some theoretical properties of the FCD algorithm. Proofs 

are given in the Appendix. 

Property I. For given total buffer size and total bandwidth, the FCD 
algorithm is path-wise equivalent {in terms of total cell losses) to com
plete buffer sharing schemes where cell dropping occur upon cell arrival. 

Property II. For given buffer size and bandwidths C1 > C2, the re
sulting CLRs (Cell Loss Ratios) satisfy 

Pt(Ct) _ P2(Ct) _ _ PN(Ct) < l 
Pt(C2)- P2(C2) - ... - PN(C2) 

Properties I and II do not claim that FCD controls the aggregate loss 
performance, but rather that it re-distributes the losses across connec
tions in a fair manner. A direct benefit from Propertys I and II is that 
FCD adds more freedom to the CAC (Connection Admission Control) 
process and reduces buffer management overhead. In FCD one can have 
both,the efficiency of complete shared buffering and the performance ad
vantages of dedicated buffering. The latter is achieved through selective 
discarding where a new arrival is not automatically rejected when the 
buffer is full. 

Property III. If a subset of connections submits traffic at a 
lower mean rate, than their declared rate, Av, i.e. < Av, then the 
resulting CLRs satisfy 

VuE {l,N}. 

and 

(b) 
* * Pw < Pv, 

Pw Pv 
Vw V and Vv E V 

Property III implies that if a connection u is submitting traffic at a 
lower rate than what it declares, all active connections' loss rates are 
lower; however, this particular connection u's normalized CLR is higher 
than the others. We define "normalized CLR" as actual CLR . Also CLR requ•rement 
from Property II we note that if all active connections are submitting 
traffic at their declared rates, FCD guarantees their normalized CLR to 
be equal. 
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Property IV. If a subset of connections submits traffic at a 
higher mean rate, than their declared rate, Av, i.e. > >.v, then the 
resulting CLRs satisfy 

VuE {1,N}. 

and 
(b) 

* * Pw > Pv, 
Pw Pv 

Vw V and Vv E V 

Property IV states that if some connections violate their traffic con
tracts, all connections' QoS will be degraded. In order to protect con
forming sources from violating sources, a misbehaved traffic will be 
tagged by UPC (Usage Parameter Control) and in case of buffer over
flow, arriving tagged cells are discarded first before FCD is applied. 

2.3 ROBUSTNESS OF FCD 
Regarding the use of the bargain vector, a question one may ask is 

whether B needs to be reset periodically. If connection u is silent for 
!:l.T period, then IBu(!:l.T + t)- Bu(t)l ::; PuAu!:l.T, and the time needed 
to accumulate one debt will be 

T >-1-
s - PuAu 

Assume that most of applications' mean rates are in the range of megabits 
per second (1M bps = 2359cells /sec), and CLR requirements are around 
10-7 , it is safe to say that Ts is around 4240 seconds. For instance if a 
connection is idle for more than one hour and its mean rate is 1 Mbps 
and its CLR requirement is 10-7 , we have 1Bu(1hour)l::; 1. In order to 
have more than 10 debts, on average it will take more than 10 hours. 
It is very rare for a connection to be silent for such a long period of 
time and still be considered an active connection. Thus in conclusion, 
normally the periodical reset of Bargain Vector is not necessary. 

The bargain vector can also adapt to connection dynamics. When a 
new connection is accepted or an existing connection is terminated, there 
is no need to reset B. The reason is that FCD always picks a connection 
with min{Bx}, which has a significant implication for the case that a 
connection is terminated. For instance, let u be the connection being 
terminated, with a bargain vector value of Bu. 

• If Bu ::; 0, it implies that some of remaining active connections 
lost more cells for u, which is also reflected in B#u• x E {1, N}. 
The selection rule of min { Bx} ensures that the remaining active 
connections share those Bu losses left over by connection u fairly. 
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Table 1.2 Traffic types (classes) used in simulation studiesSEEE 

Type 1 2 3 4 5 6 

Peak rate (Mbs/sec) 10 5 2.5 2 5 2.5 
Mean rate (Mbs/sec) 1 1 1 1 0.5 0.2 
Burst length (ms) 13 26 52 65 26 26 
Mean rate/Peak rate 0.1 0.2 0.4 0.5 0.1 0.8 
SCV( x 102) 5.96 3.92 2.20 1.53 5.96 2.59 

SCV stands for Squared Coefficient of Variation of the interarrival time. 

• If Bu 2': 0, it means that connection u have lost more cells than its 
fair share. Again the selecting rule of min{Bx} allows the remain
ing active connections to equally benefit from it. from it. 

• The value of Bu only represents a relative measure. Bu 2': 0 does 
not mean that u's CLR exceeds its requirement during its life time, 
neither does Bu ::; 0 mean that remaining active connections' CLRs 
are higher than their requirements. 

3. PERFORMANCE OF FCD 
The performance of FCD have been carefully evaluated and validated 

via extensive simulations. In this cestion, we describe the simulation 
methodology and discuss the results. 

3.1 SIMULATION MODEL 
In our study, six types of On-Off sources are used and their charac

teristics are described in Table 1.2. The simulation runs were indepen
dently replicated 20 times, and each run included the transmission of 
2 x 107 cells. Confidence intervals are calculated using the Student - t 
distribution with 98% confidence. In order to perform the simulations 
with sufficient statistical quality and also within a reasonable time, we 
chose the values of desired cell loss ratio 10-4 , 2 x 10-4 and 5 x 10-4 • 

Although 10-4 cell loss ratio is higher than that of some real applica
tions, it does not preclude us from demonstrating the effectiveness of the 
method. This can be justified by Theorems I and II and was verified by 
experiments not shown here. 

FCD's loss fairness is measured by the following error function. Let 
LSx be the number of cell losses of connection x collected during the 
simulation life time, and ]( be total number of simulation runs, we then 
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Simulation Results with 10 Connections: DUA + WRR 

Allocated Bandwidth= 28.72(Mbs/sec) 
Buffer Size = 306(cells) 

Heterogeneous Traffic 
Type 1: VC1, VC2 
Type 2: VC3, VC4, VCS, VC6 
Type 3: VC7, VCB, VC9 
Type4: VC10 

Homogeneous CLR 
10"(-4) 
10"(-4) 
10"(-4) 
10"(-4) 

Connection# 

Figure 1.1 Steady state- homogeneous CLR with DUA 

define an error function called Fair Error (FE) to measure the fairness 
performance: 

'\'K '\'N (1 _ . LS )2 
uk=l ux=l Lja1r '\'N LS 

FE= x uy=l Y 

K(N- 1) 

In the following sections we present the performance of FCD in two 
ways: (i) via monitoring its transient loss behaviours under various traf
fic and switch configurations; (ii) by showing long-term loss performance 
in terms of mean and confidence interval of CLR over the entire simu
lation run time. Confidence intervals are shown as vertical solid lines in 
the long-term figures. 

3.2 LOSS PERFORMANCE: FCD VS DUA 
We first compare the loss performance of FCD to that of DUA. The 

traffic configuration of simulation results reported in Figures 1.1 to 1.10 
are heterogeneous. For each simulation configuration, the aggregate traf
fic is a random combination of various traffic types given in Table 1.2. 
We evaluate the FCD algorithm using both homogeneous and hetero
geneous CLR requirements. The total active number of connections we 
used in our simulations varies from 10 to 20. However, due to the space 
limitation, we only report results of 10 active connections. We should 
note that no matter whether the configuration is homogeneous or het
erogeneous, from Property II, the resulting normalized CLR should be 
the same for all active connections if FCD is used. 

The results of Figures 1.1 and 1.2 show that although all active con
nections have the same traffic load (mean rate) and the same CLR re-
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Transient Behaviour of Cell Losses: DUA + WAR 

Allocated Bandwidth= 28.72(Mbs/sec) 
··... Buffer Size= 306(cells) 

are multiplexed and only 3 are shown 

·-- .... ___ ,._ - - -
0 J·.._ 

···- .... 

........... 

_3 
a; 
(.) 

' '' 

Heterogeneous Traffic 
... VC1. Type 1 
-.-. VC2, Type 1 
--- VC10, Type 4 

Homogeneous CLR 
10'(-4) 
10'(-4) 
10'(-4) 

10-so':--c;;,oo::;-----;::2o=-o --;:;.oo:;:---' 
Simulation Time (sec) 

Fi,qure 1.2 Sample path- homogeneous CLR with DUA 

quirements, by using DUA, the burstier sources (i.e., VC 1 and VC 2) 
experience a higher CLR than the less bursty connections. While the re
sults of Figures 1.5 and 1.6 further demonstrate the fact that regardless 
of the CLR requirements, fot the DUA dropping policy, the actual CLR 
experienced by an individual connection is controlled by its burstiness 
and its peak rate relative to others. For instance, less bursty connections 
(i.e., VC 8, VC 9 and VC 10) with higher CLR requirements actually 
result in smaller CLRs than that of burstier ones (i.e., VC 1, VC 2, and 
VC 3) with lower CLR requirements. Also for the same burstiness char
acteristics (i.e. peak rate to mean rate ratio and squared coefficient of 
variation of the interarrival time of cells), if D U A is used as a dropping 
policy, the connections with higher peak rates (i.e. VC 1, VC 2 and VC 
3) experience higher CLRs than that with lower peak rates (i.e. VC 4, 
VC 5, VC 6 and VC 7). 

Comparing the simulation results of using FCD to these of using DUA 
(Figures 1.3, 1.4, 1.7, 1.8 versus Figures 1.1, 1.2, 1.5, 1.6 respectively), 
the effectiveness of FCD is obvious. We observe that FCD successfully 
breaks the "loss dependency" on traffic burstiness and regulates the loss 
distribution across connections according to their individual loss require
ments. Here "loss dependency" is a relative term across connections 
rather than an absolute value of CLR. In order to understand and fully 
evaluate the performance of FCD both in steady state and its transient 
behaviour, we have constructed various configurations as shown in Table 
1.4. FCD yields very satisfactory results for all cases we investigate here. 

It is trivial to interpret the results where all connections have the 
same CLR requirements. We, thus, describe the simulation results 
of heterogeneous CLR requirements in greater detail. We generated 
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Simulation Results with 10 Connections: Deterministic FCD + WRA 

Allocated Bandwidth= 2e.72(Mbs/sec) 
Buffer Size = 306(cells) 

Heterogeneous Traffic 
Type 1: Vet, Ve2 
Type 2: Ve3, Ve4, ves, vee 
Type 3: Ve7, vee. Ve9 
Type4: veto 

Homogeneous CLR 
10"(-4) 
10"(-4) 
10"(-4) 
10"(-4) 

Connection # 

Figure 1.3 Steady state- homogeneous CLR with FCD 

10_, 

Transient Behaviour of Cell Losses: Deterministic FCD + WRR 

Allocated Bandwidth= 2e.72(Mbs/sec) 
Buffer Size = 306(cells) 
10 Connections are multiplexed and only 3 are shown 

I "' ............ 

:g 
.3 

Heterogeneous Traffic 
... vet, Type 1 
-.-. Ve2, Type 1 
---VetO, Type 4 

Homogeneous CLR 
10"(-4) 
10"(-4) 
10"(-4) 

Simulation Time (sec) 

Figure 1.4 Sample path - homogeneous CLR with FCD 

Simulation Results with 10 eonnecthons: DUA + WAR 

10_. 

... 

Allocated Bandwidth = 25.e6(Mbs/sec) 
Buffer Size = 306(cells) 

Heterogeneous Traffic 
Type 1: Vet, Ve2, Ve3 
Type 5: Ve4, ves. Ve6, Ve7 
TypeS: vee. vee, veto 

Heterogeneous CLR 
10"(-4) 
2xt0"(-4) 
Sx!Cl"(-4) 

10-7 

Connection # 

Figure 1.5 Steady state- heterogeneous CLR with DUA 

464 



Transient Behaviour of Cell Losses: DUA +WAR 

I Allocated Bandwidth = 25.86(Mbs/sec) 
Buffer Size = 306(cells) 
10 Connections are multiplexed and only 3 are shown 

.., 
I · ;·-t·- .. ··· 
! \'·,_ 

\- .. ---- j-·-·-·-·-m 
::;; 

.:--- _-

' 
Hetefogeneous Traffic 
... V01, Type 1 
-.-. yes, Type 5 
--- VC10, Type 6 

Heterogeneous CLR 
Hl"(-4) 
2x1Cl"(-4) 
5x10"(-4) 

10-2o=----.=oo=----'-:'400=----:::soo:::-----:soo=:---:-::,ooo'::::-----:,-::2o=-o ---:-,400-:::::-----.,,:-:soo 
(b) Simulation Time (sec) 

Figure 1. 6 Sensitivity to heterogeneous CLR requirements - sample path heterogene 
ous CLR with DUA 

... ?.!<.1!Y.'HL ... 

Allocated Bandwidth = 25.86(Mbs/sec) 
Buffer Size = 306(cells) 

Heterogeneous Traffic 
Type 1: VC1, VC2, VC3 
Type 5: VC4, VC5, VC6, VC7 
TypeS: VC8, VC9, VC10 

Heterogeneous CLR 
10"(-4) 
2x10"(-4) 
5x10"(-4) 

Connection # 

Figure 1. 7 Steady state - heterogeneous CLR with FCD 

Figures 1.6 and 1.8 through normalizing the sample paths of simula
tions for using DUA and FCD respectively. By "normalizing" we mean 
SimulationMe_asuredCLR. From Property II ideally all connections' nor-

CLRR'}'Jmrement ' 
malized cLRs should be the same. Figure 1.6 simply shows the very 
unsatisfactory results of DUA; while Figure 1.8 demonstrates the signif
icant effectiveness of FCD. 

3.3 SENSITIVITY TO DIFFERENT 
SCHEDULING ALGORITHMS 

As mentioned above, scheduling algorithms affect sub-queue length 
distribution whose dynamics in turn directly impact FCD's short term 
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Allocated Bandwidth = 25.86(Mbs/sec) 
Buffer Size = 306(cells) 
10 Connections are multiplexed and only 3 are shown 

' 
HeteCogeneous Traffic 
... VC1, Type 1 
-.-. '\'C6, Type 5 
-- VC10, Type 6 

Heterogeneous CLR 
1QA(-4) 
2x1QA(-4) 
5x1QA(-4) 

(b) Simulation Time (sec) 

Figure 1.8 Sensitivity to heterogeneous CLR requirements- sample path- heterogen 
eous CLR with FCD 

fairness preserved by L£air. For instance, the probability that one finds 
a sub-queue length to be zero varies with different service scheduling 
algorithms. However, in practice, the extreme case where a chosen con
nection's sub-queue is always zero is very rare and should be avoided by 
any kind of scheduling algorithm. In our simulations we have used two 
kinds of service scheduling algorithms: Weighted Round Robin (WRR) 
and Equally Weighted Round Robin (ERR). Since our purpose here is 
to show differences induced by using different service scheduling algo
rithms, how to assign weights in WRR is not our concern in this paper. 
However, we do believe in assigning weights based on traffic characteris
tics. Also we chose to assign weights that are dramatically different from 
ERR so as to investigate the dependency between FCD and the service 
discipline. For the cases where 10 active connections are multiplexed, 
the weights used in simulations with homogeneous CLR requirements 
are given in Table 1.3 as Policy I and that used in simulations with 
heterogeneous CLR requirements as Policy II. 

We have run simulations using both WRR and ERR. The results 
shown in Table 1.4 indicate that WRR always yields better performance 
regardless the FCD implementation - probabilistic or deterministic. Al
though the weights used in the service scheduling are significantly differ
ent between WRR and ERR, the resulting loss performance differences 
in steady state while FCD being used are negligible comparing to that of 
FCD vs DUA. We thus conclude that in a long run FCD is quite robust 
to the service scheduling. 
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Transient Behaviour of Cell Losses: Deterministic FCD + WRR 

1 t' Allocated Bandwidth = 24.46 (Mbs/sec) 
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Figure 1. 9 Sensitivity to bandwidth - Sample path of simulations 

Transient Behaviour of Cell Losses: Deterministic FCD +WAR 

' 
' 

Hete{ogeneous Traffic 
... VG1, Type 1 
-.-. yes. Types 

Heterogeneous CLR 
1QA(-4) 
2x1CY'(-4) 
5x1CY'(-4) --- yc10, Type 6 

Simulation Time (sec) 

Figure 1.10 Sensitivity to heterogeneous CLR requirements and bandwidth - sample 
pa th of simulations 

467 



Table 1.3 Weight Assignment for WRR Configurations 

Policy I for WRR Policy II for WRR ERR 
Traffic Weights Traffic Weights Weights 

vc 1 Type 1 71 Type 1 42 1 
vc 2 Type 1 71 Type 1 42 1 
vc 3 Type 2 31 Type 1 42 1 
vc 4 Type 2 31 Type 5 5 1 
vc 5 Type 2 31 Type 5 5 1 
vc 6 Type 2 31 Type 5 5 1 
vc 7 Type 3 12 Type 5 5 1 
vc 8 Type 3 12 Type 6 1 1 
vc 9 Type 3 12 Type 6 1 1 
vc 10 Type 4 3 Type 6 1 1 

Table 1.4 Various Configurations and Their Corresponding Fairness - Fair Error 

Discarding Implementation Service 10 20 
Policy Option Scheduling Connections Connections 

DUA WRR 0.6371601 0.6508583 
FCD Probabilistic ERR 0.04022239 0.05977245 
FCD Deterministic ERR 0.03158206 0.05036296 
FCD Probabilistic WRR 0.02873973 0.05061843 
FCD Deterministic WRR 0.01570717 0.03973919 

CLR requirement is 10-4 . For 10 connection cases, combination of source traffic is: 2 Type 1, 3 
Type 2, 4 Type 3 and 1 Type 4; link capacity:::: 28.72 (Mbs/sec) and buffer size 8:::: 306 (cells). 
For 20 connection cases, combination of source traffic is: 8 Type 1, 6 Type 2, 3 Type 3 and 3 Type 
4; link capacity:::: 52.10 (Mbs/sec) and buffer size B == 306 (cells). 

3.4 DETERMINISTIC IMPLEMENTATION 
VS PROBABILISTIC IMPLEMENTATION 

We propose two ways of implementing FCD. The simulation results 
of Table 1.4 suggest that deterministic implementation is a better can
didate. Also we note that among all configurations which we have con
structed, the best performance comes from a combination of determin
istic implementation and WRR service scheduling. 

468 



Transient Behaviour of Cell Losses: Deterministic FCD +WAR 

10-2 

Buffer Size = 306(cells) }Z Connections are multiplexed and only 3 are shown here 

I ,, 

i IK:o-aod VC1 are submitting traffic at declared rates 

! 
1 and VC1 are submittin-;traffic at lower rates 

Heterogeneous Traffic 
... VC1, Type 1 
... VC2, Type 1 
--- VC10, Type 4 

Homogeneous CLR 
1CJA(-4) 
1QA(-4) 
1CY'(-4) 

o-,-o ooo 
(b) Simulation Time (sec) 

Figure 1.11 Sensitivity to load variation - Sample path of simulations 

o; 
() 

Transient Behaviour of Cell Losses: Deterministic FCD + WAR 

Buffer Size = 306(cells) 
10- 3 10 Connections are multiplexed and only 3 are shown 

I ,.,_,_ 

I VC2.are submitting traffic at declared rates 

! t=- ___ ____ _ 
_: l'vc1 and VC2 are SubmitUng..trafiiC at lower rates 

r··--
10-5 ·-J 

Traffic 
... VC1, Type 1 
-.-. VC2, Type 1 
--- VC10, Type 4 

Homogeneous CLR 
1QA(-4) 
1QA(-4) 
1QA(-4) 

10-(1 ---::soo"-:----::-'600:::---::7-'-:00:---BOO::-'::---' 
(a) Simulation Time (sec) 

Figure 1.12 Sensitivity to load variation - Sample path of simulations 

3.5 SENSITIVITY TO LOAD VARIATION 
One of the most important aspects of any traffic control mechanisms 

is how to handle the traffic variation and what is the implication of its 
certain reactions toward traffic variation. Since we only use the mean 
arrival rate as the traffic input parameter in our FCD, there is no need 
for us to worry about the burstiness variation of the traffic. As we 
discussed in the previous sections, FCD is resilient to burstiness of the 
traffic. 

Regarding the average load variation, one may face the situation where 
fairness related issues are heavily involved. In our study we argue that 
if a connection is submitting traffic at a lower rate than what it declared 
as long as the resulting CLRs of all connections are lower than that 
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Figure 1.13 Sensitivity to buffer size- Sample path of simulations 

of submitting traffic at declared rate, we state that it is fair under the 
condition that Property II is true. 

Figures 1.12 and 1.11 present the simulation results when some con
nections (i.e., VC 1 and VC 2) are submitting traffic at lower mean rate 
than their declared rates. Figure 1.12 shows us exactly what Property 
III predicted- (a) all connections' CLRs become lower; (b) VC 1 and 
VC 2 have higher relative CLRs than that of VC 10. On the other hand 
Figure 1.11 indicates that all connections' actual cell loss rate in terms of 
"cells/sec'' is decreased at the same proportion given by for P* :::; P. 
Note that P stands for the aggregate CLR of connections where all con
nections are submitting traffic at their declared rates while P* stands 
for the aggregate CLR of connections where some of the connections are 
submitting traffic at lower rates than what they declared. 

3.6 SENSITIVITY TO BANDWIDTH AND 
BUFFER ALLOCATION 

Propertys I and II state that FCD does not control the aggregate loss 
performance and it assures proper loss distribution across connections 
according to individuals' CLR requirements. 

We further verify Propertys I and II via varying allocated bandwidth 
in our simulations. Figures 1.9 and 1.10 present several simulation sam
ple paths of homogeneous and heterogeneous CLR requirements respec
tively. It is clearly shown that CLRs ofthe all active connections increase 
due to the decrease in allocated bandwidth and that they all increase at 
the same proportion. 
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FCD reacts toward decreasing/increasing the buffer size in a simi
lar way as that of decreasing/increasing the bandwidth. Corresponding 
simulation results are given in Figures 1.13 and 1.14. 

3.7 SENSITIVITY TO CONNECTION LEVEL 
DYNAMICS 

An important issue for any traffic control scheme is how it reacts to 
the traffic dynamic. In above simulation studies, we evaluated FCD's 
sensitivity to traffic dynamic by generating bursty traffic and varying 
traffic load. In this section we validate FCD's robustness in response 
to connection-level dynamics in the following two forms: (1) impact on 
the remaining connections when some of the connections are terminated 
with non-zero values of B (Bargain Vector); (2) impact on existing con
nections when some new connections join in. 

In our simulations, for the sake of simplicity, we do not re-calculate 
the required bandwidth when there are changes in terms of connection 
leaving or joining. Thus for the same buffer space and bandwidth the 
resulting CLRs of the remaining ones become lower after VC 1 leaves. 
Figure 1.15 compares CLRs of all connections in steady state for two 
cases: 10 connections are started and terminated together; and VC 1 is 
terminated earlier at 500 seconds of simulation time. Two parallel curves 
imply that FCD adapts very well to the connection level dynamics. This 
also validate our reasoning on B's robustness in Section 2.3. 

Figures 1.16 and 1.17 describe the transient behaviours of some sam
ple connections when connection VC 1 either leaves earlier or joins later 
during the simulation. We note that there are some jumps around 500 

471 



Simulation Results with 10 Connections: Deterministic FCD + ERR 

Allocated Bandwidth= 28.72(Mbs/sec) 
Buffer Size = 306(cells) 

10-4 10 connections are actiVe for about 900 second 

j VC1 Is terminated at 500 

Heterogeneous Traffic 
Type 1; VC1, VC2 
Type 2: VC3, VC4, VC5, VC6 
Type 3: VC7, VCB, VC9 
Type4:VC10 

Homogeneous CLR 
10"(-4) 
10"(-4) 
10"(-4) 
10"(-4) 

10_, ....... 
Connection # 

Figure 1.15 Sensitivity to connection level dynamics- steady state 

Transient Behaviour of Cell Losses: Deterministic FCD + ERR 

VC1 is terminated at 500 second 

, ... .. .... ,. .. 
.. --"".;:._ 

a:: I ,. '<:·: ..... = 28.72 (Mbs/sec) 

10"' ! , , -' .. j-- .. 

J Buffer Size= 306(cells) 
I 10 Connections are multiplexed and only 3 are shown 
I 

10_. I 
Heterogeneous Traffic 
... VC1, Type 1 
-.-. VC2, Type 1 
--- VC 1 0, Type 4 

Homogeneous CLR 
10"(-4) 
10"(-4) 
10"(-4) 

Simulation Time (sec) 

Figure 1.16 Sensitivity to connection level dynamics- Sample path of simulations 

472 



ot_c..,e_II_Lo_ss,..e_s_: _o.,.et_e_rm_i_n,..is_tic_Fc.,.D_+_E_,R,..R_--, 

Heterogeneous Traffic 
... VC1, Type 1 
-.-. VC2, Type 1 
--- VC10, Type 4 

Homogeneous CLR 
10"(-4) 
10"(-4) 
1QA(-4) 

Simulation Time (sec) 

Figure 1.17 Sensitivity to connection level dynamics- Sample path of simulations with 
re-initialization of measurements at 500 seconds 

-2 Transient Behaviour of Cell Losses: Deterministic FCD +ERR 
10 

I 
i 

104 ' 

VC 1 is started at 500 second 

Bandwidth= 24.48 (Mbslsec) 

____ 

Allocated ?_2 .• • c-• _". --

! ---- -·:·c:' 

Buffer Size 
10 Connections are multiplexed and only 2 are shown 

Heterogeneous Traffic 
-.-. VC2, Type 1 
--- VC10, Type 4 

Homogeneous CLR 
10"(-4) 
1QA(-4) 

10-7a!:--:1700::--:::200=:---:aoo::::--400=--=soo=--:eoo=:---::7oo=--:aoo::::--.,-900=--:c'1000 
Simulation Time (sec) 
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seconds in Figure 1.17. The reason is that we reset the simulation mea
surements when VC 1 starts being active around 500 seconds of simu
lation time. However all connections soon converge very closely after a 
very short period. Another way to present the same results of Figure 
1.17 is to show the accumulated CLRs of VC 2 and VC 10 without re
initialization of measurements. As a result, we observe smoother curves 
in Figure 1.18. While for the case that VC 1 leaves earlier, there is 
no need to reset the measurements since all we are concerned about is 
whether the relative cell loss distribution across remaining active con
nections is kept the same. Regardless of how to present the results, the 
important message we obtain is that FCD can adapt very well to traffic 
dynamics at connection level and preserve the loss fairness given by FRL 
offormula (1.1). 

4. CONCLUSIONS 
Finally we conclude our study and highlight our findings: 

• Simulations results confirm the theoretical findings that FCD pro
vides a robust mechanism to allocate cell loss to diverse connec
tions in a fair manner. 

• FCD does not require prior knowledge of detailed traffic charac
teristics and only mean rate is needed, which can be declared by 
connections at setup time or estimated during the connection life 
time. 

• FCD is a solution for heterogeneous environment in terms of both 
traffic characteristics and QoS requirements. 

• In the long run (i.e. accumulated number of losses exceed 100 
cells), FCD is insensitive to which service scheduling algorithm is 
being used and how it is implemented in terms of static vs proba
bilistic. 

• Scheduling has a direct impact on short term performance. 

• The FCD algorithm is very simple and can be implemented without 
incurring too much overhead. It is only active when total buffer 
occupancy reaches its limit. 

• Deterministic implementation of FCD outperform a probabilistic 
one in terms of resulting values of FE, i.e. FE( det.) < F E(prob. ). 

• FCD is a robust scheme in the sense that it can co-exist with var
ious resource allocation and scheduling schemes, which provides 
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us higher flexibility to deal with complicated ATM traffic manage
ment issues and allows us to decouple the methods for addressing 
those issues. 

Appendix: Mathematical Proofs 

Proof of Property II 
Since for given buffer size and traffic characteristics, if allocated band

widths are C1 > C2, the resulting aggregate CLR P(C1) < P(C2), thus 
for u E {1, N} 

with equality when Bu = 0. 

0 

Proof of Property III 

(l.A.1) 

If a subset of connections submits traffic at a lower mean rate, 
than their declared rate, Av, i.e. < Av, the resulting total mean 

arrival rate is >. * < >. and the corresponding aggregate cell loss ratio is 
P* < P. We thus have 

(l.A.2) 
v v 

* >.* P* AvPv ( 
Pv = >.* >.P l.A.3) 

v 

• Let V be a particular connections of subset V, for connection V, 
what we want to prove is Pv < pv or 

>.* >.v P* 
).* >. p < 1 v 

(l.A.4) 

Since P* < P, as long as the following inequality (l.A.5) is true 

>.*>.v 
).* >. < 1 or >.v>.- >.v>.* < 1 
v 

(l.A.5) 

the inequality of (l.A.4) will be true. From (l.A.2) we have 

A* = >.- L Av + L - >.v + >.v 
v#V v;i:V 

475 



and it is trivial to prove the following inequality 

AvA- AvA* <AvA- Av(A* + 2:: 
v#V 

= -(Av- Av)(A- Av) =-(A- Av)2 < 1 

• For \fw V, we have 

A* P*pw AP* AwPw P*pw 
AP < AwAP = -p < Pw (1.A.6) 

• From (l.A.3) and (1.A.6), we have 

P:V --- A* P* A* P* Av A* P* Av 
-- = 'P (1- '*) < 0 AP AP 1\ 1\v 

(l.A.7) 
Pw Pv 

Thus 

0 
Property IV can be proved similarly. 
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