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Abstract 
This paper describes a connection admission control (CAC) algorithm for 
ATM networks supporting different Quality of Service (QoS) classes, and il
lustrates its effectiveness with simulation results considering both the call-level 
and the cell-level dynamics. 

The CAC algorithm groups connection requests in three different QoS 
classes: i) Class 1: with stringent CLR (Cell Loss Ratio) and CDV (Cell Delay 
Variation) requirements; ii) Class 2: with stringent CLR requirements, but no 
need for CDV guarantees; iii) Class U: with no need for guarantees on either 
CLR or CDV. Both Constant Bit Rate (CBR) and Variable Bit Rate (VBR) 
connections can request admission as either Class 1 or Class 2, depending on 
their QoS requirements. Unspecified Bit Rate (UBR) and Available Bit Rate 
(ABR) connections instead normally request admission as Class U. 

The investigation of the effectiveness of the CAC algorithm is based on the 
simulation of an ATM network with parking lot topology, and with variable 
parameter values. 

The relationship between the proposed CAC algorithm and equivalent band
width (EB) CAC algorithms described in the literature is discussed. 
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1 INTRODUCTION 

In competitive telecommunication markets, the success of a network operator 
largely depends on two factors: i) the Quality of Service (QoS) provided to the 
end users, and ii) the cost of the service utilization for the end users. These 
two factors on the one hand determine the end user satisfaction, and on the 
other hand are determined by the effectiveness of the algorithms adopted by 
the network operator for the exploitation of the network resources. 

In order to leave space for the competition among network operators, stan
dardization bodies in many cases refrain from the standardization of those 
algorithms whose impact on the efficient utilization of network resources is 
crucial. Several examples of such algorithms are possible, and some of the 
most important surely concern algorithms for the implementation of the Con
nection Admission Control (CAC) functions. 

The goal of CAC functions is achieving the best possible exploitation of 
network resources, while guaranteeing that the QoS remains above the level 
promised to the end user. CAC functions thus play a central role in guaran
teeing the customer satisfaction. 

In the particular case of ATM networks, the role of CAC functions is even 
more delicate than in traditional circuit-switched networks, since the variabil
ity of the telecommunication services offered by the network implies a very 
wide range of data rates and several QoS requirements. 

Several different proposals of CAC algorithms for ATM networks appeared 
in the literature; the most widely used approaches are based either on the 
definition of an equivalent bandwidth for each connection, or on the actual 
measurement of the bandwidth used by active connections (1, 2, 3, 4, 5]. 

Although it is intrinsically impossible to define the optimality of a CAC 
algorithm for ATM networks, some requirements for a "good" CAC algorithm 
are evident. A good CAC algorithm for ATM networks should 

1. achieve high resource utilization; 
2. allow the exploitation of statistical multiplexing; 
3. guarantee the QoS promised to the end user; 
4. be robust with respect to traffic fluctuations; 
5. be based on simple traffic descriptors; 
6. be simple to implement; 
7. provide immediate answers. 

In this paper we illustrate and evaluate by simulation a simple CAC algo
rithm for ATM networks that explicitly considers the presence of connections 
with different QoS requirements. 

QoS requirements are confined to a set of predefined classes, and the traffic 
descriptor used by the CAC is independent from the link or node charac-
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teristics, so that there is no need to fine tune the algorithm when network 
characteristics change. 

The proposed CAC is suitable for an adaptive implementation since its 
behavior depends on very few parameters, whose physical significance is easily 
understood and can be modified according to cell-level QoS measurements. 
Adaptive versions of the CAC algorithm, however, are not discussed in this 
paper, and are left for further study. 

The paper is organized as follows. The CAC algorithm is described and 
discussed in Section 2. The simulation tools used for the assessment of the 
effectiveness of the CAC algorithm are described in Section 3, while the net
working scenario that is used as a testbed for the simulation experiments is 
presented in Section 4. Simulation results are presented in Section 5. Finally, 
Section 6 ends the paper with some concluding remarks. 

2 THE CAC ALGORITHM 

The key goal of the CAC algorithm is to decide about the admission of con
nections with different QoS requirements, using a set of simple equations and 
a very limited amount of information, namely only the peak cell rate (PCR) 
and sustainable cell rate (SCR) of admission-requesting connections. 

Specifically, three QoS classes are considered: 

Class 1: with stringent CLR (Cell Loss Ratio) and CDV (Cell Delay Varia
tion) requirements; 

Class 2: with stringent CLR requirements, but no need for CDV guarantees; 
Class U: with no guarantees on either CLR or CDV. 

The QoS as defined by ITU [6] is described through a fairly complicated 
set of parameters, each one ranging on a large number of possible values. It is 
clear that the simple 3-class QoS scenario we are assuming cannot support the 
complete set of QoS vectors defined in [6]. It must be argued, however, that 
most users and applications cannot be expected to be capable of describing 
the QoS they need in such fine detail, and most networks will probably not 
offer the whole range of possible QoS alternatives. 

The mapping of ATM tranfer capabilities, namely Constant Bit Rate (CBR), 
Variable Bit Rate (VBR), Unspecified Bit Rate (UBR), and Available Bit Rate 
(ABR), onto QoS classes is not trivial. However, one can argue that CBR and 
real-time VBR (rt-VBR) should be admitted as Class 1, non-real-time VBR 
(nrt-VBR) as Class 2, and best-effort services like ABR and UBR as Class 
U. CBR connections can, in principle, require admission as Class 2; however, 
a CBR connection that is not guaranteed a low CDV probably will not ap
peal to many users. Therefore, we may safely assume that only nrt-VBR calls 
request admission as Class 2. 
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The CAC algorithm is run for each link that a connection should use; the 
rule to decide about the admission of a connection is quite simple: 

• For each link, Class 1 and 2 connections are accepted if: 

LPCR+ LMfCR:s; aC (1) 
c, c2 

where C1 and C2 are the sets of connections in Classes 1 and 2, respectively, 
C is the link capacity, and a is a protection coefficient (a :::; 1) that can be 
set so as to avoid that the whole link capacity is used by connections of 
Classes 1 and 2. MfCR stands for Modified Cell Rate, and is a parameter 
characterizing connections with a cell rate value midway between PCR and 
SCR, according to a factor 1; that is: 

MfCR = SCR + 1(PCR- SCR) (2) 

Since connections can exhibit a substantially different behavior for different 
degrees of burstiness, picking a similar range of 1 when deciding about the 
admission of more or less bursty connections can result in a misleading 
characterization of their behavior; 1 should thus be regarded as a function 
of the burstiness. In our CAC scheme, we introduce a simple relationship 
between 1 and the connection burstiness (computed as B = PCR/SCR), 
in the form of 1 = 1o/ B. "Sensible" values for lo range between 0 and 
B (clearly, lo < 0 would result in bandwidth under-allocation, and lo > 
B would entail a bandwidth over-allocation for bursty connections, thus 
reducing link utilization). Thus we have: 

MfCR = SCR + ; (PCR- SCR) (3) 

A discussion of the relationship between the expression of MfCR with fre
quently used equivalent bandwidth expressions is included in the following 
subsection. Incidentally, note that the value of lo does not directly affect 
the admission of CBR connections, for which PCR=SCR. 

• Class U calls are accepted if on each link: 

L:PcR:::; ,6 (c- L: PCR- L: scR) 
Cu ScaR SvsR 

(4) 

where Cu is the set of connections in Class U, ScBR and SvBR are the sets 
of CBR and VBR connections, and ,6 is a bandwidth utilization coefficient, 
possibly greater than 1, affecting the amount of leftover bandwidth that 
can be allocated to Class U calls. 

289 



As can be understood from the above description, a and {3 are CAC pa
rameters independent from the traffic mix, whereas 'Yo is more closely related 
to the characteristics of bursty connections. 

2.1 Modified Cell Rate and Equivalent Bandwidth 

The expression of MfCR in equation (3) is based only on the PCR and SCR 
traffic descriptors, which are provided by the user with the request of connec
tion setup. 

In order to relate the MfCR definition with frequently used equivalent band
width definitions, consider the case of ON/OFF VBR source models, according 
to which users have fixed cell generation rate p = PCR during 'ON' periods, 
and are silent during 'OFF' periods. 

The average offered cell rate of such users is m = SCR, that can be expressed 
as: 

m = p P(ON) (5) 

where P(ON) is the probability of sources being in the ON period. 
Moreover, for such user models, the variance of the offered cell rate can be 

written as: 

(6) 

Hence we have: 

SCR=m (7) 

0'2 
(PCR- SCR) = p- m = -

m 
(8) 

and, recalling that B = pjm, from (3) we get: 

'Yo 0' 2 'Yo 2 
MfCR= m+ -- = m+ -u 

Bm p 
(9) 

The CAC defined in (1) in this case states that VBR connections are ac
cepted if: 

o:C (10) 
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that is, if: 

{11) 

This shows that with this type of sources the proposed CAC algorithm 
based on MfCR exhibits significant similarities with frequently used CAC 
algorithms based on equivalent bandwidth (EB) expressions, such as the one 
proposed by Lindberger (see Chapter 5 in [4] and [5]), in which the connection 
is accepted if: 

with: 

b 
EB =am+ -u2 c 

(12) 

(13) 

where C is the link capacity and a, b are coefficients whose values Lindberger 
evaluated so as to achieve a cell loss probability smaller than a given threshold, 
and empirically found to be well matched to the following formulas: 

a = 1 - loglO Plo .. = 1 - Lp 
50 50 

(14) 

6£2 
b = -6aLp = 5; - 6Lp (15) 

with Lp = log10 Ho .. , and P1ou the maximum acceptable cell loss probabil
ity. In his analysis, Lindberger had to adopt a model including a number of 
simplifications, the most relevant being the assumption of a superposition of 
an infinite number of sources generating fixed-length and fixed-rate bursts 
according to a Poisson process, and the presence of a bufferless queue. 

The advantage of Lindberger's expression is that it allows to explicitly ac
count for a cell loss probability requirement, but the similarity of the CAC 
rules based on MfCR and EB allows the selection of a value for "Yo such that 
the same performance requirement is met. 

Indeed, we can observe that, with the assignment: 

1 
a=

a 

bp 
/o=

aC 
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(11) and (12) become identical. 
Simulation results will be used in later sections to verify whether this ap

proach is actually capable of guaranteeing the expected upper bound on the 
cell loss probability in realistic networking environments. 

3 THE SIMULATION TOOLS 

The investigation of the effectiveness of the CAC scheme we just described 
is possible at both the cell level and the call level by using an integrated 
simulation environment for ATM networks developed at Politecnico di Torino, 
under contract with CSELT. 

Simulations are run by two distinct simulation tools working at the two 
different time scales: namely, ANCLES (Atm Networks Call LEvel Simulator) 
and CLASS (Cell Level Atm Services Simulator). Either simulator computes 
metrics relevant to the time scale it is working at: while ANCLES allows the 
estimation of call blocking probabilities and average link loads for different 
CAC and routing schemes, CLASS addresses such performance parameters 
as cell loss probabilities or cell delay distributions, beside assessing the effec
tiveness of traffic management techniques such as shaping, policing and ABR 
algorithms. 

In our integrated simulation environment, call-level dynamics are explored 
by ANCLES; when a "critical" configuration in terms of congestion level and 
duration is found, its traffic pattern is fed to CLASS, which carries on the 
analysis at the cell level. 

However, the simulation control is never actually switched back and forth 
between the two simulators: the intervention of an operator, selecting the 
most "critical" configurations, is advisable, given the cost in terms of CPU 
time involved by cell-level simulations. Therefore, a set of ANCLES runs is 
usually followed by a number of CLASS simulations, according to the opera
tor's choices. 

A more detailed description of ANCLES/CLASS interactions can be found 
in [9]. 

4 THE SIMULATED SCEN ARlO 

The setting we chose to investigate the behavior of the CAC scheme described 
in Section 2 is quite simple. 

Fig. 1 depicts the ATM network configuration under examination. A net
work topology of the type usually referred to as parking lot is used. The 
capacity of all user-node and node-node links is set to 150 Mbit/s, while the 
length of each link varies so as to equalize the end-to-end delays between 
sources and destinations. 

As shown in Fig. 1, each node (numbered 1 through 4) is linked to 3 call 
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• CBR 0 VBR 0 TCP 

Figure 1 Simulated ATM network configuration 

generators- or users (the circles in Fig. 1). Of course, the exact number of 
connections opened by the users connected to a node (possibly zero) varies as 
the call-level simulation experiment proceeds, and is determined by both the 
offered traffic load and the CAC algorithm; however, users behave as concen
trators and the number of links connected to each node remains constant. 

Three types of users are considered: CBR, non real-time ON/OFF VBR, 
and Best Effort. One user of each type is connected to nodes 1, 2, and 3, Best 
Effort users are modeled as greedy TCP traffic generators. The traffic gener
ated by TCP users is either shaped, or controlled according to the principles 
of the ABR ATM transfer capability. CBR users activate connections with 
constant bit rate (2 Mbit/s), and with holding times determined by i.i.d. ex
ponential random variables averaging at 1000 seconds. ON/OFF VBR users 
open calls with PCR equal to 10 Mbit/s; once activated and admitted to the 
network, VBR calls hold for an exponentially distributed period, with aver
age 1000 seconds; the SCR of VBR connections is variable: results are derived 
for the cases SCR = 1 Mbit j s, and SCR = 100 kbit/s, corresponding to the 
burstiness values B = 10 and B = 100, respectively. The execution of call
level simulation runs requires no other information; however, when cell-level 
simulations are run, the characterization of the ON /OFF VBR sources is also 
needed: the durations of ON periods is taken to be exponentially distributed 
with average J.lON = 50 ms; the OFF periods duration is also exponentially 
distributed, with mean JlOFF = (B- 1) · JlON· 

For what concerns TCP users, each node is requested to support connections 
with 10 Mbit/ s PCR and average holding time equal to 60 seconds. TCP users 
are assumed to activate long ftp file transfers that last for the whole connection 
holding time. However, the actual average transfer rate on all TCP connections 
is determined by the TCP protocol dynamics and by their interaction with 
CBR and VBR traffic, that have a higher priority. 

The data transferred by each connection, regardless of the source position, 
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are routed to a sink connected to node 4, creating a bottleneck on the link 
between node 3 and node 4. 

The allocation of connections within QoS classes generally depends on the 
QoS requirements of the end user. For the sake of simplicity we assume that 
all real time connections are CBR, while all non real time connections are 
VBR. For this reason, in the simulation runs that produced the results that 
will be discussed below, all connections generated by CBR users are mapped 
onto Class 1, all VBR connections are mapped onto Class 2, and all TCP 
connections are accommodated in Class U. The traffic load offered by Class 
1 calls is twice that offered by Class 2 calls. The nominal load of TCP con
nections is instead quite hard to define: TCP connections declare only their 
PCR, but the average traffic generated by them during cell-level simulations 
depends on the network load and the transfer capability supporting Class U 
calls, as already noted. 

For what concerns parameters of interest to cell-level simulations, ATM 
switches are assumed to have an output queued, non blocking architecture 
and each output interface comprises three separate output buffers for cells 
belonging to connections of Classes 1, 2, and U. A fixed priority scheme is 
employed to serve buffers, Class 1 being the highest priority, Class U the low
est. The buffer size for Class 1 traffic is equal to 64 cells, since high priority, 
real time traffic needs buffer space only for the resolution of cell scale con
tention; the buffer size for Class 2 and Class U traffic is equal; two different 
values are used in simulation experiments: either 1024 or 2048 cells. 

5 NUMERICAL RESULTS 

The CAC parameters used in our simulations are a = 1, and f3 = 4, while 
different values of ro are examined. 

The nominal load cumulatively offered by Class 1 and Class 2 traffic, nor
malized with respect to the capacity of the congested link is used as an inde
pendent parameter for the call-level simulations. As already pointed out, the 
load offered by TCP connections cannot be estimated a priori, however the 
TCP call generation rate is set so as to overload the network in almost any 
condition, since the use of a large value of f3 accounts for a very permissive 
admission policy for best-effort, Class U traffic. 

The simulation results we collected at the call level can be divided into two 
sets: 

e curves of the blocking probabilities for CBR, VBR and TCP connections, 
versus the nominal load offered to the bottleneck link by CBR and VBR 
connections 

e curves of the utilization of the bottleneck link by CBR and VBR connec
tions, versus the nominal load offered to the bottleneck link by CBR and 
VBR connections 
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After having chosen the nominal loads that result in blocking probabili
ties approximately equal to a target value (set to 0.01 in our simulations), 
some critical congestion configurations are saved by the call-level simulator; 
simulations at the cell level then provide the following results: 

e CDV, CLR and average load of the bottleneck link for CBR and VBR 
connections; 

e throughput, goodput and CLR for TCP connections. 

le+OO 

f 
le-01 CBR-+-

VBR --*-· 
U class ···-8···· 

£ le-02 

;g 
] le-03 

= 
=a u le-04 

le-05 
0 0.2 0.4 0.6 0.8 

Load 

Figure 2 Blocking probabilities vs. normalized offered load; 'Yo = 2, B = 10 

The first set of results (Figs. 2, 3, 4 and 5) shows call blocking probabilities 
referring to CBR, VBR and U Class connections, as a function of the traffic 
load offered to the bottleneck link by CBR and VBR connections normalized 
with respect to the link capacity (150 Mbit/s). The four different figures are 
derived for variable values of the burstiness of VBR connections (B = 10 and 
B = 100), and of the parameter /O ('Yo= 2 and 'Yo= 4). 

With /O = 2 (Figs. 2 and 3), the blocking probabilities for U Class connec
tions are significantly larger than for CBR and VBR connections. Instead, the 
blocking probabilities for CBR connections are smaller than for VBR connec
tions when the latter have burstiness B = 10, but the opposite is true when 
the burstiness of VBR connections grows to B = 100. This is due to the fact 
that with B = 10 the MfCR of VBR connections is larger than the PCR of 
CBR connections, but it becomes smaller for B = 100. 

It can be noted that blocking probabilities for CBR and VBR connections 
with different burstiness appear to reflect the bandwidth allocation deter
mined by (1), resulting in blocking probabilities for CBR almost ten times 
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Figure 3 Blocking probabilities vs. normalized offered load; 'Yo = 2, B = 100 

higher than VBR when B = 100 (this can easily be explained if we consider 
that PCRcBR = 2 Mbit/s and MfCRvBR = 0.298 Mbit/s). 

le+OO 
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Uclass ----8----

0.6 

Load 

0.8 

Figure 4 Blocking probabilities vs. normalized offered load; 'Yo = 4, B = 10 

With 'Yo = 4 (Figs. 4 and 5), the blocking probability for U Class con
nections is reduced to values smaller than for CBR and VBR connections. 
However, increasing the value of 'Yo entails two significant drawbacks. First of 
all, increasing 'Yo leads to increased blocking probabilities for CBR and VBR 
connections, as seen by the comparison of Figs. 2 and 4, or Figs. 3 and 5. Sec
ond, increasing 'Yo results in a lower utilization of the bottleneck link by CBR 
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Figure 5 Blocking probabilities vs. normalized offered load; -y0 = 4, B = 100 

and VBR connections (the traffic that should generate the largest percentage 
of revenues for the network operator). This can be seen in Figs. 6 and 7, that 
show curves of the bottleneck link utilization by CBR and VBR connections 
versus the nominal load offered to the bottleneck link by CBR and VBR con
nections, for values of 'Yo ranging from 0 to B, the value of the burstiness of 
VBR sources (recall that for VBR connections, with 'Yo = 0, MfCR=SCR; 
instead, with 'Yo= B, MfCR=PCR). The curves show that almost half of the 
available capacity, and sometimes more, remains unused, unless the chosen 
value for 'Yo is quite small, close to 'Yo = 0. Note however that the proposed 
CAC algorithm can be seen to be capable of providing much better utilization 
of the bottleneck link than a PCR-based CAC (curves with /O =B). 

Achieving a high utilization of the bottleneck link is just half of the task 
of a CAC algorithm; the second half of the task is guaranteeing the QoS of 
connections. In order to verify that this goal is also achieved, the simulation 
of the ATM network at the cell level is necessary. This was done by selecting a 
nominal network load such that the blocking probabilities for CBR and VBR 
connections are close to 0.01, and mapping TCP connections on either a UBR 
service with shaping at 10 Mbit/s, or an ABR service. In the latter case, ABR 
control is achieved using the ERICA (Explicit Rate Indication for Congestion 
Avoidance) algorithm [10] with target utilization 0.98. 

Cell-level simulations were run for 5 different configurations generated by 
the call-level simulations; these configurations were deemed to be the worst 
cases observed during several hours of simulated network activity. This analy
sis was restricted to the case 'Yo = 2 that is more critical than 'Yo = 4. Results 
obtained in the 5 different scenarios are then averaged. Cell-level results are 
reported in Table 1. The eight columns with numerical values refer to ABR 
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Figure 7 Average load on bottleneck link vs. normalized offered load, for 
several values of 'Yo; B = 100 

and UBR, with either B = 10, or B = 100, and with Class 2 and Class U 
buffers whose capacity is either 1024 or 2048 cells. 

The first three rows provide throughput (S) results in Mbit/s for CBR and 
VBR connections, while for TCP connections the goodput (SG) is shown. 
Goodput is defined as the useful throughput: goodput values are obtained by 
discarding all corrupted and duplicated segments, that is, considering only 
those segments that are useful to reconstruct the end user information. The 
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Buffer 1024 Buffer 2048 
ABR UBR ABR UBR 

B=10 B=100 B=10 B=100 B=10 B=100 B=10 B=100 

CBR s 79.2 66.0 79.2 66.0 79.2 66.0 79.2 66.0 

VBR s 22.6 22.8 23.0 22.8 22.7 22.8 22.7 22.7 

TCP Sa 42.6 56.4 25.7 30.8 44.1 57.7 32.4 38.3 

TCP Bw 1.2 0.5 18.3 22.6 0.4 0.2 13.5 17.2 

Bu 4.4 4.3 3.8 7.8 3.6 3.3 2.2 5.8 

CBR CLR 0 0 0 0 0 0 0 0 

VBR CLR 1.6E-4 1.7E-4 1.8E-4 2.0E-4 2.7E-5 8.9E-5 2.8E-5 9.6E-5 

TCP CLR 8.1E-3 3.2E-3 l.lE-1 8.8E-2 2.9E-3 1.3E-3 6.7E-2 5.4E-2 

CBR ltd 0.7 0.7 0.7 0.7 0.7 0.7 0.7 0.7 

VBR ltd 26.9 6.0 28.8 6.1 37.8 6.1 38.8 6.1 

TCP ltd 1521.4 799.5 4910.3 3605.3 2014.7 874.9 10321.3 7731.8 

CBR 17d 1.4 1.4 1.4 1.4 1.4 1.4 1.4 1.4 

VBR 17d 297.1 24.2 311.4 25.4 499.5 24.1 512.7 24.7 

TCP 17d 3648.7 2012.4 4700.2 3375.2 5070.9 2488.6 8404.8 6310.3 

Table 1 Results obtained with CLASS for the 5 congested configurations 
generated by ANCLES with 'Yo= 2 

throughput of CBR and VBR connections depends only marginally on the 
service class used for TCP connections, thanks to the use of separate buffers 
and fixed priorities. The good put of TCP connections, instead, is drastically 
influenced by the service class choice: the ABR goodput is significantly larger 
than the UBR goodput. 

The fourth and fifth rows provide results in Mbit/s for the amount of band
width wasted by TCP connections (Bw) (the resources used by the network 
to deliver information useless for the TCP receiver) and for the portion of 
bandwidth that goes unused on the bottleneck link (Bu)· The results show 
that the bandwidth wasted by TCP connections is quite small in the case of 
ABR, but it is about 2/3 of the TCP good put in the case of UBR with smaller 
buffers, and about 1/2 with larger buffers. 

The following three rows report loss probabilities for the three types of 
connections. The fact that loss probabilities are zero for CBR connections, 
in spite of the very small available buffers, is obvious, thanks to the priority 
that is given to this class of traffic. Loss probabilities are also quite small for 
VBR connections and decrease with buffer increase; this is due to the fact 
that buffers are larger, and that this traffic has priority over TCP traffic. Loss 
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probabilities for TCP traffic are instead quite high, specially when the UBR 
service class is used. 

The last rows report results for the average of the variable part of the cell 
delay (J.ld) (that is, the difference between the actual cell delay and propaga
tion and processing delays), and the standard deviation of the same quantity 
(ud)· All results are in J.lS. Averages and standard deviations of delay varia
tions are quite small for CBR connection. This is quite a positive result, that, 
together with the null CLR values, indicates that the QoS requirements for 
CBR connections are satisfied. 

Consider now VBR connections; values of the average and standard devi
ation of delay variations are significantly larger, but this type of traffic can 
tolerate such performance. The fact that the values of the average and stan
dard deviation of delay variations with B = 100 are much smaller than with 
B = 10 is due to the reduction of the CBR traffic from 79 to 66 Mbit/s and to 
a stable VBR traffic load; this results in shorter queues at the Class 2 buffer 
within the switch, hence in shorter delays. Indeed, the increase in TCP traffic 
that can be obseved when B grows from 10 to 100 does not impact the VBR 
traffic performance thanks to the priority service discipline. 

Coming finally to TCP connections, we see that the values of the averages 
of delay variations are about four times larger with UBR than with ABR. 
Standard deviations are instead similar with the two service classes. 

In summary, the numerical results provided by cell-level simulations indicate 
that the QoS requirements of CBR and VBR connections can be satisfied with 
the proposed CAC, at least if the buffer for Class 2 traffic is large enough, and 
the value of 'Yo is chosen carefully, a task that might not be easy a priori. As far 
as TCP connections are concerned, a great difference is observed between the 
use of the UBR and the ABR service classes. With ABR, the obtained QoS is 
quite good, and the utilization of the network resources is very satisfactory. 
Instead, with the UBR service class, the obtained QoS is significantly worse, 
but, even more important, the exploitation of the available network resources 
shows dramatic inefficiencies. 

5.1 CAC and Cell Loss Ratio Guarantees 

As we observed in Section 2.1, the CAC algorithm that we considered can be 
reduced to the equivalent bandwidth CAC algorithm proposed by Lindberger, 
under the assumption of ON/OFF sources, exploiting expressions (16) and 
( 17) for the choice of the values of a and 'Yo. 

Lindberger's equivalent bandwidth CAC algorithm defines its parameters 
so as to be able to guarantee a specified cell loss ratio under rather strin
gent conditions, that mainly consist in the assumptions of a superposition 
of an infinite number of sources generating fixed-length and fixed-rate bursts 
according to a Poisson process, and the presence of a bufferless queue. 
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Figure 8 Cell loss ratio versus buffer size for VBR connections when the 
CAC parameters are set so as to achieve CLR= 10-4 
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Since the conditions under which CAC algorithms normally operate are 
rather different from those assumed in Lindberger's analysis, it can be inter
esting to verify under which conditions the cell loss ratio nominally offered by 
the CAC is actually achieved. 

For this reason we defined the parameters of our CAC algorithms so as to 
nominally achieve a cell loss ratio equal to 10-4 , obtaining o: = 0.926 and 
/o = 1.6, and we simulated the ATM network topology of Fig. 1 at both the 
call and cell levels. 

The simulation at the call level, as usual, provided the configurations (5, as 
in the provious Section) to be later investigated at the cell level in order to 
obtain the cell loss ratio results. 

The cell-level simulations were run assuming that ON /OFF VBR sources 
always experience exponentially distributed OFF periods, whereas the distri
butions of the ON periods were set to be either constant, or exponential, or 
Pareto, with average equal to either 1, or 10, or 100 ms in the three cases. 
The parameter o: of the Pareto distribution was set to 1.5. 

Results are reported in Fig. 8 as curves of the cell loss ratio versus the 
buffer size. Simulations have been run for buffer dimension up to 4096 cells: 
missing points mean that no cell loss was recorded in an overall simulated 
time of 1.5 · 108 slots (roughly 420 s). 

We can immediately observe that achieving cell loss ratios smaller than 
10-4 is quite difficult, and requires rather large buffers, specially in the cases 
of long ON periods, that translate in higher correlations in the cell streams. 
On the other hand the distribution of the ON periods does not seem to have 
as big an influence, even if non-constant distributions yield a slightly higher 
CLR. 

It could be argued that these results are driven by the fact that our sce
nario, characterized by a parking lot configuration and by a mix of CBR and 
VBR sources, is quite different from the bottleneck configuration with only 
homogeneous VBR sources used for the computation of the equivalent band
width in [5]. In order to investigate this possibility we have simulated a single 
bottleneck, indeed a multiplexer, collecting i.i.d. connections with the same 
characteristics of the VBR connections used in previous scenarios. Setting the 
target CLR to 10-4, Eq. (12) yields a number of admitted connections equal 
to 537. 

Fig. 9 reports the results obtained in the above scenario when the ON 
periods are constant, since these are the validity conditions for Eqs. (12)
(15). The first comment on these results is the striking similarity between 
the curves in Fig. 9 and those in the upper plot of Fig. 8. Indeed we observe 
that in all cases the influence of the ON time average duration is dominant 
on the CLR: Eqs. (12)-(15) are derived without the explicit knowledge of the 
ON time duration, so that this behavior can not be caught by this equivalent 
bandwidth approach. A more detailed exam of the two mentioned plots shows 
that when connections are multiplexed several times within the network, as in 
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the parking lot case, the CLR of connections with long ON times is somewhat 
reduced, while the CLR of connections with very short ON times (1 ms) 
worsens by nearly .an order of magnitude: this observation clearly shows that 
multiplexing is not always beneficial from the CLR point of view. 

An additional remark on equivalent bandwidth CAC algorithms can be 
drawn from Figs. 9 and 8: neither the examined network topologies, nor the 
ON periods distribution significantly influence the performance of equivalent 
bandwith CAC algorithms; however the average ON time of connections has 
a dramatic impact on CLR performance and must be taken into account in 
CAC algorithms for VBR sources. 
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Figure 9 Cell loss ratio versus buffer size for VBR connections in a multi
plexer when the CAC parameters are set so as to achieve CLR= 10-4 

The results discussed in this Section indicate that equivalent bandwidth 
CAC algorithms supporting cell-level performance guarantees should be em
ployed only in those network operating conditions for which they were derived; 
otherwise, the actual network performance may be remarkably different than 
expected. 

6 CONCLUSIONS 

We described and evaluated by simulation a simple CAC algorithm for ATM 
networks supporting different QoS classes. 

The CAC algorithm proved to be capable of satisfying the QoS requirements 
of CBR and VBR connections; moreover, if the ATM network implements 
the ABR service class, the CAC algorithm can also guarantee quite a good 
performance to TCP connections, as well as a very satisfactory exploitation 
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of the network resources. A similarly good behavior cannot be achieved with 
the UBR service class. 

The CAC algorithm was shown to be reducible to the equivalent bandwidth 
CAC algorithm proposed by Lind berger, in the case in which only ON /OFF 
VBR sources are present in the network. For this latter case some results were 
obtained showing the scope of validity of the above equivalent bandwidth CAC 
algorithm. 
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