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Abstract 

Market forces and current engineering practices in the field of software-intensive 
systems make the development and evolution of large systems difficult, resulting in 
high maintenance costs. A novel approach emphasizing the architectural design 
phase of development can improve the situation. It is called "Software 
Architecture"; it allows us to manage the development process including evolution 
activities in a controlled way, by means of several views of the system. This article 
reviews the current state of the art in this area, and proposes a process for adoption 
and usage of software architectures in the development and evolution of large 
software systems. 
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INTRODUCTION 

For software-based systems, the next century will start with trouble stemming from 
the needs of adaptation to a changing environment. The main sources of change 
are: continuous advances in basic technology and restructuring of industry, 
focusing on covering the customer satisfaction by means of differentiation. At the 
same time, this process is being led by a rationalization of products; and high 
complexity for the end user of the system, which is partially alleviated by usage of 
new kinds of human-computer interfaces. This is especially true for large 
distributed systems. (The internet is a good example.) 

The experience of telecommunication operators (Prado, 1997) is a very 
substantial example of such trends, since it is a growing market of large software 
systems with a fierce competition and trying to adopt new opportunities for 
improvement as fast as possible. Top priority requirements in this area are: 

I. Reduced time to market for deployment of new services to gain a competitive 
advantage. The first product launched obtains a larger market share, regardless 
of its technical quality (up to a certain limit). 

2. Differentiation from the competition; to remain competitive, new variants of 
products and services must be launched, offering added-value and features 
different from other providers. 

3. Services customization for top customers, who are perhaps the best source of 
income for large companies. They usually ask for adaptations to their local 
environments. 

4. Hiding the complexity of current networks from the end user, due to the 
existence of a large number of protocols and services offered. 

5. Quality in products and services sold. Falling below a certain quality threshold 
or not being able to meet standards means fewer chances for competition in 
the global market. This fact imposes more pressure on analysis and validation 
activities, made as early as possible in the development. 

For this area of industry, software development represents 75% of global 
development costs. The initial decisions on the product line have proven to be 
essential to the success of the final product. Weak architectures bring major risks. 
In regard to development, those requirements entail working more efficiently by 
automation of the process, and producing less software with higher quality. The 
tendencies are to expand existing successful systems, either by implementation of 
new functionality or by adapting commercial-off-the-shelf subsystems. In this 
sense, it can be said that software development is reaching its maturity. Therefore, 
a realistic perception of software development problems is appearing, summarised 
as follows: 

• General solutions can not be found ("there are no silver bullets"), or there is 
no single solution to the software crisis. Each application domain has its 
specific problems and its specific ways of being managed and solved 
efficiently. 
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• The best hope is to reinforce rigorous and methodical application of current 
methods. More important than the method quality is its consistent application 
through several projects. Moreover it is also clear that validation efforts must 
start as early as possible in the development, in order to detect problems that 
would otherwise result in reduction of final system quality. In fact, quality 
models such as CMM do not promote the use of specific methods or 
techniques, but study their results. 

• The most challenging troubles the software industry must face are now in 
design instead of in implementation (Brooks, 1987). Thus, choosing a specific 
implementation language does not yield great improvements over others; this 
decision must be guided by the application domain. 

The hypothesis we are going to explore in the rest of the paper is the usage of an 
architectural based approach as a solution for some of the problems expressed 
above. Some companies that hold successful large systems are just applying this 
promising approach to reorganize, clarify and improve their development 
processes, reusing all the knowledge they have on the specific domain. 

The next section deals with the specific issues in the development of large 
systems. The third section explains what are software architectures, how can they 
be used, their advantages and problems. The fourth section describes the general 
properties of the languages used for architectural modelling. The fifth section 
includes our proposal for adoption and use of an architectural based process, 
containing backward and forward engineering activities. The article finishes with 
conclusions of the work done so far and an exploration of future research lines. 

2 DEVELOPMENT OF LARGE SYSTEMS 

Industrial needs are complex and can be solved with large systems. Development 
of large systems requires special techniques and fosters special problems. Perhaps 
the best approach is not to build such systems at all but, while there is the need, 
companies try to deliver. A system can be considered large with respect to several 
axes: size, development effort (cost, time, people), and useful life. Really large 
systems present huge values in all of them. 

The main reasons for the large size of a software system, considered for example 
as the number of function points implemented, are that the problem is intrinsically 
complex or not well understood, that the functionality is overloaded (a single 
program performs several tasks without functional cohesion) or that the system 
tries to cover a large range of possible variations (for example, an operating system 
containing many device drivers). 

Then, variation is an important source of troubles in development, but can be 
turned into an advantage if the single large product is converted into a product 
family or a range of close similar systems in order to gain market share. In these 
product families, the main sources of variation come from changes similar to those 
explained in the previous section: 
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1. in the underlying technology, such as the appearance of new storage and 
peripheral devices, or new commercial-off-the-shelf software packages able to 
fulfil a certain part of the system functionality at a lower cost or better 
convenience, 

2. in the customer environment, such as the adaptation to cultural or regional 
requirements, or to local standards, 

3. in the development environment, such as the discovering of new techniques 
that reduce effort or costs. 

Facing all these sources of variation at the implementation level has proven to be 
ineffective and leads nowhere (Karhinen, 1997). Solutions at the implementation 
phase do not scale well and are therefore unsuitable for large systems; it is better 
to cope with variation at the design or architectural phase. 

With respect to systems that require a large effort in their development, let us 
note the major difficulties that large work teams impose, especially in the 
management of complexity, including human factors. Large work teams could 
theoretically reduce development time proportionally to the number of person 
months used, but in practice communication and coordination impose significant 
costs that can make this approach useless. Common strategies for management of 
large groups are the use of people hierarchies, specialization of branches, clear 
definition of the boundaries between work teams, and allocation of sub-system 
developments to groups. When other sources of complexity, such as geographical 
distribution or heterogeneous groups appear, special techniques from the 
concurrent engineering area must be applied. 

Systems whose useful life span is long can also be considered large. In some 
special cases, the systems may last for twenty or more years; this is the case with 
the notorious "Euro" or the 2000 year problems. While nearly all large systems 
need maintenance, the longer its life, the greater the possibility that it must be 
adapted to new functions or cases not foreseen initially. Adaptive maintenance is 
another name for system evolution. 

Adaptive maintenance is the highest single source of cost in system development. 
Sometimes it becomes a whole development cycle in itself. Most significant 
sources of changes come from adaptations to variations; the same reasons 
explained above are valid here and the way to handle it is again the usage and 
evolution of product lines. However, when they are very populated, this is more a 
problem than a solution. 

To cope with the problems explained above, and with the observation that 
implementation solutions can not scale, our proposal is that only by raising the 
focus to the architectural level can these problems be solved effectively for large 
systems in industrial contexts. 

3 SOFIW ARE ARCHITECTURE 

Although design models have been used for a long time in the software industry, 
"Software architecture" (SA) is a new way to organise the development process 
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and the domain knowledge around architectural and design models especially 
suited for the development and evolution of large systems (Soni, 1995). It is 
starting to be applied in industries such as large software houses, telecom 
providers, defence, avionics and end-user electronics manufacturers. All of them 
are characterized by having a wide range of long life products. The main 
advantages of using SA are (Shaw, 1996): 

• It integrates into a single model all available information about the product 
and the process, from the requirements to the maintenance phases, including 
design decision information, validation procedures, assignment of system 
functionality to work groups, etc. 

• It is specialized to the application domain, by means of domain engineering, 
allowing definition and use of domain specific languages, methods and 
analysis tools. For example, for hard real-time systems, architectural models 
can predict time behaviour and resource usage very early in the development. 

• It can lead to the identification of components and connectors. Once these 
elements and their interactions have been properly identified and studied, the 
evolution can be driven by component-based engineering methods. 

• It introduces iteration into the development process from an early phase, 
allowing early analysis and discovery of errors and misunderstandings about 
system elements or functions, either by walkthroughs or analytical or 
simulation methods. 

The literature offers several definitions of Software Architecture (Bass, 1994 ), 
which reflects the infancy of this working area of software development (although 
previous ad-hoc solutions have been given to the development and maintenance of 
large systems), and the need to establish the processes of creation of applications in 
a rigorous way from the earliest phases. A brief definition of SA is given by Garlan 
and Perry (Garlan, 1993): "the structure of components in a program or system, 
their interrelationships, and the principles and guides that control the design and 
evolution in time". 

This approach fosters the usage of structural information, instead of algorithmic 
or behavioural models, basing the reasoning on the definition of self-contained 
high abstraction level components and connectors. This information is obtained 
and managed in order to control the product evolution over time; including the 
information about "what to do" and "when" (i.e. the development process). 

In practical terms, SA is used (Brown, 1996): for training of staff in the central 
elements in the product line; to allow model assessment against quality 
requirements of the system, either based on objective and subjective techniques; to 
enhance re-engineering activities in systems that need adaptive maintenance; to 
control and improve the design process based on design decision documentation; 
and to help to understand system requirements and guide discussion on required 
resources. 

However, definition and usage of SA still have problems, such as the lack of 
processes, methods and formalisms for efficient management of SA, which hinders 
the codification of domain knowledge, letting only experts take part in the decision 



Large systems based on Software Architecture 133 

making process and missing user needs. The other main problem is the lack of 
validation mechanisms on the SA other than expert queries to relate its quality to 
the final product. Up to this moment, there are no conceptual tools available to 
compare architectures, other than experience or intuition. 

4 LANGUAGES FOR ARCHITECfURAL DESCRIPTION 

Currently available architectural description languages (ADL) such as those listed 
in (ADL, 1997) are based on the identification and representation of components or 
abstract structures of the system, as well as their possible relationships or 
connectors. The reference architectures proposed by international normalization 
entities for some application domains are a good starting point for identification of 
components, but they are frequently too general. As a general rule, each domain, 
even each company has different needs and henceforth may have a different ADL 
with its own formalism, design method and tools. For example, the structural part 
of SDL or LOTOS have been taken as ADL in telecommunication domain, while 
the Z language has been used for highly reliable systems. On the other hand, 
simpler ADLs are based on relational models using component and connectors 
descriptions, enriched with attributes. 

Relevant information in the SA depends on the future use envisaged for the 
models. That is why researchers divide the SA information into several views or 
submodels. Among them, the 4+ 1 model (Kruchten, 1995), proposes these views : 

• the logical view, expressed by means of functional or object-oriented notations 
that represent the logical decomposition of the problem and the solution, 

• the development view, that contains the organization and configuration 
elements in the system, by allocating components to layers with different 
variation sources, or subsystems developed by different business units (a good 
point for introduction of the concurrent engineering approach), 

• the process or dynamic view of system behaviour, reflecting the execution 
architecture in terms of tasks, flows, concurrency and synchronization, and 
allowing the reasoning on non-functional properties such as performance, 
scalability, etcetera, 

• the hardware view, that contains relevant hardware elements and their 
descriptions as regards the designer interests (memory size, processing speed, 
transference rates, etc.), 

• and usage scenarios or case uses for all the life cycle, from normal operation to 
maintenance or configuration. 

Another relevant element in SA is the definition of "architectural styles", 
referring to the most relevant structural patterns found in the product line. Virtual 
machines, client-server architectures or communicating processes are well-known 
architectural styles. SA provides a conceptual framework for their understanding 
and analysis based on the correspondences between the different views. 
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Although some authors propose the usage of high level implementation 
languages for the description of SA, there are powerful reasons why these 
languages are not fully useful for this purpose: 

• Implementation languages usually connect elements by means of naming; but 
the connection itself is a second-order citizen, and the name of the connected 
element must appear in the connector. Reusability is impeded that way. At the 
architectural level, however, components and connectors definitions are 
independent of their actual usage. It is a later phase that sets up the 
configuration. (For a full description of this feature, see (Magee, 1995), where 
the Darwin language is explained.) 

• The set of architectural connectors directly available in current implementation 
languages is rather small: procedure calls, message passing and a few more. 
All the other architectural connectors (remote procedure call, implicit 
invocation, etc.) must be provided in the implementation as a piece of complex 
code, not as a unit. Also, each component or connector present in the SA 
description, when expanded to an implementation, turns to be related to 
several implementation elements that appear in different segments of code. 
I.e., the architectural elements correspond to a non-local set of implementation 
elements. Thus, architectural information is distributed and parts of each 
element can evolve in different ways. This problem may corrupt the 
application of the SA in the long term. 

• In the current programming languages, the views (logical, processes, 
packaging) are intertwined and can not be clearly separated. As a result, it is 
difficult to change, for example, the allocation of objects and functions among 
processes or their packaging into modules. 

• The only analysis technique that can be applied to current implementation 
languages is execution. As the system is described in more detail, it is 
increasingly difficult to apply any kind of analysis; an example is an 
exploration of the state space. 

5 THE SOFfW ARE ARCHITECTURE PROCESS 

In this section, a novel process for SA adoption and usage of SA is described. It 
has been worked out from several cases of industrial companies now guiding the 
evolution of their product lines by architectural models. Details on process 
application depend on previous experience in company, the domain where it works 
and tool support. As with any other major shift in the way development is driven, it 
only profits after use with several products in the product line. The process also 
takes into account aspects or activities (such as diffusion and prospect) that are 
often forgotten in current development cycles. 

The main idea behind the application of SA processes is raising the abstraction 
level; instead of focusing mainly on the implementation, architectural and design 
artefacts take the most important roles. The largest problems for evolution appear 
in these points. The main phases in the adoption process are: 
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1. Domain analysis. In this step, the main objective is to develop a model of the 
domain; including the study of all available systems (both in-house and 
competitors). Facing the problems of families, elements shared among all the 
products in the domain must be taken separately as common subsystems or 
core function points in the domain architecture. The other subsystems specific 
to each product form the current variation sources. See (Hayes-Roth, 1994) for 
several techniques useful for obtaining the domain SA. 

2. Selection or definition of architectural description language. With the domain 
analysis and based on the in-house products documentation, as well as 
interviews with key engineers, architects or senior designers, the architectural 
style of the product line must be obtained. It reflects the kinds of components 
and connectors that form the architecture of the system, and the legal 
combinations of both. Based on this information, and the analysis needs in the 
domain, the architectural description language can be chosen or, if none of the 
available seems suitable, the company can produce its own ADL. In easiest 
cases, the ADL is simply a relational model listing the kinds of elements and 
relations; in further evolutions the model is enriched with attributes related to 
the implementation and to the user requirements. Only in an advanced phase is 
a formal language with full syntax and semantics and able to be processed by a 
compiler needed. As mentioned, some experiences with the use of public 
domain languages such as Z, LOTOS, SDL have been reported as successfull, 
as well as in-house architectural languages (Linden, 1995). 

3. Architectural recovery. This step refers to obtaining models of the products 
made by the company (for which design documentation or at least code exist), 
expressed with the ADL chosen in the previous phase, in an abstract level. 
Manual techniques are common, due to a lack of tools and methods to do it 
automatically. However, work is under way in this area in the form of toolsets 
and algorithms that can be applied to software to obtain abstract models 
(Harris, 1996). 

4. Obtaining views from architectural models. The model representing the SA of 
the product family and the variations contains multiple kinds of information. It 
must be filtered into several views or perspectives in order to be useful for the 
main actors in the development. Given the functionality represented by its 
logical view, several products with different quality requirements 
(performance, scalability) can be derived, each of them with a different 
process and physical view (decomposition into processes and mapping to 
processors). Tightly related to the logical view, the methodology, notations 
and tools for the detailed design and implementation must be chosen. The 
closer the method is to the architectural style, the easier will be the adoption of 
the software architecture in the current development environment. Then, the 
general mapping of the solution elements to the development environment is 
required. The main goal in the development view is to ease incremental 
building, testing and delivery. For that purpose, artefacts are allocated to 
layers (depending on the sources of adaptation) or to vertical slices. (When the 
development team is large enough, it promotes the use of concurrent 
engineering techniques by the work of sub-teams.) 
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5. Architectural assessment: its aim is to discover how the current architectural 
model fits with functional and quality requirements that must be classified and 
ordered. Depending on the domain, requirements such as scalability, 
availability or safety may be important, especially for future customers. To 
predict the quality of these products, there are several techniques: measures on 
the model, development of fault trees, simulation of performance, time and 
resource analysis, etc. The techniques to be applied to obtain the relevant 
quality values must be also chosen as part of the architecture. This decision 
can influence the selection of the ADL. There are, however, other quality 
requirements for the company itself that can be as important as customer ones, 
such as maintainability or analysability of the product. The final result of this 
phase must be the list of available techniques for measuring all the quality 
requirements, how are they related to the final product quality, and techniques 
for comparison of candidate architectural models. 

6. Since the set of architects involved in the definition of the architectural models 
is indeed reduced and much smaller than the set of potential users, diffusion of 
the architectural model is required. It can be described as technology transfer 
inside the company. As mentioned, taking on the architectural approach means 
in fact reducing the design space; thus only knowledgeable users 
(implementers and designers) of the architecture can adapt their design 
decisions and mechanisms to those provided by the SA. Meetings, 
conferences, bulletin boards, pilot projects, tiger teams, etc., are the strategies 
currently used for diffusion of this approach. 

Once the software architecture is defined and known in the company, it evolves 
continuously while building products that conform to it. Some parts may present 
more difficulties for implementation, be more critical for the success of the system 
family or present better chances for differentiation with respect to competitors. If 
this is the case, the architectural description must focus specifically on these issues, 
providing the SA user with more information (the scenarios for usage, state 
machine descriptions ... ). 

On the other hand, SA evolves by predicting future adaptations. If long-term 
evolution is the main goal of SA, architects and staff must keep an eye on 
technology, market, users and any other causes of change. For each of the 
possibilities, cost/benefit analysis must be done, and checked to see how these 
changes would impact current and future user requirements. A good technique for 
the representation of the sources of variation, and the adaptive actions to be taken, 
is the usage of Design Decision Trees (Ran, 1996) and Ishikawa diagrams. As 
regards the changes to the SA, the best solution is to build prototypes in areas for 
which changes are expected. This is done out of the production stream; the results 
can be added to the next release of the architecture. 

When finally implementing the system, the SA reveals much of its usefulness, 
fostering the reuse of components and connectors and allowing homogeneous 
development, with a reduced set of design choices, and high conceptual integrity. 
To avoid corrupting the usage of the SA, it must be easy to use, understood by 
developers, supported by the implementation language and tools, and its users 
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rewarded for using it properly. There is nothing better than recording how each 
component/connector is implemented, scoring on repetitions, and trying to factor 
out commonalties, or new reusable components . 

.............. 

Figure 1: Phases of the architectural adoption process. 

Unless there is a conscious effort to keep the SA and products coherent, the 
models will eventually become corrupted. Some reasons for this are a lack of 
proper information or understanding about the current model (sets of allowed 
connectors, for example), or simply the lack of ability to adapt. New products in a 
product family, or new components created to support new requirements must 
conform to the architectural model; otherwise, the SA model will diverge from the 
actual system and become useless. 

6 CONCLUSIONS AND FUTURE WORK 

Software architecture is shown as a key factor in the success of large systems. The 
main problems in their development stem from the sources of variety, and SA, as a 
conceptual model, helps to maintain the conceptual integrity and raise the 
abstraction level. SA serves also as a tool for the classification of knowledge on the 
application, the family of products and the domain. 

SA helps ensure the quality of products and the structure of the design process. It 
helps make an early assessment of the quality of the future product. The European 
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project ARES (Architectural Reasoning for Embedded Software) (Ares, 1995) is 
studying the recovery, creation, analysis, assessment and management of SA in 
several application domains related to software-intensive systems, such as 
telecommunication switches, consumer electronic terminals and telematics for 
transport systems. The case studies have been chosen from large systems with a 
long life span which have suffered changes during their evolution. In some cases, 
the original design has been corrupted or even completely lost during maintenance. 
Then, application of the software architecture process must start with the use of 
architectural recovery techniques in order to obtain the lost architecture, or the 
architectural model that best fits the current system or family of systems. 

Several large organisations are trying to adapt this approach to their products and 
processes. Among the problems that forced them to use SA, the main ones are: 
management of variation in product families (such as families of mobile phones, 
switchers, or consumer electronic devices), the size of design models (more than 
100 MLOC), and the need to check satisfaction of quality requirements early in the 
life cycle (such as in the case of the transport industry, which must fulfil certain 
safety standards). In these companies, SA adoption process is somewhere in 
between second and fifth phases of the here proposed process. Few have an in
house ADL and even fewer are able to perform assessment on the SA model, 
although this is a desirable property for all of them. 

There is much room for improvement: better languages for architectural 
description must be developed, tool support must be given if they are going to be 
used in an industrial environment, improvements in the techniques for analysis and 
comparison of SA must be produced (in such a way that final product quality can 
be foreseen from the SA model), and finally, previous information must be reused 
and incorporated into SA models by using recovery techniques. Although there are 
still many open issues, it seems to be the only choice for controlled evolution of 
large systems. 
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