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Abstract 
This paper addresses the problem of recovering object-oriented schemata from 
relational databases. Solutions to this problem are particularly useful for de
signing wrappers for federated database systems. Our goal here is to describe 
a reverse engineering methodology for the DOK federated database system 
(Tari et al. 1996), enabling the wrappers to express relational schemata as 
object-oriented schemata which are made available for different DOK's ser
vices. 

The reverse engineering methodology we propose involves two main steps. 
The first details the classification of relations to reflect the different object
oriented constructs, whereas the second step consists of applying a set of rules 
to generate these constructs based on the different information contained in 
local databases, both at the schema and data level. 

The classification of a relational schema consists of partitioning relations 
into three categories: base relations (relations which form the core classes of 
the target object-oriented schema), dependent relations (relations describing 
binary relations between classes), and finally composite relations (relations 
describing ternary relationships between classes). 

The translation of the classified relations into object-oriented constructs 
is performed by analysing them according two levels of correlation: (i) the 
degree of correlation between keys of the relations, (ii) and the degree of 
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correlation between the tuples of the relations. Analysing these correlations 
uncovers implicit classes and relationships contained in relational schemata. 
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1 MOTIVATION 

At the Royal Melbourne Institute of Technology (RMIT), we are currently 
designing a distributed system which provides federated services that enables 
cooperative processing across different databases. This system called the DOK 
(Distributed Object Kernel) (Tari et al. 1996), is defined as a CORBA-based 
extension to enable federated processing. It includes a set of core services, 
including a security service (Tari et al. 1997, tari 1997, tari 1998) (allowing 
the enforcement of both local and federated security policies), a transaction 
service (enabling the management of federated transactions), a query service 
(Savnik et al. 1998) (allowing the decomposition and optimisation of feder
ated queries), a trader service (providing a mechanism to find DOK objects), 
a reflective service (Edmond et al. 1995) (providing "additional semantics" 
of local information with regards the location and the capabilities of DOK 
objects), and a mining service (allowing the "extraction" of hidden semantics 
embedded within distributed and heterogeneous databases). These services 
are designed independently of any database platform or model and use in
formation (or objects) defined as virtual representations of physically defined 
objects. As we will see later, these DOK objects are called virtual objects (Tari 
et al. 1996). 

To enable the DOK services to perform specific functions in a distributed 
environment, local-defined schemata are required to be transformed into a 
representation which can be used and monitored by these services. The COIll

ponent of the DOK system enabling such a transformation is called the r'eengl,

neering service. It takes a schema (defined in the relational model) as input 
and produces an object-oriented schema (as a set of virtual objects). The 
generated objects are then used by different DOK managers (e.g. transaction 
manager, query manager, etc.) to have an "understanding" of the information 
embedded in local relational databases enabling decomposition and optimisa
tion of federated queries, retrieval of objects, etc. 

This paper addressees the design of the DOK reengineering service. We 
assume that local databases support the flat relational model. The proposed 
methodology first partitions a relational schema into groups of relation to 
reflect the different object-oriented constructs. In our approach, we distin
guish between three types of relation: base relations, dependent relations and 
composite relations. Base relations being those which are not dependent on 
other relations (that is they do not contain foreign keys). Dependent relations 
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express binary relations between classes (such as simple and nested aggre
gations) while composite relations express ternary relationships. During the 
reengineering process, accurately distinguishing between dependent and com
posite relations is crucial as some dependent relations may "look" like com
posite relations. A good example is a relation Address containing two foreign 
keys, the key of the Doctor relation and the key of Hospital relation. Assum
ing that the key of Hospital is also a foreign key of Doctor, then the relation 
Address is not a composite relation but a set of two binary relationships; one 
simulates an aggregation from Hospital class to Doctor class, and the other 
one is an aggregation from the Doctor class to the class Address. 

After relations are classified according to the three types of relations, the 
reengineering process proceeds as follows. In the initial stage, base relations 
are mapped into classes of the target object-oriented schema. These classes 
will be used as core classes to design the whole schema in an iterative way, 
by adding different types of relationship as well as introducing new classes. 
Thus, the identification of relationships, such as aggregation and inheritance 
relationships, is a crucial step in the design of the reengineering service. Our 
approach deals with this problem by analysing not only the information con
tained in a schema but also the data stores. Our reengineering methodology 
provides for the different mappings (12 in total) which are based on the cor
relation between keys of relations (4 cases) and on the correlation between 
the tuples ofrelations (3 cases). The key correlation cases fall into one of the 
situations where a foreign key: (i) has no common attributes with the primary 
key, (ii) is a part of the primary key, (iii) equal to the primary key, and (iv) 
has an not empty intersection with the primary key. The tuple correlation 
involves the cases where: (a) all data of the foreign key are part of the initial 
relation (equality dimension), (b) the data related to the foreign key· has a 
non-empty intersection with the initial relation (overlap), and (c) the data 
related to the foreign key has an empty intersection with the initial relation 
( disjunction). 

Because of the two dimensional nature of key and data correlations, our re
verse engineering methodology provides a deeper insight into understanding 
the embedded semantics within local databases so that object-oriented infor
mation can be easily extracted, especially the cases of (simple and nested) 
aggregations and (simple and multiple) inheritance relationships. 

This paper is organised as follows. Section 2 describes the different ap
proaches for database reengineering and puts the DOK approach in context. 
Section 3 outlines the principle of our reengineering methodology. Section 4 
shows how object-oriented constructs can be identified from explicit or im
plicit information embedded within a relational database. Finally, Section 5 
concludes with our future work . 

• As the reader will notice, in the rest of the paper, we will call this type of key an external 
key instead of foreign key. The use of such terminology in this section is just to illustrate 
our approach, and therefore more clear definitions will be provided later. 
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2 RELATED WORK 

Most of the research on database reverse engineering (DBRE) has one of 
three perspectives: a model perspective using scheme analysis techniques, a 
query perspective using a query language (such as SQL), or a data perspective 
based on the analysis of data. This section gives a brief overview of these 
approaches and puts the DOK reverse engineering approach in context. 

2.1 The DBRE Approaches 

(a) Relational-based Schema Analysis 
Most of the current DBRE research falls into this category which uses the 
relational schema as the basic input and aim to extract the semantic infor
mation by an exhaustive analysis of each relation in the schema and their 
key and non-key attributes. The approaches in this category, e.g., (Chiang et 
al. 1994, Fonkam et al. 1992, Castellanous 1993, Johannesson 1994), assume 
that the schema input is in at least 3NF which easily allows the methodologies 
to identify candidate classes. 

Catellanos (Castellanous 1993), Chiang (Chiang et al. 1994) and Fonkam 
(Fonkam et al. 1992) have very similar approaches to (Johannesson 1994), 
although they differ in some respects. Johanesson's approach (Johannesson 
1994) proposes three basic transformations that are repeatedly applied to pro
duce the re-engineered object-oriented schema: candidate key splitting, inclu
sion dependency splitting and folding transformations. Candidate key splitting 
and inclusion dependency splitting are used to transform relations containing 
more than one object type into multiple relations containing just one object
type thus preserving a one-to-one relationship between relations and object 
types. The folding transformation removes relations occurring with a cycle 
of generalisation indicating inclusion dependencies to preserve the one-to-one 
correspondence between relations and object types. 

Chiang's approach additionally deals with the establishment of generalisa
tion hierarchies, the determination of regular entities and weak entities, and 
the deriving of many-to-many and one-to-many relationships. This is achieved 
through the classification of relations (e.g. strong, weak, regular and specific 
entities), attributes and their inclusion dependencies. Fonkam's approach also 
derives the generalisation hierarchies, however this is based on the analysis of 
view definitions. 

(b) Query-based Analysis 
These approaches are based on the use of query language statements to ex
tract (some of) the semantic information stored in a relational database, e.g., 
(Abderson 1994, Petit et al. 1994). Andersson (Abderson 1994) analyses equi
joins statements whereas Petit's approach (Petit et al. 1994) analyses auto-
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joins, set operations and where-by clause statements as well as the equi-join 
statements. 

The approach proposed in (Abderson 1994) extracts a conceptual schema 
(or an entity relationship schema) by analysing SQL statements with respect 
to where-in clauses for key attributes. The use of the keyword distinct in 
a query implying non-unique values in the attribute, thus eliminating this 
attribute from being the key. The join conditions in SQL statements are used 
to represent the edges of a schema. 

The approach proposed in (Petit et al. 1994) starts from the database 
schema gaining the knowledge of relation names and the attributes and then 
extracts the semantic information for the relevant relations from the available 
queries. Petit considers three cases in an equi-join query. Assuming that there 
is an equi-join with one key (K), the cases for the attribute (A) are A = K, A 
~ K, or A =P K. In each case, algorithms are proposed to generate appropriate 
relationships. 

(c) Data-based Analysis 
These approaches are based on the analysis of data instances to understand 
(some of) the semantics of a database application. Premerlani's approach 
(Premerlani 1994) is the most well-known. It is a fairly informal process re
quiring a lot of involvement from the user, with weakly ordered steps that 
entail much iteration, backtracking and reordering of steps. This approach 
has two main steps: identifying classes and the identification of different types 
of relationships between classes. In the initial step, candidate keys are identi
fied by looking for unique indexes, automated scanning of data and semantic 
knowledge that suggest patterns in data. Foreign-key groups are then identi
fied by first resolving homonyms and synonyms and then reviewing matching 
names, data types and domains which may suggest foreign keys. Generali
sation and aggregation relationships are identified by analysing foreign-key 
groupings. 

( d) "Pot Pourri" 
Although most of the approaches fall in one of three approaches previously 
presented, there are some solutions which have been proposed in the liter
ature and these mainly deal with the design of reengineering architectures 
for database systems. The work proposed in (hainaut et al. 1993) is partic
ularly useful to understand the requirements for reverse engineering support 
(hainaut et al. 1995). It does not propose any specific algorithm but details 
a generic process model and the main schema transformations useful for the 
reengineering processes. These transformations include project-join, extension, 
and identifier substitution. 

The work presented in (Signore et at. 1994) overlaps all the three categories, 
and therefore based on the identification of schema, primary key, SQL, and 
procedural indicators that lead to the assertion of Prolog facts and by using 
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heuristic rules to the development of a conceptual schema. The four indi
cators extract information from different sources. Schema indicators provide 
information about the structure of the relations and are extracted from the 
DBMS catalogue and from knowledge gained whilst identifying the keys. Key 
indicators define the property of primary keys. SQL indicators, obtained from 
parsing SQL statements, detail the way relations are used in data access and 
manipulation. Procedural indicators are obtained from the host language code 
analysis and identity data and control patterns. 

2.2 Our Approach 

The reverse engineering approaches described above are useful, however do 
not fully take into account all the constraints inherent in the relationships 
between the sets of tuples in the relations. In this way, only a few object
oriented concepts can be identified. All the reverse engineering approaches 
use key analysis techniques (both the primary and foreign keys) to elicit the 
semantics between relations. But they assume that the set of tuples in the 
relations are restricted to the tuple equality condition, and therefore they 
cover only a subset of constraints between the tuples of relations. However, in 
analysing the relations, additional semantics can be uncovered by examining 
the sets of tuples when their intersection is partial (tuple overlap) and when 
there is no intersection (tuple disjunction). Formally, given two relations, 
say a and b with Ka and Kb as their corresponding primary keys, we say that 
there exists: 

• tuple equality between the tuples of the relations a and b if and only if 
a[Kbl ~ b[Kbl or vice-versa, i.e. b[Kal ~ alKali 

• tuple overlap between the tuples of the relations a and b if and only if 
a[Kbl n b[Kbl -=f 0, a[Kbl - b[Kbl -=f 0, and b[Kbl - a[Kbl -=f 0 or vice versa, 
i.e. a[Kal n b[Kal -=f 0, b[Kal - a[Kal -=f 0, and a[Kal - b[Kal -=f 0; and 

• tuple disjunction between the tuples of the relations a and b if and only 
if a[Kbl n b[Kbl = 0 or vice versa, i.e. a[Kal n b[Kal = 0. 

The DOK reverse engineering methodology makes no assumption on the 
state of the tuples with respect to the referential integrity constraints and 
analyses the relations, attributes and relation keys from the three dimensions 
of equality, overlap and disjunction to extract most of the semantics of re
lational schemata. The methodology consists of two steps: classification and 
translation. During the classification stage, relations that serve as core classes 
for the building of the entire object-oriented schema are identified. Such rela
tions are called base relations. Binary relationships between base classes are 
also identified (called dependent relations) and finally composite relations are 
derived. 
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Before any classification of the relations, the relational schema must be" 
normalised to produce relations in 3NF. There are many algorithms which 
can be used to generate such types of relation, e.g. (Britton et al. 1989). 
Thus the normalisation issue will be not addressed in this paper. However 
the main reason of starting the reengineering process with 3NF relations is 
due to the fact that the 3NF relations are the "best" structures which reflect 
the concepts of object-oriented data models. Further normalised relations, 
such 4NF and BCNF, "break" relations at the level of loosing the original 
structures of objects. Also, less normalised relations, such as 1NF and 2NF, 
may leave relations containing many objects which are difficult to "separate" 
during the reengineering process. 

When the relational schema is normalised, we then classify relations into 
the three types previously described. The translation stage maps base rela
tions into their corresponding core classes. Later, dependent and composite 
relations are translated according to (i) the appropriate dimensions (equal
ity, overlap, and disjunction) and (ii) the degree of correlation between their 
primary and external keys. The former allows the identification of implicit 
information embedded within a relational database, whereas the later de
rives the type of relationship (stronger or weaker) according to the degree of 
inter-dependency between classes. This inter-dependency is measured by the 
following four cases: 

• (Case 1) PK n EK = 0: the external key and the primary key do not share 
any attributes; 

• (Case 2) PK :J EK: the external key is part of the primary key; 
• (Case 3) PK = EK: the external key is the primary key; and 
• (Case 4) PK n EK t 0, PK - EK t 0 and EK - PK t 0: the external key 

and the primary key share common attributes. 

PK and EK denote the primary key and the external key respectively. As we 
will see later, an external key of a relation, say R, is a set of R's attributes 
which is the primary key of another relation, say R', however without having 
systematically inclusion dependencies. If the referential integrity constraint 
holds, that is R[EK] ~ R'[EK], then the external key is called foreign key. 

Finally, there are major differences between DOK and the existing reverse 
engineering approaches. With the schema-based approach, DOK deals not 
only with one dimension, that is the equality dimension, but also with the 
overlap and disjoint dimensions. With the query-based approach, where the 
recovery of the different joins between relations is performed by analysing the 
user's queries, DOK analyses the correlation of the stored data and there
fore recovers a wider set of joins which are not automatically discovered from 
the query results. With Rumbaugh's approach, DOK has a limited perspec
tive in regard to dependency constraints. This is mainly because Rumbaugh's 
approach derives a variety of constraints from the stored data, whereas the 
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DOK approach assumes that these constraints are available within the rela
tional databases. However from the analysis perspective, the DOK approach 
has substantial advantages because it deals with both key and data correla
tions. 

3 THE DOK REFERENCE MODEL 

This section describes the DOK model used in the paper to support our reengi
neering approach. The aim of this reengineering approach is to generate DOK 
schemata, defined using the DOK reference model, based on the information 
contained in local databases. The assumption made in the DOK project is 
that the local database systems support relational and object-oriented data 
models only. In this paper, we will just provide an overview of the basics of 
DOK distributed object model. For more details, the reader may refer to (Tari 
et al. 1996). 

As pointed out at the beginning of this paper, the aim ofthe DOK project 
is to design and implement a cooperative database system to enable effi
cient communication and computation across different database platforms. 
The DOK system, as shown in Figure 1, involves a set of managers which 
oversee the smooth running of a federated system and is responsible for en
suring the operational requirements of a federation. Users interact with a fed
eration through the local external schema of one of the component databases, 
implemented in the local wrapper. Users' requests involving remote data are 
analysed by the local wrapper and re-directed to the DOK Manager, which 
has to ensure proper transaction, concurrency control and query management. 

The wrappers play an important role in the DOK environment. They are re
sponsible for the translation of local database schemata and provide advanced 
functions of negotiation and communication allowing the DOK system to un
derstand the semantics embedded in local database applications, to identify 
potential systems to perform specific tasks, and to negotiate the execution 
of the tasks. Also the wrappers are in charge of enforcing different levels of 
autonomy, thus allowing a customised process of cooperation. 

Distributed applications are designed around the concept of a virtual object 
which describes an abstraction defined from various data stores· located in 
different databases. Specifically, a virtual object is defined as a set of attribute 
"references" which point to already defined objects in local databases, called 
physical objects. The main difference between virtual and physical objects 
is that the former are not physically stored in the local databases, however 
they correspond to virtual representations of global abstractions used by dis
tributed applications. 

DOK schemata are defined as a set of virtual objects with a set of rela-

"In this paper, we refer to a data store as either a tuple, an object, a record or any data 
contained in a local database. 
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Figure 1 The DOK Physical Architecture 

tionships between these objects. Relationships between objects are typically 
extensions of well-known aggregation and inheritance relationships to deal 
with heterogeneous data. We can imagine a DOK federated schema mod
elling a University application, where for example we need to record informa
tion about different departments and their staff members, details of students , 
including their personal information, pictures, and final marks, etc. In a sim
plified way, we will need to define three virtual objects, Student, Staff and 
Department. Each of these virtual objects is defined by a set of attributes 
which are defined by "picking up" information from three databases: personal 
database (pDB - which stores information about staff members of different 
department of a given university), a student database (stDB - which stores 
information about students and their results), and a bitmap database (bitDB 
- which stores pictures of both staff and students of different departments). 
The virtual object Department is built by references to information located 
in the databases pDB and bitDB. In a similar way, the virtual object Student 
contains three types of information: Looks -like (which refers to a picture in 
bitDB), Personal-information (which refers to a view of stDB) and Results 
(which is a SQL query on stDB constructing the results of a student). 

4 THE DOK REE APPROACH: AN OVERVIEW 

This section outlines the main principles of the DOK reengineering approach. 
The remaining sections provide details of the different steps required to gener-
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ate object-oriented schemata from relational databases. The OOK reengineer
ing approach differs from existing approaches with regard the identification of 
different object-oriented relationships. The identification of such relationships 
is crucial in the recovery of object-oriented specifications because they can 
be used to improve the "quality" of the final object-oriented design (Tari et 
al. 1997). 

In most approaches for database reverse engineering, the first step consists 
of recovering the core classes of the final object-oriented schema. These 'struc
tures' are then re-used through different relationships to define more complex 
structures. These core classes are identified by looking for some specific type 
of relations, called base relations, that have the specific 'characteristic', that 
they are not logically dependent on the remaining relations of a relational 
schema. The process of identifying and translating base relations is relatively 
straight-forward where there is a one-to-one mapping between base relations 
and core classes and poses no great difficulties in the translation process be
tween a relational schema and an object-oriented schema. 

After base classes are identified, the next step, which is the crucial step of 
any reengineering process, is to identify the different relationships between 
classes. These classes include those already identified at the beginning of the 
reengineering process, as well as those which are derived during this process, 
such as dependent classes (classes that are existentially dependent on others). 
Our approach for the identification of the different types of relationships be
tween classes is based on (i) the analysis of relation keys defined within the 
relational schemata and (ii) the analysis of constraints defined explicitly in 
referential integrity constraints and implicitly in data sources. Thus giving a 
reengineering methodology based on the analysis of the semantics reflected 
by the specification of the relational schemata and on the semantics provided 
within the data sources. 

1. In analysing the different keys of a relational schema, the focus of our ap
proach is on the correlation between the primary keys and external keys. 
The former are well-known concepts and therefore are not explained in 
this paper. The latter is a category of key constraints which "relax" one 
of the condition related to foreign keys. Informally speaking, an exter
nal key of a relation represents a set of attributes which is a primary 
key of another relation and furthermore there are no conditions on the 
tuple inclusion between the data stores of the two relations. A simple 
example of an external key will the attribute studenLid of the relation 
Address(studenLid, zip, street, town), where the data stores related to 
studenLid in this relation, i.e. Address[studenLidJ, is not a subset of the 
original relation Student (studenLid, name, age): Address[studenLidJ ¢.. 
Student [ studenLidJ. 
This new concept of an external key introduces a more realistic require
ments when dealing with the reengineering of relational databases as in 
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most of database applications, the key constraints do not naturally reflect 
the assumptions of the Universe of Discourse (UoD), as shown in the above 
example for studenLid. 
The analysis of the semantics reflected within a relational schema is based 
on the correlation between primary keys and external keys enabling the 
identification of a wider number of hidden relationships between classes 
than in existing reengineering approaches. Four cases of key correlations 
are covered in our analysis: (1) the external key is a non-key attribute, (2) 
the external is a component of a composite primary key, (3) the external 
key is the primary key, and finally (4) the external key is partially used as 
a component of a composite primary key. These four cases are graphically 
shown in Figure 2, where PK denotes a primary key and EK denotes a 
external key. 

2. The other major issue in reengineering of relational databases is the analysis 
of the data sources to extract additional semantics which can be used to 
derive hidden object-oriented structures and relationships. All the existing 
reengineering approaches assume a strict adherence to referential integrity 
constraints defined on relational schemata, and thus restricting the values 
of data stores in the relations. This can not be guaranteed, so the degree to 
which the two relation's data sources intersect (i.e. adhere to the referential 
integrity constraints) identifies the semantics of the relationship between 
relations. The three dimensions for the intersection of the sets data sources, 
called tuple inclusion, are equality, overlap and disjunction. Figure 3 shows 
graphically the three different tuple inclusions, where: (1) equality is defined 
as Rl[A] ~ R2[B] (or vise-versa), (2) overlap defined as RdA]- R2[B] =f:. 
0, R2[B]- RdA] =f:. 0 and Rl[A] n R2[B] =f:. 0, and (3) disjunction defined 
as RdA] n R2[B] = 0. 

Case 1: EK-NKA 
PK EK 

•••••••• 
PK 

Case 2: EK-pCK 
!EK ' 

r······~ 
Case 3 EK-SK ; 

iEK , 
~ .............. : 
i 

PK 
Case 4: pEK-pCK 

lEK , 
~ ... :-... 

Figure 2 The Four Cases of Key Correlation 
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R1[A] - ~[B] i= ¢ 
R2[B] - R1[A] i= ¢ 
R1[A] nR2[B] f. if; 

Overlap Disjunction 

Figure 3 The Three Cases of Data Correlation 
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The combination of the key correlation (of Figure 2) and data correlation (of 
Figure 3) in the reengineering process induces twelve (12) cases from which 
we obtain both the explicit and implicit semantics of relational databases 
which can be explicitly specified within object-oriented schemata. Each of the 
different cases yields a different object-oriented constructs from the relational 
schema as is shown in Figure 4. 

In describing our reverse engineering approach, we first discuss the analysis 
of the relational keys in a relational schema and then the analysis of referential 
integrity constraints using data stores of relational databases. We illustrate 
our methodology by using the following relational database schema of a Hos
pital application given below. Note that primary keys are denoted by capital 
letters. Foreign and external keys are not specified in the Hospital schema 
and they will be discussed in the different scenarios related to the 12 cases. 
The reader may notice that the equality dimension, as shown in Figure 4, 
is the situation where external keys are in fact foreign keys. The remaining 
dimensions, that is the overlap and disjoint dimensions, are concerned with 
external keys which are not foreign keys. 

Patient (PATIENT_ID,patient_name,address,symptoms) 
Doctor(DOCTOR_ID,doctor_name,salary,specialisation) 
Ward(WARD_ID,title) 
Hospital (HOSPITAL_ID,hospital_name) 
Laboratory(LABORATORY_ID,laboratory_name,lab_no) 
Phone (HOSPITAL_ID,PHONE_NO) 
Handled (PATIENT_ID,DOCTOR_ID) 
Registered(PATIENT_ID,WARD_ID) 
Staff (DOCTOR_ID,HOSPITAL_ID) 
Head(HOSPITAL_ID,doctor_id) 
Resident-In(WARD_ID,DOCTOR_ID) 
Facilities (HOSPITAL_ID,LABORATORY_ID) 
Address (HOSPITAL_ID,PHONE_NO, code,zip,town) 
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OVERLAP 

~---+'---+'--.,.i---""!. EQUALITY 

:1 AggregatIOn . I Simple h Simple f 
j Inheritance f inheritance + j 

:' ! I Aggregation j 
,/ / 

Figure 4 Summary of Object Recovery based on Key & Data Correlations 

5 OBJECT RECOVERY 

The recovery of objects from relational databases is a two-step process, where 
the core classes are initially extracted from the original database schema and 
define the core classes of the target object-oriented schema. Since these core 
classes are just skeletons of the target schema, additional classes and relation
ships are to be recovered from the relational database by analysing both the 
information provided in the schema (that is according to the key correlation 
between the relations of the schemata) and the information provided by the 
data stores (that is according to data correlation of data stores). 

The first step of this recovery procedure is based on the classification of 
the different relations of a relational schema to reflect the different object
oriented constructs. Our approach distinguishes between three different types 
of relations: base relations, dependent relations and composite relations. Base 
relations define the core classes of object-oriented schemata, whereas depen
dent and composite relations are used to recover the different relationships 
between classes. This section provides the following: (i) the classification rules 
enabling to partition a relational schema to reflect the different object-oriented 
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constructs, and (ii) the mapping rules which recover the hidden semantics 
in the schema and data stores. In some of the 12 cases, we illustrate the 
implementation of the generated object-oriented schema using ObjectStore 
(objectstore 1996). 

5.1 Class Recovery 

Here we describe the basic techniques to recover classes from a relational 
database. Details about their corresponding algorithms can be found in one 
of our initial work on database reengineering (Tari et al. 1997). 

(a) Principle 
We use the key constraints of relational schemata as as basis for the iden
tification of classes. For example, the attribute DOCTORJD of the relation 
Doctor shows the existence of a class Doctor since this attribute is a primary 
key of the relation Doctor. In addition, this relation is not composed from 
any other keys, which means that its can be used as a core relation. Relations 
exhibiting this property are called base relations, and their corresponding 
classes are base classes. Since base classes are not composed from any other 
information, they will be used as the foundation to build more complex classes 
by either using inheritance, aggregation or association. 

Let us now consider the relation Phone. This relation contains only one 
reference to another Hospital which is KHo8J1ital = HOSPITALJ:D. This ref
erence shows that the class Phone will be dependent on the base class Hospital. 
If we take the case where there exists a referential integrity constraint between 
the relation Phone and the relation Hospital, i.e. the equality dimension (Fig
ure 4, Case 2), the class Hospital will contain an attribute that will reference 
Phone, which in fact is consistent with the inclusion dependency assumed 
above- that states that access to the information of Phone can be achieved 
only if the hospital information is known. However, if the analysis of the re
lations is performed according to the overlap dimension, that is the KHo8J1ital 

in the relation Phone is an external key·, then the relationship between the 
classes is not an aggregation because of the existence of some data stores of 
the relation Phone which cannot be accessed from the relation Hospital. 

The relations that exhibit the same property as the relation Phone are 
called dependent relations and their corresponding object-oriented classes 
are called dependent classes which are completed with aggregation and 
inheritance relationships. 

However the above situation, in which a primary key may be composed of 
an external key, can be more complex. Indeed, we may have a set of relations, 
say R1 ,R2," "R.n, n ~ 2, where there exists an inclusion between each or a 

·Phone[KHospitad - Hospital[KHospitad '" 0, Hospital[KHo.pitad - Phone[KHo.pitad '" 0, 
and Hospital[KHo8pitad n Phone[KHoBpitad '" 0. 
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pair of relations, i.e. KRi ~ KRi+l' l~i~n-l. This also means that the rela
tion Ri, 2~i~n, is composed by a set of external keys KRl ,KR2 , . ·,KRi_l. The 
corresponding class of the relation Ri will be dependent on the class of Ri- 1 

which itself depends on the relation Ri - 2 and so on. This situation will induce 
a nesting of aggregation relationships between classes that are derived from 
the inclusion amongst the primary keys of their corresponding relations. The 
relations R2 ,· ·,Rn that exhibit this property are also called dependent re
lations. The relation Address is a good example of a dependent relation which 
contains a nesting of keys. Indeed, this relation has two external keys which 
are KHoBPital = HOSPITAL...ID and KPhone = HOSPITAL...ID, PHONKNO 
and furthermore KAddresB = HOSPITAL...ID, PHONE~O. If in addition, we 
also have the properties: (i) Phone[KHospitad ~ Hospital[KHospitad and (ii) 
Address[Kphonel ~ Phone[Kphonel (i.e. we are dealing with the equality di
mension), we derive an aggregation relationship between Hospital and Phone, 
and an additional aggregation relationship between the class Phone and the 
class Address. The properties (i) and (ii) above create a nesting of aggrega
tions from the class Hospital to the class Address via the class Phone. 

The last category of relations is one where there is more than one refer
ence to another relation and furthermore there is no inclusion between the 
external keys (as there is for dependent relations). These relations are called 
composite relations and they generally express either associatiolls or I11ul

tiple inheritance between classes. For instance, the relation Resident-In is all 
example of a composite relation, which specifies a relationship between two 
independent chunks of information, i.e. Doctor and Ward. Since this relation 
has no more additional attributes other than the external keys, this will be 
transformed into an association between the classes Doctor and Ward. 

The result of relation classification on the Medical schema is given below. 
As mentioned earlier, base relations are used to generate core classes of the 
target object-oriented schema, however dependent and composite relations 
enable to recover additional classes and relationships, and therefore complete 
the design of the schema. 

• Base relations: Patient, Doctor, Word, Hospital, and Laboratory. 
• Dependent relations: Phone and Address. 
• Composite relations: Handled, Registered, Staff, Head, Resident-In, and 

Facilities. 

(b) ObjectStore Implementation 
After the relations of a relational schema are classified, the next step in the 
process of translation is to generate the core classes of the object-oriented 
schema. These classes are directly derived from base relations and have the 
same attributes as those contained in the base relations. For example, from 
the relations Patient, Doctor, Ward, Hospital, and Laboratory of the Medical 
schema 
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Patient (PATIENT_ID , patient_name, address, symptoms) 
Doctor (DOCTOR_ID, doctor_name, salary, specialisation) 
Ward (WARD_ID, title) 
Hospital (HOSPITAL_ID , hospital_name) 
Laboratory (LABORATORY_ID, laboratory_name, lab_no) 

the following ObjectStore schema is generated accordingly: 

/* schema.cc file */ 
#include <ostore/ostore.hh> 
#include <ostore/coll.hh> 
#include <ostore/manschem.hh> 
#include "Patient.hh" 
#include "Doctor.hh" 
#include "Ward.hh" 
#include "Hospita1.hh" 
#include "Laboratory.hh" 

199 

void dummy 0 { 
OS_MARK_SCHEMA_TYPE(Patient)j 
OS_MARK_SCHEMA_TYPE(Doctor)j 
OS_MARK_SCHEMA_TYPE(Ward)j 
OS_MARK_SCHEMA_TYPE(Hospital)j 
OS_MARK_SCHEMA_TYPE(Laboratory); 
} 

OS_MARK_SCHEMA_TYPE(os_Set<Patient»j 
OS_MARK_SCHEMA_TYPE(os_Set<Doctor»j 
OS_MARK_SCHEMA_TYPE(os_Set<Ward»j 
OS_MARK_SCHEMA_TYPE(os_Set<Hospital»j 
OS_MARK_SCHEMA_TYPE(os_Set<Laboratory»; 

The specification of OS_MARK.5CHEMA_TYPE(os_Set<X» in the schema 
introduces a persistent structure for the objects of the class X. This set struc
ture is particularly important for the base classes because most of the queries 
on the target object-oriented schema will have an "entry point" as a base class 
and will later use the different (access) paths to navigate through other classes 
of the object-oriented schema. Our claim is that all base classes must have a 
set persistent data structure (for the reason given above) and, probably, the 
database administrator can introduce additional set structures for the classes 
to be recovered in later stages of the reengineering process. 

In addition to the generated file sehema.ee, other files are generated to 
provide the specifications of the base classes Patient, Doctor, Ward, Hospital, 
and Laboratory. These classes are typically C++ classes which have the same 
attributes as their parent relations. For the limited size of the paper, we just 
propose the header file of the class Laboratory. 

/* File Laboratory.hh */ 
class Laboratoryj 
extern os_Set<Laboratory*> *laboratory_extentj 
class Laboratory 
{ 
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protected: 
int laboratory_idj 
char. laboratory_namej 
int lab_noj 

public: 
Laboratory(int aa, char. bb, int cc) 

}j 

{ 

} 

laboratory_id = aaj 
lab_no = cc 
int length = strlen(bb) + 1j 
laboratory_name = new(os_segment::of(this), 

os_typespec::get_char(), length) char[length]j 
strcpy(laboratory_name, bb); 

/. insertion of the object in the set ./ 
laboratory_extent->insert(this)j 

/. deletion of the object from the set ./ 
-Laboratory(){ laboratory_extent->remove(this)j } 
static os_typespec. get_os_typespec()j 

5.2 Relationship Recovery 

By examining keys, and in particular the correlation between the relations' 
primary and external keys, we are able to completely elicit the semantics of 
the relationships between relations. Here we examine each of the four cases of 
key correlation of Figure 2 in details by looking at the different situations of 
data correlation of Figure 3. 

(a) External Key - Non Key Attribute (EK-NKA) 
The case where the external key in a relation is a non-key attribute illustrates 
a weak relationship between classes, which is mainly characterised by the fact 
the external key has no common attributes with the primary key. Indeed, if 
a relation RI is a dependent or composite relation and KR2 an external key 
of R I , and furthermore KR2 n KRl = 0, then the relationship between the 
class C Rl and C R2 cannot be an aggregation because the identification of the 
data stores of the relation Rl does not use any information of the external key 
KR2' We now examine this case individually with the different dimensions of 
tuple inclusion as illustrated in Figure 4. 

(a-I) Equality dimension 
When tuple inclusion is complete, the relationship is an association, meaning 
that the classes are weakly related. This relationship is an association (instead 
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(a) Equality (b) Overlap 

Figure 5 Object Recovery in the Case "EK-NKA" 
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of a aggregation) because the external and the primary key share no common 
attributes (ie EK-NKA) therefore, the data stores of the corresponding classes 
are weakly related. A good example of such type of scenario is the the following 
situation where the relations Doctor and Hospital, defined as, 

Hospital (HOSPITAL_ID , hospital_name) 
Doctor (DOCTOR_ID. doctor_name, salary, specialisation, hospital_id) 

have the following inclusion dependency: 

Doctor[hospitaLid] ~ Hospital[HOSPITAL.lD] 

In this instance, the dependent relation is mapped to a class with an as
sociation relationship between this class and the base relation class. This 
relationship is illustrated in Figure 5(a). The external key hospitaLid in the 
dependent relation Doctor, which is also in this case a foreign key because we 
are dealing with the equality dimension, simulates an association between the 
two relations. It has no common attributes with the primary key of the rela
tion Doctor, therefore the recovered relationship between the classes Doctor 
and Hospital could be only a weak relationship, that is an association. 

When the relationship is recovered, the original C++ classes Hospital and 
Doctor are updated to include the new association. 

/. File Hospital.hh ./ 
class Hospital; 
extern os_Set<Hospital.> 

.hospital_extent; 
class Hospital 
{ 

/. File Doctor.hh ./ 
class Doctor; 
extern os_Set<Doctor.> 

.doctor_extent 
class Doctor 
{ 
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protected: 
int hospital_id; 
char* hospital_name; 
os_Set<Doctor*> doctors; 

public: 
Hospital(int aa, char* bb) 

{ /* constructor */ } 

-Hospital 0 { 
hospital_extent->remove(this); 

static os_typespec* 
get_os_typespec(); 

}; 

(a-2) Overlap dimension 

protected: 
char* doctor_name; 
int salary; 
char* specialisation; 
os_Set<Hospital*> hospitals; 

public: 

Doctor(char* aa, int bb, char* cc) 
{ /* constructor */ } 

-DoctorO { 
doctor_extent->remove(this) ; 

static os_typespec* 
get_os_typespec(); 

} 

When there is only partial inclusion of data stores between the external key 
of one relation (first relation) and the primary key of another relation (second 
relation), this creates a different situation from the one previously presented 
(Le. equality dimension). Here we recover the hidden semantics as a combi
nation of an association and an inheritance relationships. 

(1) The first relation is divided into two fragments, say cc and tt, to simulate 
the fact that only a part of its data stores have an intersection with the data 
stores of the second relation. We assume that aa is the fragment that has 
a non-empty intersection. The fragment tt represents the hidden semantics 
which cannot be recovered if the equality dimension is only considered * . 

The mapping of the first relation will generate two classes related to the 
fragments cc and tt respectively. Since both of these fragments materialise the 
same concept (or relation), then an inheritance relationship will be recovered 
from the mapping of the first relation to semantically relates the class of aa 
with the class of tt. 

(2) From the second relation we will recover two types of information: (i) 
the class which implements this relation, and (ii) an association that relates 
its data stores of the class aa. 

Using our Medical example, we consider the relations Doctor and Hospital, 
defined as 

Hospital (HOSPlTAL_ID, hospital_name) 
Doctor(DOCTOR_ID, doctor_name, salary, specialisation, hospital_id) 

with the following properties of the disjunction dimension: 

• All the existing reengineering approaches do not recover the class tt because they deal 
only with the equality dimension. 
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Doctor[hospitaUd] n Hospital[HOSPITAL...ID] i- 0 (P!) 
Doctor[hospitaUd] - Hospital[HOSPITAL...ID] i- 0 (P2) 
Hospital[HOSPITAL...ID] - Doctor[hospitaljd] i- 0 (P3) 

The external key hospitaUd in the relation Doctor simulates an association 
relationship between data stores of the relation Hospital and a few data stores 
of the relation Doctor. These data stores of the relation Doctor form a frag
ment of the relation which is mapped into a class, called HospitaLDoctor. This 
class recovers those doctors which work in hospitals. The second fragment to 
be recovered relates to the data stores of the relation Doctor that do not have 
any relationship with those of the relation Hospital. For this fragment, we 
create a class that represents those doctors which do not work in hospitals. 
We denote by Doctor such a class. Since these the two classes Doctor and 
H ospital-Doctor relate to the same original relation, then an inheritance re
lationship is recovered to simulate the fact that: (i) H ospital-Doctor contains 
information about doctors, and (ii) Doctor contains all information about 
doctors, and particularly, it contains those data store that do not have rela
tionships with those of Hospital. The C++ classes specifications of the new 
object-oriented mapping are: 

/* File Hospital.hh */ 
class Hospital; 
extern os_Set<Hospital*> 

*hospital_extent; 
class Hospital { 
protected: 
int hospital_id; 
char* hospital_name; 
os_Set<Hospital_Doctor*> doctors; 

public: 
Hospital(int aa, char* bb) 

{ /* constructor */ } 
-Hospital 0 { 

hospital_extent->remove(this); 
static os_typespec* 

get_os_typespec(); } 

(a-3) Disjunction 

/* File Doctor.hh */ 
class Doctor; 
extern os_Set<Doctor*> 

*doctor_extent 
class Doctor { 
protected: 

char* doctor_name; 
int salary; 
char* specialisation; 

public: 
Doctor(char* aa, int bb, char* cc) 

{ /* constructor */ } 
-DoctorO{ 

doctor_extent->remove(this); 
static os_typespec* 

get_os_typespec(); } 

class Hospital_Doctor: Doctor { 
protected: 

os_Set<Hospitals*> hospitals; 
public: 

/* constructor t destructor */ } 

This is not applicable to case EK-NKA since there is no situation where you 
have no tuple inclusion. 
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(b) External Key - part Composite Key (EK-pCK) 
This second case is concerned with the situation where the external key of 
one relation (first relation) is a part of the primary key of another relation 
(second relation). Note that, in this context, the second relation cannot be 
a base relation because it contains the external key, and therefore can be 
only either a dependent or composite relation. When the second relation is a 
composite, the recovery of hidden semantics is quite complex, as detailed later. 
When the second relation is a dependent relation, the external key which is 
contained as a part of it's primary key enables the recovery of an aggregation 
relationship because of the fact that all the data stores of this second relation 
relays on the external key in order to be identified. 

(a) Equality 

(b) Overlap 

(c) Disjunction 

Figure 6 Object Recovery in the Case "EK-pCK" 

(b-l) Equality dimension 
In this case, with complete tuple inclusion, both the first and the second 
relations, are mapped into distinct classes. An aggregation relationship is 
recovered to link the class related to the first relation with the class which 
simulates the second relation. The direction of this containment relation will 
be defined from the first to second class. 

Let us again consider the Medical schema, restricted to the relations Hos
pital and Phone: 

Hospital(HOSPITAL_ID. hospital_name) 
Phone (HOSPITAL_ID. PHONE_NO) 
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with the inclusion dependency 

Phone[HOSPITALIDj ~ Hospital[HOSPITAL...IDj 

The external key HOSPITALJD in the relation Phone simulates an aggre
gation relationship between the classes Hospital and Phone because there is 
a strict inclusion between the external key and the primary key of the rela
tion Phone. To depict this relationship in the object-oriented data model, the 
dependent relation Phone is mapped to a class Phone, and an aggregation 
relationship, from the base class Hospital to Phone, is recovered. Figure 6(a) 
shows the result of the mapping of the relations Phone and Hospital, and we 
have omitted the ObjectStore specifications of such a mapping because of the 
limited size of the paper. 

In the above example, the relation which contains the external key is a de
pendent relation and thus, the recovery of the aggregation is easier because 
only one external key exists in the relation. This is not the case in a composite 
relation, where there will be multiple external keys which could simulate ei
ther a set of aggregation relationships, a set of inheritance relationships, or a 
combination of both. The complexity involves determining which one of three 
cases applies to the composite relation. In our approach, this problem is solved 
as follows. When the corresponding classes of the external keys have a com
mon superclass, then the composite relation definitely simulates a multiple 
inheritance. In the other cases, assume that the composite relation contains 
only aggregations which need to be verified by the database administrator. 
This verification is necessary because these aggregations could in reality be a 
combination of aggregation and inheritance. Therefore an automatic mapping 
of a composite relation cannot be generated. 

There are two possible scenarios to the problem of differentiating between 
aggregations and combination of inheritance and aggregations. Here we briefly 
overview a possible solution for each of these scenarios. 

Recovering aggregations only: The composite relation is mapped into a 
set of aggregations which match the semantics of the relational schema. 
For example, from the following relations 

Facilities (HOSPITAL_ID, LABORATORY_ID) 
Hospital (HOSPITAL_ID, hospital_name) 
Laboratory (LABORATORY_ID , laboratory_name, lab_no) 

with the inclusion dependencies 

Facilities[HOSPITAL...IDj ~ Hospital[HOSPITAL...IDj 
Facilities[LABORATORY ...IDj ~ Laboratory[LABORATORY...IDj 
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we recover aggregation relationships only between the classes Hospital and 
Laboratory with the class Facility. Our approach is consistent in that the 
result reflects the intended semantics. 

Recovering both aggregation and inheritance: Let us assume we ex
tend the Medical schema and add a new relation AustralianPhone 

Hospital (HOSPITAL_ID, hospital_name) 
Phone (HOSPITAL_ID, PHONE_NO) 
AustralianPhone(PHDNE_NO) 

with the following inclusion dependency 

Phone[PHONE..NO] ~ AustralianPhone[PHONE..NO] 

The relation Phone now becomes a composite relation with HOSPITALJD 
and PHONE~O as external keys. Hospital and AustralianPhone are base 
relations and therefore their corresponding classes do not contain any com
mon superclass. In this case the semantics of the composite relation is 
intended to be a combination of an inheritance (between Phone and Aus
tralianPhone) and an aggregation (between Phone and Hospital). It could 
also represents a set of aggregations between Phone and the classes Aus
tralianPhone and Hospital. 

To simplify the translation process, our methodology assumes that all the 
recovered relations are aggregation relationships. These must be later refined 
by the database administrator to improve the design. As explained above, in 
some situations, there is no way to differentiate between an aggregation and 
inheritance relationship. Therefore, the role of database administrator will be 
to "correct" the recovery semantics to reflect the correct interpretation of the 
UoD (Tari et al. 1997). 

We would like to point out that most of the existing reverse engineering 
approaches necessitates frequent involvement of the database administrator. 
In our approach, however, there exists one case only where the recovery sit
uation is ambiguous and therefore additional semantics cannot be extracted 
from the database schema. In all the remaining cases, our approach provides 
a complete set of translation rules to recover the hidden semantics based on 
the presented two dimensional correlation scheme. 

(b-2) Overlap dimension 
To simplify the description of our reengineering approach, as in the previous 
case, we consider the second relation (that is the one which contains the 
external key) as a dependent relation. Since we are dealing with the overlap 
dimension, only some of the data stores of the second relation are identified by 
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the primary key of the first relation, therefore, the recovery of an aggregation 
will be applied only for one part of the data stores of the second relation. 

There are multiple solutions to map the first and second relations, depend
ing on which point of view we are taking into account. Basically, the idea is 
to split either the first or the second relation in order to separate their com
mon data stores from the rest. IT the focus is on the first relation, then two 
classes are created, say a and b, where we assume that a does not have any 
common data stores with the second relation. Therefore, an aggregation is 
recovered to simulate the fact the external key, which is now in the class b, is 
used to identify the data stores of the second relation. Finally, an additional 
class, say ab, is recovered to materialise the whole first relation with multiple 
inheritance relationship with the classes a and b. 

Alternatively, mapping the two relations consists of splitting the second 
relation instead. We assume that a and b are the two classes, where a does 
not have any common data stores with the first relation. In the same manner 
as the first alternative, we recover the following classes and relationships: (i) 
a, b, ab are classes simulating the first relation, (ii) an aggregation between b 
and the second class, and (iii) a multiple inheritance between ab and a and b. 

Let us consider the relations Laboratory and Phone in the Medical schema 

Laboratory (LABORATORY_ID. laboratory_name) 
Phone(LABORATORY_ID. PHONE_NO) 

with the following properties 

Phone[LABORATORY..ID] n Laboratory[LABORATORY..ID] =F 0 (PI) 
Phone[LABORATORY..ID] - Laboratory{LABORATORY..ID] =F 0 (P2) 
Laboratory[LABORATORY..ID] - Phone[LABORATORY..ID] =F 0 (V3) 

then examining these relations, we can see that according to the property Pl 
there are some Laboratories with a phone but also according to the property 
P3 there are some Laboratories without a phone. Additionally, the property P2 
implies that there must be some other rooms that are not Laboratories which 
also have a phone. Therefore, by using the property P2, we have discovered a 
new abstraction not specified (as a relation) in the relational schema. In the 
mapping process from the relational to an object-oriented schema, this new 
abstraction will be explicitly represented as a class. 

In above example, we recover the classes Phone, Laboratory, Laboratory 
_with-Phone and a class Room_with-Phone (see Figure 6(b)). This last class 
has been recovered because of the overlap dimension. Existing reverse en
gineering approaches will not recover such a class because of the restric
tion made on the inclusion between data stores. Laboratory is a superclass 
of Laboratory _with-Phone but Laboratory _with-Phone is also a subclass of 
Room_with-Phone so there is a multiple inheritance relationship. The ag-
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gregation relationship is between the class Room_with-Phone and the class 
Phone. 

(b-3) Disjunction dimension 
As for the two previous cases, we assume that the second relation is a depen
dent relation. Due to the size limitations of the paper, we will not discuss the 
case where the second relation is a composite relation. 

Since we are dealing with the disjunction dimension, there are no common 
data stores between the two relations. We would like to remind that the second 
relation contains an external key as a part of its primary key. The mapping 
of the two relations will recover the following object-oriented constructs: (i) 
two classes corresponding for the first and second relations, (ii) a new ab
stract class, say a, simulating the fact there exists a relation, with has the 
same attributes as the first relation, which shares data stores with the second 
relation*, (iii) a new abstract class, say b, enabling the sharing of common 
characteristics between the first relation and the class a, and finally (iv) a 
multiple inheritance between the classes b and a and the class corresponding 
to the first relation. 

If we consider the relations Laboratory and Phone in the Medical schema 

Laboratory (LABORATORY_ID, laboratory_name) 
Phone (LABORATORY_ID, PHONE_NO) 

with the following properties 

Phone[LABORATORY.1D] n Laboratory[LABORATORY.1D] = 0 (Pi) 

then examining these relations with the disjunction dimension holding, we can 
see that there are no Laboratories with a phone (PI) but there are other rooms 
with phones implied by the existence of the external key LABORATORY ..ID 
in the relation Phone, therefore, we create the classes Phone, Laboratory 
from the relations Phone and Laboratory respectively. Two new classes are 
recovered: the abstract classes Room and Room_with_Phone (see Figure 6(c)). 
Laboratory is a subclass of the abstract class Room but Room_with_Phone is 
also a subclass of Room so there is are two simple inheritance relationships. 
The aggregation relationship is between the class Room_with-Phone and the 
class Phone. 

(c) External Key - Simple Key (EK-SK) 
This is an uncomplicated case where an external key is entirely composed of a 
simple key. This type of property simulates an inheritance (single or multiple) 

·This assumption is particularly useful in the context of Open World Assumption (OWA) 
where, the first relation may have new data stores which will be shared with the second 
relation. 
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relationship between classes where the type of inheritance is determined by 
the type of tuple inclusion between the relations. 

(a) Equality 
(b) Overlap (c) Disjunction 

Figure 7 Object Recovery in the Case "EK-SK" 

(c-l) Equality dimension 
In this instance, there is complete inclusion between the data stores of both 
relations where all the data stores in the dependent relation are included in 
the data stores of the base relation. From the dependent relation we recover 
a class and a simple inheritance relationship with the base class. 

If we consider the relations Employee and Doctor in the Medical schema 

Employee (EMPLOYEE_ID, employee_name) 
Doctor (DOCTOR_ID, salary, specialisation) 

with the inclusion dependency 

Doctor[DOCTORJDj ~ Employee[EMPLOYEEJDj 

then examining these relations with the equality dimension holding, we can 
see that all the tuples of Doctors are employees of the hospital. To map this 
relationship, a class Doctor is created with an inheritance relationship between 
it and the base class Employee. Figure 7(a) shows such a mapping. 

(c-2) Overlap dimension 
In this instance, the external key is comprised entirely of a simple key and 
additionally some data stores in the dependent relation are not contained in 
the base class and some of the data stores in the base class are not contained 
in the dependent relation. This property simulates a multiple inheritance re
lationship between classes. From the two relations, we extract the following 
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object-oriented constructs: (i) two classes which implement the two relations, 
and (ii) an additional class containing all the common data stores of the two 
relations. 

If we consider the relations Room and Laboratory in the Medical schema 

Office(OFFICE_ID, location) 
Laboratory (LABoRAToRY_ID, laboratory_name) 

with the following properties 

Laboratory[LABORATORY...ID] n Office[OFFICEJD] =1= 0 (pd 
Laboratory[LABORATORY...ID] - Office[OFFICE...ID] =1= 0 (P2) 
Office[OFFICE...ID] - Laboratory[LABORATORY...ID] =1= 0 (P3) 

then examining these relations with the overlap dimension holding, we can 
see that some instances of Office are not included in Laboratory (P3) and 
some instances of Laboratory are not included in Office (P2). Semantically, 
this implies that there are rooms classified as offices, rooms classified as lab
oratories and additionally rooms that are both offices and laboratories. To 
map this relationship, we create the classes Laboratory and Office from the 
relations Laboratory and Office respectively with the additional new class 
OfficeLaboratory. The new recovered class OfficeLaboratory has a multiple 
inheritance relationship between it and the classes Laboratory and Office. 
Figure 7(b) summarises all the recovered objects and relationships from the 
relations Laboratory and Office. 

(c-3) Disjunction dimension 
In this dimension, we have the following property: the external key is com
prised entirely of a simple key, the data stores of the dependent relation are 
not contained in the base class, and the data stores of the base class are not 
contained in the dependent relation. This property simulates a multiple simple 
inheritance relationship between classes. For the two relations, we recover the 
following object-oriented constructs: (i) a class that simulates the dependent 
relation, that is the relation which contains the external key, (ii) a class which 
simulates the base relation, (iii) a new abstract class containing all the data 
stores that are common to the dependent relation and base class, and finally 
(iv) two inheritance relationships to the new abstract class. 

If we consider the relations Office and Laboratory in the Medical schema 

Office (oFFICE_ID, location) 
Laboratory (LABORATORY_ID, laboratory_name) 

with the following properties 

Laboratory[LABORATORY...ID] n Office[OFFICE...ID] = 0 (pd 
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then examining these relations with the disjunction dimension holding, we 
can see that the instances of Office are not included in Laboratory (PI) and 
the instances of Laboratory are not included in Office (PI). Semantically, 
we can see that there is a third unknown class from which both the classes 
Room and Laboratory inherit. To map this relationship, we create the classes 
Laboratory and Office from the relations Laboratory and Office respectively. A 
new superclass say Room is also recovered with inheritance relationships with 
the both classes Laboratory and Office. Figure 7(c) summarises the different 
concepts recovered during the mapping of the two relations Laboratory and 
Office. 

(d) part External Key - part Composite Key (pEK-pSK) 
The last case illustrates a situation where a primary key and an external key 
share some attributes, but not all the attributes as in the previous case. The 
recovered relationships in this type of situations are stronger than association 
relationships because some of the attributes that identify the tuples of a rela
tion (first relation) are in the external key (which is a primary key of another 
relation, say the second relation). Formally, if we denote by Rl and R2 the 
first relation respectively second relation, and furthermore KR2 is a external 
key of R1, then we have: KRI n KR2 :f:. 0 and KR2 - KRI :f:. 0. Only a part 
of the external key KR2 is used in the identification of the data stores of the 
relation R 1 . 

(d-l) Equality dimension 
In order to map the first and second relations, we split the first relation to 
express the fact that just a part of this relation is identified by the external 
key of the second relation. If we assume that a and b are the two partitions of 
the first relation, then the following object-oriented constructs are recovered: 
(i) three classes related to the second relation, and the partitions a and b 
respectively, (ii) an aggregation relationship between the class related to the 
second relation and the class a, and finally (iii) an inheritance relationship 
between a and b. 

Figure 8(a) shows a general mapping based on the relations RI and R2 
introduced in the previous paragraph. In this instance, to map this relation 
correctly, we must first simplify the relation by decomposing the external keys 
of the relations into their constituent elements. 

(d-2) Overlap dimension 
In this situation a primary key and a external key only share some attributes 
and some tuples in the dependent or composite relations (first relation) are 
not in the base relation (second relation). This type of property simulates 
a simple and multiple inheritance relationship between classes by means of 
tuple inclusion. In this instance, we extract the following object-oriented con
structs: (i) a class, say a, is recovered from the second relation, (ii) a class, say 
b, is recovered from the first relation, however it contains only the attributes 
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which are not shared with the second relation, (iii) a common class, say ab, is 
recovered due to the overlap dimension, and (iv) a multiple inheritance rela
tionship from the class ab to the classes a and b is also recovered. Because of 
the inclusion dependencies between the two relations, we can assume by this 
semantic that there should be another new class created with a simple inher
itance relationship between it and classes a and b respectively. Figure 8(b) 
shows the different concepts recovered during this mapping. 

(c) Disjunction 

(b) Overlap 

Figure 8 Object Recovery in the Case "pEK-pCK" 

Let us consider an extension of the Medical schema 

Phone (ROOM_ID , PHONE_NO) 
HomePhone(PHONE_ID, EMPLOYEE_NO) 

with the following properties 

HomePhone[PHONE..ID] n Phone[PHONE..ID]I- 0 
HomePhone[PHONE..ID] - Phone[PHONE..ID]I- 0 
Phone[PHONE..ID] - HomePhone[PHONE..ID]I- 0 

then examining these relations with the overlap dimension holding, we can 
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see that some instances of HomePhone are not included in Phone and some 
instances of Phone are not included in HomePhone. To map this relationship, 
we recover: (i) a class HomePhone that will contain the data stores not in the 
relation Phone, (ii) a class Phone with the tuples not in the relation Home
Phone, and (iii) a new class Phone-HomePhone containing the tuples in both 
the relations Phone and HomePhone. A multiple inheritance relationship is 
created between this new class Phone-HomePhone and the classes Phone and 
HomePhone. A new class CNew is created with a simple inheritance relation
ship between it and the classes Phone and HomePhone. 

It is obvious that names of the some of classes, will need to be modified by 
the database administrator. For example, the class Phone should be renamed 
BusinessPhone, and the class CNew should be renamed Phone. This will enable 
the schema to more obviously reflect the intended semantics. 

(d-3) Disjunction dimension 
In this situation, where a primary key and a external key only share some 
attributes but the tuples in the dependent or composite relations are not in 
the base class simulates a simple inheritance relationship between classes. In 
this instance, we recover the following object-oriented constructs: (i) a class 
representing the second relation (Le. the relation which contains the foreign 
key as primary key), (ii) a class representing the first relation, and (iii) because 
of the inclusion dependencies between the two relations, we can assume by 
this semantic that 'there should be another new class created with a simple 
inheritance relationship between it and the classes generated in (i) and (ii). 
Figure 8(c) shows all the recovered concepts from the two relations. 

6 CONCLUSION 

In this paper we presented different possible scenarios to map a relational 
schema into an object-oriented model. The proposed reengineering approach 
is based on the analysis of relational databases both at the schema level and 
the data level. At the schema level, the correlation between relation's keys is 
analysed, and at the data level, the correlation between data stores is checked. 
Combining these two levels of correlation, we can recover hidden semantics 
from relational databases. 

The different cases described in the proposed approach can be implemented 
as operations to support the understanding of the underlying semantics of 
local databases of federated databases. Within the DOK environment, the 
wrapper translation procedures provide an initial object-oriented schema that 
requires, by successive refinements, some improvements in terms of the quality 
of the generated information . This ability is needed to refine or enhance a 
generated schema based on an extensive use of object-oriented concepts, such 
as polymorphism. Currently we are providing an approach for refining an 
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object-oriented schema for example by (i) creating polymorphic classes and 
(ii) deleting extraneous classes. 

Our future work is concerned with the design of specific mapping proce
dures that translate federated queries into local databases. These queries are 
expressed using OQL (Object Query Language) (Cattel et al. 1994), translated 
into the OVAL algebra (Savnik et al. 1998), and finally translated into local 
sub-queries that are executed using the query specific service. Our approach 
will be using query graphs to perform query translation from OVAL algebra 
to local database query languages, similar to the one proposed in (Meng et 
al. 1995). 
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